Beyond a Mere Rank Order
The Method, the Reliability and the Efficiency
of Comparative Judgment

San Verhavert

Faculteit Sociale Wetenschappen
Departement Opleidings- en
Onderwijswetenschappen

Beyond a Mere Rank Order
The Method, the Reliability and the Efficiency
of Comparative Judgment
Meer dan een Loutere Rangorde:
De Methode, de Betrouwbaarheid en de Efficiëntie van
Vergelijkend Beoordelen

Proefschrift voorgelegd tot het behalen van de graad van
Doctor in de Onderwijswetenschappen aan de Universiteit Antwerpen.
Te verdedigen door:
San VERHAVERT

Promotoren:
Prof. dr. Sven De Maeyer
Prof. dr. Vincent Donche

Antwerpen, 2018

Composition of the Doctorar Jury:
Supervisors:
Prof. dr. Sven De Maeyer
Prof. dr. Vincent Donche
Doctoral Commission:
Prof. dr. Peter Goos
dr. David Magis
Prof. dr. Jan Vanhoof (chair)
Prof. dr. Liesje Coertjens
Prof. dr. Ian Jones

Cover and back:
Design: Gala Verhavert
Image: San Verhavert. A graph, made in R, of a subset of ability
estimates against Lz misfit from the ‘Things Ordered Neatly’
experiment, novice judges. Data gathered in cooperation
with Eline Van Geert (KULeuven).

i

Contents
Dankwoord .............................................................................................. iii
Introduction .............................................................................................. 1
Chapter 1
From Lifting Weights to Students’ Work:
History and Present of Comparative Judgement .............................. 19
Chapter 2
Estimating the Bradley-Terry-Luce Model in R .................................. 35
Chapter 3
Scale Separation Reliability:
What Does it Mean in the Context of Comparative Judgement? ...... 59
Chapter 4
How Efficient is Comparative Judgement and
What Influences This? ......................................................................... 79
Chapter 5
Identifying Adaptive Algorithms for Increasing
Comparative Judgement Efficiency:
A Systematic Literature Review ........................................................ 115
Discussion ............................................................................................. 143
Nederlandstalige Samenvatting (Dutch Summary) .............................. 163
References ............................................................................................. 179
Appendices ............................................................................................ 197

Dankwoord

G: “You with your judgement!”
S: “Correction… Comparative Judgement.”
- Gala Verhavert en San Verhavert, 2017

v
Vier jaar en een paar maanden later ligt hij er dan. Een proefschrift die
toch wat meer pagina’s telt dan uiteindelijk verwacht maar uit minder
hoofdstukken dan origineel gepland. Zo’n proefschrift weerspiegelt in
even grote mate het doctoraatstraject dan dat hij dat niet doet. Tijdens
deze periode heb ik niet alleen veel over vergelijkend beoordelen geleerd
maar ook veel over mezelf. Een doctoraatstraject is dan ook een avontuur
waar je je in stort. Maar je staat er gelukkig niet alleen voor. En daarom
zou ik graag een aantal mensen bedanken.
Eerst en vooral wil ik mijn promotoren, Sven en Vincent bedanken. In de
eerste plaats voor hun vertrouwen dat ik een goede aanvulling voor het
D-PAC team zou zijn. Ik ben blij dat ze zich met evenveel enthousiasme
in dit doctoraatstraject gegooid hebben. Een doctoraatstraject dat
misschien niet zo evident was. Je moet het maar durven om een van de
eerste
statistische
methodologische
doctoraten
van
het
instituut/departement te begeleiden. Maar ik ben hen vooral dankbaar
voor hun steun, begeleiding en kritische inbreng. Bedankt dat jullie me
mijn eigen weg hebben laten gaan, op mijn tempo en toch waar nodig
voldoende bij te sturen.
Ik heb ook veel gehad aan mijn begeleidingscommissie, Peter en David.
Ondanks zijn andere achtergrond was Peter bereid om mijn traject
inhoudelijk mee te volgen. Hij is altijd een kritische lezer geweest en liet
dat blijken in zijn stevige maar rechtvaardige commentaar. Ik apprecieer
het ook dat hij in de rol van buitenstaander mee gezorgd heeft om alles
duidelijk en scherp te stellen.
Ook David wil ik bedanken voor zijn steun. Hij zorgde voor de nodige
methodologische verdieping als ook de kritische noot. Bedankt voor al
onze inhoudelijke en minder inhoudelijke discussies. Ik waardeer het
ook dat hij mij onder zijn hoede genomen heeft op de drie IMPS
conferenties.
Natuurlijk kan ook de rest van mijn doctoraatsjury niet ontbreken. Jan,
om de rol van voorzitter met verve te vervullen (zelfs met gebroken
schouderblad). En om tijdens het D-PAC promotoren overleg de juiste
verhelderende vragen te stellen. Liesje, om samen met Sven en Vincent
de beslissing te nemen om mij aan boord te nemen. Ik heb veel aan haar
inbreng gehad tijdens de eerste jaren in haar rol als projectcoördinator
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en als deel van mijn begeleidingscommissie. Ook later van een wat
grotere afstand was haar interesse een wegekomen hulp. En ook Ian wil
ik bedanken dat hij in mijn jury wil zitten. Onze gesprekken over CJ en
aanverwanten zijn een grote hulp geweest. En de workshop over
simulatie studies kan op zijn minst een ervaring genoemd worden.
Geen sfeer zonder de GK10 collega’s! Lunch in de Komida of ergens
anders, koffiepauzes, ééntje drinken in de Papa Jos, … Jullie weten hoe
je het woord collega het beste invult. Bedankt om mij te aanvaarden
zoals ik ben en mij op mijn eigen tempo contact te laten zoeken.
En als ik het over collega’s heb mag ik de D-PAC collega’s zeker niet
vergeten. Bedankt voor de vele interessante discussies, inzichten en
plezante momenten. Marije, jouw steun, optimisme en oprechte
interesse kennen geen grenzen. Maarten, iemand met zo’n
doorzettingsvermogen heb ik nog niet ontmoet. Geen beter gezicht voor
D-PAC dan jij! Roos, een krank in communicatie, die met een vingerknip
teksten schrijft en redigeert. Ik wens jullie alle drie veel succes en sterkte
met de D-PAC spin-off. Laat jullie niks wijs maken, misschien is de rest
wel naïef. Renske, ik denk niet dat ik snel nog iemand vind die mijn
geschreven teksten zo begrijpelijk kan maken. Tine, jou enthousiasme
over statistiek en R is ongeëvenaard. Bedankt dat je tussen het
onderzoek en lesgeven nog tijd kon maken om mijn proefschrift na te
lezen. Camille, Tanguy en Anneleen, ik ben heel blij dat ik jullie heb
kunnen ontmoeten. Een interessantere bende had ik mij niet kunnen
wensen.
Csilla, ik ben blij dat je al al die jaren naast mij staat en dat je mijn
minder goede kantjes er ook bij neemt. Ik wil met niemand anders mijn
leven delen, ons leven, met de ups en de downs. Bedankt dat je er voor
mij bent. Bedankt dat je even enthousiast over mijn onderzoek, zelfs al
geef je toe er weinig van te begrijpen. Ik denk dat er niemand is die mij
zo goed kent als jij. En ik ben blij dat je er bent en de zaken overneemt
als het eens moeilijker gaat.
Gala, hoewel het soms eens minder goed gaat tussen ons, ben ik blij dat
jij mijn zus bent. Met wie kan ik anders zo een gesprekken voeren als de
quote vooraan het dankwoord. Er zijn gelukkig maar weinig die onze
soort humor delen. Bedankt om mijn cover zo professioneel samen te
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stellen en te zorgen dat er toch een recente foto op de achterkant staat.
Onthoud, doe vooral je eigen ding in het leven, luister naar de
belangrijke mensen in je omgeving en trek je van de rest niks aan!
Mama en Papa, bedankt dat jullie mij in al mijn keuzes volop gesteund
hebben. Aso, universiteit, stage in Oxford en dan nog een doctoraat… Ik
heb niet noodzakelijk de makkelijkste weg genomen laat staan deze die
andere mij aanraden. En ik heb dat enkel en alleen aan jullie te danken.
Mijn zelfvertrouwen en doorzettingsvermogen zijn er enkel omdat jullie
in mij geloofden. Als iemand met DCD en Dyslexie zal ik nooit het
volgende vergeten. “Bij de punten van iemand met dyslexie moet je er
standaard twee of drie punten bijtellen. Als je dat bij San doet dan scoort
hij even goed als de rest.”

San Verhavert

3 december 2018.

Introduction

“People are notoriously poor at making
many types of absolute judgement.”
- Nunnally (1978, p. 44)
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People are better in making comparisons than in making absolute
judgments. The method of comparative judgment (CJ) is based on this
idea. It was first formalized in 1927 as the law of comparative judgment
by Louis Leon Thurstone in the domain of psychophysics. Later it has
been introduced in education as a way to measure language proficiency
(Pollitt & Murray, 1995). In 2004, Pollitt argued that this method could
be used as an alternative form of assessment (Pollitt, 2004, 2009).
As a method, CJ already has a wide application outside educational
assessment. In psychophysics and psychology CJ is better known as
paired comparison or forced choice models and forms the basis for signal
detection theory (Macmillan & Creelman, 2005). In economics and other
social sciences the method is called pairwise comparison and is used for
preference research and conjoint analysis (e.g., Scholz, Meissner, &
Decker, 2010), among others. The BTL model in its turn forms a key
element in the Analytic Hierarchy Process (AHP; Basak & Saaty, 1993)
and knows a broad use in sports and chess (Cattelan, Varin, & Firth,
2012; Glickman, 1999).
In the recent decade, there is rising interest for CJ in assessment
(e.g., see the overview in Bramley, 2015). In CJ, instead of traditionally
marking student works, assessors are each individually presented with a
series of pairs of student works. For each pair, the assessor has to
indicate which of the two student works is better considering the task or
competence under assessment. This binary data is analysed using the
Bradley-Terry-Luce model (BTL model; Bradley & Terry, 1952; Luce,
1959) and results in scaled estimates representing the quality of each
student work relative to the others.
The BTL model can be estimated in several ways. Besides the
classical least squares maximum likelihood it is possible to estimate the
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model using conditional maximal likelihood (CML; Molenaar, 1995)
from Rasch analysis, because the BTL model has been proven equivalent
to the Rasch model (Andrich, 1978). In the statistical programming
language R (R Core Team, 2018) there exist three packages containing
functions to estimate the BTL model (Mair, 2018) and we also developed
a function to estimate the BTL model (Verhavert & van Daal, 2018;
Version 0.2.1). These functions implement a different estimation
procedure or a variation on one. It might thus be interesting to look into
how these estimation procedures perform. Therefore, the first research
question in this dissertation is:
R.Q. 1. What method to estimate the BTL model performs better
regarding estimation accuracy and time efficiency?
Once it is clear how accurate and time efficient BTL model estimation is,
the reliability of the results (and the method) can be calculated.
The method of CJ has been shown to produce reliable (e.g.,
Bramley, 2015) and valid (e.g., van Daal, Lesterhuis, Coertjens, Donche,
& De Maeyer, 2016) results in educational assessment. CJ has proven
reliable, as expressed with the Scale Separation Reliability (SSR; Details
see later), in a variety of domains e.g., argumentative writing (SSR
between .74 and .84; van Daal et al., 2017), mathematical understanding
(SSR between .89 and .93; Jones & Alcock, 2014), and visual arts
portfolios (SSR = .86; van Daal et al., 2017). The method has also proven
its merits in peer assessment (SSR between .73 and .86; Jones & Alcock,
2014) and in different levels of education (e.g., Primary education: SSR =
.92 [Heldsinger & Humphry, 2010], Secondary education: SSR between
.74 and .84 [van Daal et al., 2017], Higher education: SSR = .88 [Bisson,
Gilmore, Inglis, & Jones, 2016]).
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Although there is a large body of research documenting the high
reliability of the method, it is striking that up until now it has not been
researched what the reliability measure, SSR, expresses in the context of
CJ. Because of the similarities between the models behind CJ, IRT and
Rasch analysis, the reliability measure used in CJ has been adopted from
Rasch analysis (Bramley, 2007, 2015; Pollitt, 2012a). This reliability
measure from Rasch analysis is interpreted as a measure of internal
consistency of a test. Thus, it is assumed that the SSR can also be
interpreted as a measure of the internal consistency of an assessment,
namely if everything in an assessment measures the same thing or how
consistent the assessors are in their judgments (Andrich, 1982; Webb,
Shavelson, & Haertel, 2006). Although these two points are arguable, the
differences between the CJ and the Rasch analysis methods are
substantial enough not to assume that this measure has the same
meaning in both contexts. Furthermore, internal consistency is a difficult
concept to interpret, both in practice and research contexts. These
considerations therefore lead to the second research question that will be
focused upon in this dissertation:
R.Q. 2. How can the SSR measure be interpreted in the context of CJ
assessments?
Knowing how the SSR can be interpreted, is not only essential for
the use of CJ in research and practice. It is also an important step if one
wants to address another issue in CJ. Already since the early days of CJ
as an assessment method it has been considered inefficient, requiring a
large number of comparisons to obtain estimates that have an
acceptable/good reliability. Or as stated by Bramley, Bell and Pollitt
(1998):
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The most salient difficulty from a practical point of view is the
monotony of the task and the time it takes to get a sufficient number
of comparisons for reliable results. (p. 14)

Therefore, one of the most important methodological questions in CJ to
date is: how can the efficiency (in number of comparisons) of a CJ
assessment be increased without affecting the final estimates and their
reliability?
Although the question of the efficiency of CJ has been raised
several times, no research has been done toward the actual (in)efficiency
of CJ. To my knowledge, it is not known what the baseline efficiency of
CJ is when the pairs are randomly constructed1. In paired comparison
research it is even automatically assumed that it is required to make all
possible comparisons2 (e.g., David, 1969b; John, 1967). Furthermore, an
overview by Bramley (2015) indicates a high level of variability between
assessments, both in the way they are implemented (e.g., level of
assessor expertise or number of comparisons) and in the reliability of the
results. This variation raises the following two related research
questions:
R.Q. 3.a. How many comparisons are needed to reach reliable
results in a CJ assessment?
R.Q. 3.b. What influences the level of the reliability that is reached in
a CJ assessment?
Once these research questions are answered, it is possible to dive
into the efficiency question. Lack of efficiency can also be found at the
origins of computerized adaptive testing (CAT), although formulated
With randomly constructed it is meant that no prior information about the representation has been
taken into account when constructing the pairs for judgment. (details see terminology section)
2 This is to avoid so called imbalance in the data, meaning that two or more groups of representations
can be formed within which a lot of comparisons have been done and between which only few
comparisons exist.
1
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differently. With (mental) testing one wants to determine the ability of
someone as effectively or accurately as possible. Therefore, if one
conducts a group testing, i.e., a group takes the same test, then the test
needs to cover a large range of abilities. This poses the problem that the
majority of the test will be too difficult for the less proficient test taker
and too easy for the most proficient test taker. This not only leads to
frustration and lucky guesses with the former and boredom and
consequent mistakes with the latter. It is also a waste of time and effort
requiring a lot of test items for a small reliability gain (Wainer, 2000).
Also paired comparison research is long troubled with the
efficiency of the method. A good illustration of this can be found in David
(1969b):
A practical difficulty in the use of paired-comparison experiments is
the large number of comparisons required when the objects are
numerous. We may sympathize with the foreman whom McCormick
et al. (1952) presented with a deck of 1,225 cards, each of which
contained a different pairing of employees working under him and
each of which required an expression of preference. (p. 61)
Up until today, two researchers have attempted to provide a
solution for the inefficiency of CJ. In order to do so, both attempts
suggested adaptive algorithms 3 for constructing pairs. Pollitt (2012b)
was the first to suggest an algorithm that starts with Swiss rounds, where
roughly representations with the same number of wins are paired,
followed by a pairing based on preliminary estimates and Fisher
information, a method derived from algorithms in CAT (Pollitt, 2012b).
It was however shown that Pollitt’s algorithm causes an artificial
inflation of the SSR (Bramley, 2015; Bramley & Vitello, 2018). As a
solution to that, a variation to Pollitt’s algorithm was proposed by
Adaptive algorithms are algorithms that use prior information about the representation in order to
construct pairs for judgment. (details see terminology section)
3

8

INTRODUCTION

Bramley (2015). This algorithm also uses Fisher information but stays
closer to the CAT algorithm by using a calibrated set. This means that
before the assessment using the adaptive algorithm can be administered,
a set of representations with calibrated ability estimates is constructed.
In the assessment itself each pair exists of one new representation and a
representation from the calibrated set. It has been shown that this
algorithm does not inflate the SSR (Bramley, 2015).
Neither of the studies suggesting an adaptive algorithm has shown
evidence of doing a systematic search toward adaptive algorithms
suitable for CJ. A quick search of CAT literature learns that there exists a
variety of adaptive algorithms. However, also in CAT literature a
systematic overview of existing algorithms appears to be lacking, despite
some decent basic works on CAT. Therefore, a fourth research question
can be formulated:
R.Q. 4. Which adaptive algorithms are there, that have the potential
to increase the efficiency of CJ?
Looking at the five research questions, it should become clear that
it is not the aim of the current dissertation to explicitly formulate and
test algorithms to increase the efficiency. The current dissertation rather
lays the framework in order to make the research toward efficiency
increasing algorithms possible. It also attempts to strengthen the
methodological foundations of the method of CJ in the domain of
educational assessment.
Before presenting an overview of the current dissertation and how
this relates to the research questions, I will first provide an explanation
of the most important terminology and clarify concepts that will be used
in this dissertation.

INTRODUCTION

9
Conceptual Framework of CJ

CJ, competence, and performance. The method of CJ has been
suggested to be specifically suited for performance-based assessment
(Pollitt, 2004; Pollitt & Crisp, 2004) as a way to evaluate competencies
(Kaslow et al., 2007). Competencies can be viewed as a complex
interaction between knowledge, attitudes (Kaslow et al. 2007), and skills
that are necessary for adequate performance in a specific context or
situation (Elliott, 1989; Gonczi, 1994; Kaslow et al., 2007). In other
words, the whole of what one knows, knows how to, what one does and
how one does this (Kaslow et al., 2007; Miller, 1990). Competencies
cannot be observed directly, so assessment should take place through
inferences from performance (Gonczi, 1994; McMullan et al., 2003;
Wolf, 1989), in other words through performance-based assessment. In
this context, open-ended questions or tasks were suggested as potentially
more valid tasks than closed-ended tasks (Pollitt, 2004; Pollitt & Crisp,
2004). Open ended questions or tasks result in less predictable output
and unstructured responses and can, for example, be an essay question,
papers or role plays. Therefore, open ended tasks have the potential to
not only tap into the knowledge but also into the application of that
knowledge and skills.
Assessor, assessee, and representation. In CJ an assessor
receives pairs of representations and has to judge for each pair, which of
the representations is better regarding the competency (or performance)
under assessment. An assessor is the person who assesses or makes the
judgments. In some studies the word judge is used. In psychophysics the
term subject is used, because in psychophysics CJ or pairwise
comparison is used as a tool in experiments. In the current dissertation I
will use the term assessor. The student whose work or product is
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assessed is the assessee. However, the product under assessment can
also be delivered by a group of assessees.
The object under assessment is called the representation. The term
representation is short for representation of a competence. Thus, in
strict sense, what is under assessment is something that represents the
competence that is under assessment or that represents the level of
competence of the assesse. A representation could be a student work or
product but it could also be anything else about which judgments can be
made, like works of art or dot patterns. With the latter two examples one
can also refer to a representation as a stimulus, within an experimental
setting. Some CJ articles use the terminology originally used by
Thurstone, namely script. In the current dissertation, I prefer to use the
term representation as it has a more general connotation in this context.
Based on the binary data generated by a CJ assessment, with score
1 indicating the first representation is preferred, and using the BTL
model, an ability is estimated for each representation, and thus (group
of) assessee(s). Because of the logistic form of the BTL model, an ability
is expressed as a logit score and symbolized as 𝛼𝑖 . A logit score reflects
how much more probable it is that a certain representation in a
comparison will be preferred to an intermediate representation, i.e., a
representation with ability 0 (Ludlow & Haley, 1995) or the 0 point of
the scale. In other words, a logit score is the logistic transformation of
the chance that this particular representation will win a comparison with
an intermediate representation. In extension, the difference in logits
between the abilities of two representations A and B is the logistic
transformation of the chance that representation A is preferred over
representation B. In the current dissertation the terms ability, ability
score, ability estimate, logit score, logit estimate, and estimate will be
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used interchangeably, dependent on which one is more applicable in the
context.
Reliability in CJ. In CJ the reliability of the logit estimates is
measured by the Scale Separation Reliability (SSR). This naming was
suggested by Bramley (2015) after making the observation that several
articles used different names for the same measure. He named the SSR
as such in analogy of the index of person separation in IRT (Andrich,
1982) or the test reliability of person separation in Rasch analysis
(Wright & Masters, 1982) from which the measure has been taken over
(Bramley, 2015). In the same vein it can thus be stated that the SSR
expresses how good the assessment separates the representations.
Besides this, the test reliability of person separation has been shown to
be mathematically equivalent to the KR20 formula and thus Cronbach’s
Alpha (Andrich, 1982). The SSR might therefore be interpreted as a
measure of internal consistency of the assessment, although this has not
been tested yet.
Reliability in general can be divided in three broad groups and a
rest group (Webb et al., 2006). According to Bramley (2015) these can
also be applied to CJ assessments. First, test-retest reliability, a measure
of test consistency over time within a test taker and between test takers.
In a CJ assessment one can ask the same assessors to make the same
comparisons at different occasions. A setup which has never been tried
in CJ, as Bramley (2015) remarks. Second, parallel forms reliability,
where two different test are used thus measuring test equivalence or
consistency over tests. One type of parallel forms reliability can be
different assessor groups judging the same performance, more
specifically called inter-rater reliability. Bramley (Bramley, 2015)
formulated two types here. (i) One needs to have different groups of
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assessors making judgements on the same representations using the
same algorithm to construct the pairs. (ii) One can let different groups of
assessors make judgement on the same pairs, as long as allocation of
pairs to assessors in random. Third, internal consistency, of which splithalves reliability is the most theoretically founded version (Webb et al.,
2006). In CJ, due to the pair constructing algorithms (see next
paragraph), it is impossible to do a split-half on the representations.
Doing this could result in a reduction in the overlap between the pairs
which leads to incorrect or even missing ability estimates. However, the
assessors can be considered as an integral part of the results. Therefore,
a split-halves can be obtained by splitting the assessor group (Bramley,
2015). This approach to reliability has already been taken by Jones and
colleagues (Jones, Inglis, Gilmore, & Hodgen, 2013; Jones, Swan, &
Pollitt, 2015).
Pair constructing algorithms. Finally, as mentioned earlier,
pairs in a CJ assessment can be constructed using a random algorithm or
an adaptive algorithm. In the footnotes it was stated that random
algorithms do not use prior information and adaptive algorithms do.
This is not completely true. The D-PAC tool (www.d-pac.be), for
example, works with a so called distributed random algorithm. This
algorithm guarantees that every pair is selected an equal amount of
times. In other words, every pair has an equal probability to be selected.
The algorithm also guarantees that each representation is paired with a
different representation an equal number of times. The algorithm
accomplishes this by randomly selecting the first representation from the
set of representations that have been selected the least number of times.
The second representation is then randomly selected from the set that
has been paired the least number of times with the first representation.
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As such this random algorithm does use prior information. The
difference is that an adaptive algorithm in the context of CJ, by
definition, uses prior information to increase the efficiency of CJ by
taking into account prior information about winning or losing certain
comparisons or an intermediate ability estimate.
Pollitt initially coined the term adaptive comparative judgment
(ACJ) for adaptive algorithms in CJ. Although the term ACJ has been
proposed after the naming of CAT, I would like to argue against the use
Context
The method of CJ and
The BTL model
R.Q. 1. What method to estimate
the BTL model performs better
regarding estimation accuracy
and time efficiency?

R.Q. 2. How can the SSR measure
be interpreted in the context of CJ
assessments?

R.Q. 3.a. How many comparisons
are needed to reach reliable results
in a CJ assessment?
R.Q. 3.b. What influences the level
of the reliability that is reached
in a CJ assessment?

R.Q. 4. Which adaptive algorithms
are there that have the potential
to increase the efficiency of CJ?

Chapter 1 on the history and method of CJ.

Chapter 2 on estimating the BTL model
Study 1: Simulation study comparing
R functions to estimate the BTL model

Chapter 3 on the meaning of the SSR

Study 2: Meta-analysis on the meaning
of SSR

Chapter 4 on the efficiency of CJ and
what influences this efficiency
Study 3: Meta-analysis on the efficiency
of CJ and what influences the SSR?

Chapter 5 on algorithms to increase
the efficiency of CJ
Study 4: Systematic literature review
on adaptive algorithms

Figure 1. Overview of research questions and their context, their
relation and the related chapters and studies. (CJ = comparative
judgment; BTL model = Bradley-Terry-Luce model; SSR = Scale
Separation Reliability).
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of ACJ however. The term ACJ suggests that the CJ is adaptive while it is
not. Moreover, by definition CJ is judging which representation in a pair
is better regarding the competency or the task under assessment,
whereas it is the algorithm constructing the pair that is adaptive. This in
contrast with CAT where the test difficulty is adapted to the ability of the
assessee.
Outline of Dissertation
The current dissertation attempts to provide answers to five research
questions concerning the method of CJ. Figure 1 visualizes the research
questions and their context, how the questions are mutually related in
the current dissertation and how they relate with the different chapters
and studies in the current dissertation. The figure will act as a guide for
the explanation of the different chapters that follows in this section.
In Figure 1 it can be seen that all research questions must be seen
against the context of the method of CJ. This is because a discussion of
methodological issues is logically preceded by an explanation of the
method under discussion. Additionally, the idea that forms the basis of
CJ, i.e., people are better in making comparisons, is very different from
what is assumed in, for example, traditional marking. Therefore, it might
be helpful to have some insight into the historical roots of CJ. Chapter 1
will thus discuss how Thurstone got to the law of comparative judgment
that lies at the basis of CJ. It will also provide an overview of the current
state of the method of CJ in educational assessment.
Chapter 1 will deviate somewhat from the terminology convention
mentioned earlier, because it discusses the historical roots of CJ. In the
first part of that chapter I will use the terms observer or subject to refer
to assessor and stimulus for representation. When the chapter turns
back to CJ in assessment, I will switch back to the terms assessor and
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representation. Following the methodological background of CJ,
Chapters 2 to 5 will attempt to provide an answer to the research
questions.
R.Q. 1. What method to estimate the BTL model performs better
regarding estimation accuracy and time efficiency?
The core of the method of CJ is the BTL model used to estimate the
ability scores of the representations. From Chapter 1 it should become
clear that there are several methods, from Rasch measurement, available
to fit this model. Furthermore, in the statistical program R (R Core
Team, 2018) there are a few packages available with functions to
estimate the model. Although these functions differ in the method they
implement, they have, up until now, not been compared on their
performance. More precisely, it is not known what the actual estimation
bias and execution time is of those functions. Therefore, Chapter 2 will
discuss a simulation study comparing four functions to estimate the BTL
model.
R.Q. 2. How can the SSR measure be interpreted in the context of CJ
assessments?
Once the ability scores are estimates the reliability, as measures by
the SSR, can be calculated. Chapter 3 attempts to clarify the meaning of
the SSR measure in CJ assessments. In this chapter a meta-analysis on
15 assessments, or 26 assessor groups, is presented. Starting from the
formula to calculate the SSR and from reliability theory, three types of
reliability have been set forth that are testable in a meta-analysis, namely
split-half reliability, inter-rater reliability and reliability as a correlation
with the truth (R²). Split-half correlations or correlations between one
half and the whole assessment are compared with the SSR of the whole
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assessment or the SSR of the corresponding half using Bland-Altman
plots.
R.Q. 3.a. How many comparisons are needed to reach reliable
results in a CJ assessment?
R.Q. 3.b. What influences the level of the reliability that is reached in
a CJ assessment?
With the interpretation of the SSR cleared out, this dissertation
will look at the efficiency of CJ and what influences the SSR value in CJ
assessments. Chapter 4 presents a meta-analysis on 49 assessments to
answer R.Q. 3a. and b. This study starts from the observation that there
is a high variability in the main characteristics of assessments and a large
variance in the SSR value resulting from those assessments. This study
attempts to uncover to what extent the number of comparisons (per
representation) and other characteristics influence the SSR value. It also
investigates how many comparisons per representation are needed for
an assessment to be reliable enough, i.e., SSR = .70 and whether other
characteristics influence this number. To achieve this goal, this metaanalysis draws on the strengths of both frequentist or classical statistics
and Bayesian statistics.
R.Q. 4. Which adaptive algorithms are there, that have the potential
to increase the efficiency of CJ?
Chapters 2, 3 and 4 provide a methodological basis for adaptive
algorithms to increase the efficiency of CJ.A first step in developing and
studying these algorithms is to systematically identify them. In order to
identify adaptive algorithms, from a broad range of research domains,
that have the potential to increase the efficiency of CJ, a systematic
literature review was conducted. This systematic review is presented in
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Chapter 5. This study resulted in a taxonomy of adaptivity that is based
on 42 algorithms and a critical appraisal tool to systematically judge the
quality of the description of the algorithms.
The current dissertation closes with a general discussion. In the
discussion, an overview will be provided of the main findings and
conclusions per study. Next, limitations and future research will be
discussed. Implications for CJ research and practice will conclude the
discussion.

Chapter 1
From Lifting Weights to Students’ Work:
History and Present of Comparative Judgement

“It is worth revisiting the past to remind ourselves
of the theoretical basis upon which both current
and previous practice developed.”
-Pollitt and Elliot (2003, p. 1)
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The idea behind the method of comparative judgment (CJ) is quite
challenging and difficult to grasp. It could thus be beneficial to the
understanding of CJ to start with discussing its roots. CJ has been
reintroduced in educational assessment by Pollitt and Murray in 1995 to
measure the level of language proficiency in students. The method of CJ
is based on the works of Thurstone in the late 1920’s. More specifically, it
can be considered an application of Thurstone’s law of comparative
judgment (1927a).
The psychometrician Thurstone was the first who attempted to
move psychology away from the narrow stimulus-response view
(Thurstone, 1923). By looking at the Binet test from a psychophysical
point of view, Thurstone (1925) developed a new way of scaling
intelligence and educational tests. This scaling eventually led to the law
of comparative judgment (Thurstone, 1927a, 1927b) which makes it
possible to measure attitudes or psychological values on a scale.
Thurstone proved his law with several experiments in diverse domains of
psychology (Thurstone, 1931) and in education (Thurstone, 1925),
among others.
In the following section I present how Thurstone came from the
observation that there is a high variability in absolute judgments, to the
modelling of pairwise preference judgments. In order to better follow
this discussion, I use the psychophysical example of judging weights.
Everything that is discussed, however, can also be applied to judging, for
example, essays, oral language tests or even works of art. Therefore, in
discussing where we are now with CJ, I will turn back to more
educational assessment related examples.
Because the law of comparative judgment is developed in
psychophysics, I will use the terms observer or subject and stimulus to
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refer to assessor and representation respectively, in the following
section. In the last section I will switch back to assessor and
representation. The following draws heavily on (Thurstone, 1927a,
1927b) and on the discussion of Thurstone’s work in (Bramley, 2007).
These references will only be mentioned here once.
Where Does CJ Come From…
In his theoretical explanation of why making an absolute judgment is
difficult, Thurstone starts from the psychophysical assumption that
every stimulus in the environment (R1; e.g., a 4g weight) has a
physiological impact (S1; e.g., feels as heavy as 5g) in the observer or
subject. This is called the discriminal process and is visualized in Figure
1.1a. This discriminal process, nor the physiological impact the stimulus
has, can be measured directly. Therefore, some assumptions have to be
made. Take a series of stimuli (R1, R2, …, R5; Figure 1.1b) with their
respective discriminal processes. If the stimuli can be ordered along a
certain dimension (e.g., weight), then the corresponding discriminal
processes (e.g., perceived heaviness) should follow the same ordering on
the so called psychological continuum. As, by consequence, we cannot
directly measure this psychological continuum, we do not want to make
any assumptions on the relative distances on this continuum. The only
thing we can assume is that the ordering of the discriminal processes on
the continuum is the same as the ordering of the stimuli that cause
them1. As an example, if an observer is presented with weights of 4g, 6g,
8g, 10g and 12g, then the corresponding discrimnal processes should
follow the same ordering as the weights, i.e., from 4g to 12g.

Furthermore, if the magnitudes of the stimuli differ linearly, it can be assumed that the discriminal
processes also differ linearly.
1
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Figure 1.1. Illustration of discriminal processes (a, b), the
psychological continuum (b, c), the mode of the discriminal

distribution (c, d), the discriminal dispersion and the discriminal
As frequently observed in psychophysics, the relationship between
the stimulus and its psychological correlate (the psychological impact of
the stimulus) is not as one-to-one as described so far. In psychophysics it
is assumed and observed that there is a fluctuation in the discriminal
process, related to one stimulus, from one occasion to the next. This
could lead to stimulus R3 being associated to the process related to S2 or
S5 from time to time (Figure 1.1c). For example, a weight of 8g that is
perceived as heavy as 6g or 12g. This fluctuation is a cause for low testretest reliability and is

called the

discriminal dispersion.

In

psychophysics, it is also observed that some discriminal processes (e.g.,
R3 = feels as heavy as 8g) are more associated with a certain stimulus
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(e.g., S3 = 8g) than others. In Figure 1.1c this is represented by the
thickness of the lines, with the thicker lines indicating more frequent
associations. Therefore, the discriminal dispersion can be indirectly
observed as the frequency counts of discriminal processes associated
with one stimulus (Figure 1.1d). The discriminal process more frequently
associated with a certain stimulus than others is the mode of the
discriminal dispersion or the discriminal mode (μ in Figure 1.1d). For
example, you present a subject several times with a weight of 8g and you
record how heavy the subject says it feels. These frequency counts then
lead to a discriminal dispersion2 for a weight of 8g with the perceived 8g
as discriminal mode3.
A logical next step towards constructing a scale could be the
following. Based on the frequency in which certain stimuli are associated
with certain discriminal processes, scale values could be attributed to the
discriminal processes. The problem is that the relative distance between
the same discriminal processes is different for different stimuli and for
different observers. Specifically, it is not because you know how far apart
8g and 10g physically are that the perceived heaviness of 8g and the
perceive heaviness of 10g are equally far apart. Therefore, Thurstone did
not want to make direct assumptions on the measurement scale of the
psychological continuum and the shape of the discriminal dispersion.
However, taking the frequency distribution of the discriminal processes
associated with a stimulus, it is possible to choose the scale of this
distribution such that it approaches a normal distribution. And, as stated
earlier, the frequency distribution is an indirect observation of the
discriminal dispersion. Thus, a scale could also be chosen for the
discriminal dispersion, causing it to approach the shape of the normal

2
3

The discriminal dispersion only counts for this subject.
A discriminal mode only exactly reflects the stimulus when there is a perfect, i.e., errorless, observer.
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distribution4. Thurstone further argued that this scale could bring all
discriminal dispersions to the same unit, namely 1 standard deviation (σ,
the discriminal deviation; Figure 1.1d). This causes the discriminal
dispersions to be directly comparable.
These assumptions about the discriminal dispersion still don’t
solve the problem that the discriminal process, and by extension the
discriminal dispersion, is not directly observable. This leads to the
problem that the psychological continuum still is not directly
quantifiable. Therefore, we need to revert to one of the first assumptions
on the psychological continuum, namely that if the stimuli follow a
certain rank order, then the discriminal processes should follow the
same rank order. Visualized in Figure 1.2, if stimulus RA is located
further on a (physiological) continuum than stimulus RB, then the
discriminal dispersion associated with RA should be located further on
the psychological continuum than the discriminal dispersion associated
with RB. For example, a weight of 12g is located further on the weight
continuum than a weight of 8g. Thus, the discriminal dispersion for 12g,
in a specific subject, should be located further on the perceived heaviness
continuum than the discriminal dispersion for 8g.
When an observer compares the two stimuli of which one
possesses more of an attribute and if RA gives rise to discriminal process
A1 and RB to discriminal process B1 then the observer would judge
stimulus RA as possessing more of that attribute. On the other hand, if RA
gets associated with discriminal process A2 and when RB causes process
B2, then the judgment would be the other way around. For example, if a
12g weight (RA) gives rise to a perceived heaviness of 14g (A1) and an 8g
weight (RB) to a perceived heaviness of 6g (B1), then the 12g weight will
This is defendable because it is assumed that the differences between the discriminal processes are
linear (see footnote 1). Therefore, all linear transformations will preserve the relative distances
between the discriminal processes.
4

26

CHAPTER 1: HISTORY AND PRESENT

Figure 1.2. Two overlaping discriminal dispersions
be judged heavier than the 8g weight. If, on the other hand, the 12g
weight (RA) gives rise to a perceived heaviness of 8g (A2) and the 8g
weight (RB) to a perceived heaviness of 10g (B2) that the 12g weight will
be judged lighter than the 8g weight.
The outcome of a comparison is thus determined by the perceived
difference between the discriminal processes. This perceived difference
can be represented as the difference between the discriminal dispersions,
called the discriminal difference (Figure 1.3). In other words, the
discriminal difference is obtained by subtracting the discriminal
dispersions. Consequently, the mode of this discriminal difference is the
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Figure 1.3. The discriminal difference.
difference between the discriminal modes, 𝜇𝐴 − 𝜇𝐵 . The area above 0
(grey in Figure 1.3) will then be the proportion that RA is perceived
heavier than RB [𝑃(𝐴 > 𝐵)]. Thurstone theorized that as the discriminal
dispersion could be modelled assuming a normal distribution, then the
discriminal difference should also follow a normal distribution. From
this last assumption Thurstone modelled 𝑃(𝐴 > 𝐵) by using the
cumulative normal distribution:
𝑃(𝐴 > 𝐵) = 𝜎

1

𝑎𝑏

∞

∫ 𝑒𝑥𝑝 (−
√2𝜋 0

[𝑡−(𝜇𝑎 −𝜇𝑏 )]2
2
2𝜎𝑎𝑏

) 𝑑𝑡 ,

(1)

where the standard deviation 𝜎𝐴𝐵 is defined as in Figure 1.3 where 𝑟𝐴𝐵 is
the correlation between the discriminal dispersions of RA and RB.
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The theoretical proportion 𝑃(𝐴 > 𝐵) can be seen as an expected

proportion that stimulus A will win the comparison from B. In other
words, it is the probability that stimulus A will win the comparison from
B. In general, given a group of n stimuli (n ≥ 2) and stimulus i and
stimulus j, with 𝑖, 𝑗𝜖 {1, 2, … , 𝑛} and i ≠ j, the probability that stimulus i
will win the comparison from stimulus j (or i will be preferred over j) can
be calculated by equation (1). This allows to estimate the relative
positions of stimulus i and stimulus j on the psychological continuum
expressed as 𝛼𝑖 and 𝛼𝑗 respectively.
Thurstone formulated several versions of his law which simply are
sets of simplifying assumptions regarding the calculation of 𝜎𝐴𝐵 . The
most popular and most frequently used version of the law of comparative
judgment is Thurstone’s Case V. In Case V, 𝜎𝐴𝐵 is assumed equal to √2 𝜎
where 𝜎 is a constant standard deviation or a constant discriminal
dispersion for all objects. Thurstone’s law of comparative judgment can
then be expressed as
1

∞

2

𝑝(𝑋𝑖𝑗 = 1|𝛼𝑖 , 𝛼𝑗 , 𝜎) = 2𝜎√2𝜋 ∫0 𝑒𝑥𝑝 (−

[𝑡−(𝛼𝑖 −𝛼𝑗 )]
4𝜎2

) 𝑑𝑡 ,

(2)

with 𝑋𝑖𝑗 = 1 if i wins from j and vice versa.
The probit function is quite difficult to calculate. Historically, the
simpler logit function is used for modelling so called preference data.
This is because the logistic distribution is almost the same as the normal
distribution (Figure 1.4). The logistic form is better known as the
Bradley-Terry-Luce model (BTL model; Bradley & Terry, 1952; Luce,
1959).
𝑒𝑥𝑝(𝛼 −𝛼 )

𝑃𝑗 (𝛼𝑖 ) = 𝑝(𝑋𝑖𝑗 = 1|𝛼𝑖 , 𝛼𝑗 ) = 1+𝑒𝑥𝑝(𝛼𝑖 −𝛼𝑗 ) ,
𝑖

𝑗

(3)
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Figure 1.4. (a) The density against (b) the cumulative density of the
standard normal distribution (full line) and the logistic distribution
(dashed line).
with 𝑋𝑖𝑗 = 1 if representation i is preferred over representation j and 0
otherwise.
Andrich (1978) has proved that the BTL model is mathematically
equivalent to the Rasch model (Rasch, 1960) or the one parameter
logistic model from IRT (Andrich, 1978). Both are formulated as follows:
𝑒𝑥𝑝(𝛼 −𝛽𝑖 )

𝑃𝑖 (𝛼𝑠 ) = 𝑝(𝑋𝑠𝑖 = 1|𝛽𝑖 , 𝛼𝑠 ) = 1+𝑒𝑥𝑝(𝛼𝑠

𝑠 −𝛽𝑖 )

,

(4)

with 𝑋𝑠𝑖 = 1 if subject s answers item i correct, 𝛽𝑖 the difficulty for item i
and 𝛼𝑠 the ability score for subject s.
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… And Where Are We Now?
Thurstone (1925, 1959) already suggested that his method could be
applied to educational testing. It was not until 1995 that Pollitt and
Murray reintroduced the method as an assessment method in education
by applying it to the assessment of language proficiency based on audio
fragments. The method in itself is as follows: a group of assessor receives
a series of pairs of representations. Each assessor individually has to
judge which representation in the pair is better regarding the
competence under assessment. Based on this binary data the BTL model
is used to estimate the ability scores or logit scores for each
representation.
Andrich (1978) proved Thurstone’s law, the BTL model and the
Rasch model to be equivalent. Because of this, measures, constructs and
methods were taken over from Rasch measurement and IRT and applied
to CJ. The most important measures, constructs and methods are
accuracy and reliability measures, fit measures and estimation methods.
The current section provides an overview of these three.
Estimation accuracy and reliability. If one sets up and
conducts a CJ assessment, the most important things one wants to know
from a psychometric perspective, besides the ability estimates, is how
accurate and reliable the estimates and the assessment results are. Both
measures can be taken over from Rasch measurement.
In general, how accurate estimation is, is expressed by the
standard error of estimation (se), or the theoretical bias of the
estimation. The smaller the se, the more accurate the estimate. In both
Rasch analysis and paired comparison research it is calculated as follows
(Hunter, 2004; Wright & Stone, 1999):
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𝑠𝑒𝑖 = 𝜎̂𝑖 =

1
√∑𝑗 𝐼𝑖𝑗

,

(5)

with 𝐼𝑖𝑗 the Fisher information of a comparison between representation i
and representation j and calculated by (Wright & Stone, 1999)
𝐼𝑖𝑗 = 𝑃𝑗 (𝛼𝑖 ) (1 − 𝑃𝑗 (𝛼𝑖 )) ,

(6)

and 𝑃𝑖 (𝛼𝑗 ) the probability that representation i wins the comparison with
representation j and calculated as in equation (2).
A measure related to the accuracy is the reliability. The reliability
measure in CJ is called the Scale Separation Reliability (SSR) following
the naming in Rasch literature from which it is taken over. The SSR is
calculated as follows: (Bramley, 2015)
𝐺2

𝑆𝑆𝑅 = (1+𝐺2 ) ,

(7)

with
𝜎

𝛼
𝐺 = 𝑅𝑀𝑆𝐸
,

(8)

where 𝜎𝛼 stands for the standard deviation of the true scores (𝛼) and
RMSE is the Root Mean Squared Error of estimation formalized as
∑𝑖 𝑠𝑒𝑖2

𝑅𝑀𝑆𝐸 = √

𝑛

,

(9)

with some rewriting, equation (7) is equivalent to the reliability formula
that is found in paired comparison research (Dunn-Rankin, Knezek,
Wallace, & Zhang, 2004).
From Rasch measurement the reliability measure can be
interpreted as a measure of internal consistency. The meaning of the
term internal consistency is, however, difficult to grasp and is source of
interpretation problems in research in general. Furthermore, one
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can,ask the question if the SSR in CJ specifically, measures the internal
consistency of the scaled estimates. Chapter 3 attempts to answer this
question.
Fit measures. Person fit or appropriateness measurement has
been an important study topic in Rasch measurement and IRT (Meijer &
Sijtsma, 2001). Especially because adherents of Rasch measurement
have the opinion that a low person fit means there is something wrong
with the person responses, whereas IRT adherents argue that the model
does not adhere to the data. Due to the equivalence between the BTL
model and the Rasch model we follow the opinion from Rasch
measurement.
The general reasoning behind person fit measures is that the sum
score, and consequently the ability estimate, might be inaccurate. This
inaccuracy could be due to several reasons: the assessor might be making
lucky guesses, the assessor is not used to the test format, fluctuation in
the assessor’s attention, or even cheating. Most of these behaviours could
lead to an aberrant response pattern (Meijer & Sijtsma, 2001). For
obvious reasons it is thus important to detect these aberrant patterns.
This reasoning is not completely transferrable to CJ because
technically there are only items, i.e., representations. In CJ we follow the
reasoning introduced by Pollitt (2012a) which is based on the calculation
of the fit measures. In this reasoning, a representation has a low fit
because there are a lot of inconsistencies in the judgments of pairs
involving this representation. This indicates that assessors differ in
opinion on the quality of this specific representation. Also for assessors
fit measures can be calculated. A low fit for an assessor means that this
assessor made a lot of decisions contrary to the consensus, i.e., the
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outcome that would be predicted based on the scaled estimates of the
representations.
There are two related problems with fit measures in both Rasch
measurement and IRT. First, there is currently no consensus on the
specific meaning and usefulness of fit measures. Second, as a
consequence there is an abundance of fit measures. In a review study,
Meijer and Sijtsma (2001) identified over 40 measures. This second
issue lead me to the question: Is Rasch infit the best fit measure for CJ
and is it useful?
We tested three fit measures to examine their sensitivity in
identifying assessors with a divergent conceptualization of the
competence under assessment. A group of expert assessors and a group
of non-expert assessors were asked to judge English essay papers using
CJ. Afterward, the non-expert assessors were asked to fill out a Kelly
repertory grid. A Kelley repertory grid exists out of a set of constructs,
here related to the competence under assessment, that have to be judged
on a rating scale in one exercise and that have to be ranked in another
exercise. In this study the top three ranked constructs were used as an
indication what assessors found most important in the competence
under assessment.
In the CJ assessment, for the non-expert assessors, it was
determined in how far their judgments deviated from the consensus
(scaled estimates) in the expert assessor group. This was done by
calculating the three misfit measures, i.e., Rasch infit (U), Mokken
scalability (H*) and the standardized likelihood (lz) 5 . Comparing the
results of the Kelly grid analysis with the misfit measures, showed that
the lz was the only measure that identified all assessors who prioritized

For the interested reader, an overview of the equations to calculate these three measures is provided
on Appendix A.
5
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different aspects in the representations compared to the other assessors.
Also, the U appeared a large under estimation of misfit whereas the H*
was a slight underestimation (Bouwer, Verhavert, Van Gasse, & De
Maeyer, 2017).
Estimation methods. There are several ways of estimating the
Rasch model and most are based on maximum likelihood (ML). Besides
the traditional Gaussian Least Squares ML (Linacre, 1999) and Bayesian
ML estimation methods, three methods are more frequently used, both
because of historical as performance reasons, namely the Joint ML
(JML), Conditional (CML) and the Marginal (MML) estimation
(Molenaar, 1995). Although not described as such, the BTL model is
traditionally also estimated using a kind of JML (David, 1969a).
However, with the BTL model the sum of squares ML is more frequently
used.
For the statistical program R (R Core Team, 2018, Version 3.5.0)
there exist a few packages allowing to estimate the BTL model. The next
chapter sets out to compare the performance of a function we developed
with that of two available R packages. Besides the results of this
comparison, Chapter 2 will shortly discuss the basis of JML since our
function and one package are based on this. A discussion of CML and
MML is outside the scope of the current dissertation. Chapter 2 will also
discuss some difficulties with estimating the BTL model.

Chapter 2
Estimating the Bradley-Terry-Luce Model in R1

“All models are wrong; some models are useful.”
- Box (1979)
“Every model is basically wrong,
i.e., it is bound to fail, given enough data.
But we should certainly aim at
making them adequate for our purposes.”
- George Rasch, 1973 (G. Rasch, 2011)

A previous version of the analyses in this chapter has been presented at PsychoCo 2017 in Vienna,
Austria.
1
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Abstract
In comparative judgment (CJ) the Bradley-Terry-Luce model (BTL
model) is used to estimate the ability values. There exist several
programs to estimate the BTL model. It is, however, not the goal of
this chapter to provide an extensive overview of these. Rather, this
chapter focuses on the statistical programming language R
because it is a popular, free, open-source and flexible environment
for data analysis. In R, three packages are listed that contain
functions to estimate the BTL model, namely BradleyTerry2, sirt and
VGAM

containing

the

functions

BTm( ),

btm( )

and

Brat( )

respectively. In addition we developed a function in R, BTLm( ), for
the same purpose. The current chapter discusses a simulation
study comparing the estimation accuracy or parameter recovery
and the processing time of the four functions. This study has
found that, in general, using bias reduction, implemented in
BTm( ), btm( ) and BTLm( ), is highly recommended. Also, the
BTLm( ) function and the btm( ) function perform almost equally
good and better than the BTm( ) and Brat( ) functions regarding
estimation accuracy and performance speed. Recommendations
regarding which of the two functions to use, depend on the online
tool used to collect the data.
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Introduction
A comparative judgment (CJ) assessment generates binary data where a
score (𝑋𝑖𝑗 ) of 1 indicates that the first representation (i) in the pair is
considered better than the second representation (j). The Bradley-TerryLuce model (BTL model; Bradley & Terry, 1952; Luce, 1959) is used to
estimate ability scores for each representation, based on this binary data.
The BTL model is given by
𝑒𝑥𝑝(𝛼 −𝛼 )

𝑃𝑗 (𝛼𝑖 ) = 𝑝(𝑋𝑖𝑗 = 1|𝛼𝑖 , 𝛼𝑗 ) = 1+𝑒𝑥𝑝(𝛼𝑖 −𝛼𝑗 ) .
𝑖

𝑗

(1)

𝑃𝑗 (𝛼𝑖 ) or 𝑝(𝑋𝑖𝑗 = 1|𝛼𝑖 , 𝛼𝑗 ) is the probability that representation i
will be preferred over representation j. 𝑋𝑖𝑗 is the score and indicates that
representation i is preferred over representation j (1) or that j is
preferred over i (0). Parameters 𝛼𝑖 and 𝛼𝑗 the ability scores, expressed in
logits, for representation i and j respectively. Due to its relationship with
the Rasch model (Andrich, 1978), there exist several ways to estimate the
BTL model that can be adapted from Rasch model estimation. The most
common estimation methods for Rasch are on joint maximum likelihood
estimation (JML), conditional maximum likelihood (CML) and marginal
maximum likelihood (MML).
This chapter sets out to compare existing estimation method for
the BTL model. However it is not the goal of this chapter to provide a
scientific overview of packages allowing to estimate the BTL model (e.g.,
SAS [SAS Institute Inc, 2017], MATLAB [MathWorks, 2018], and
ConQuest [Adams, Wu, & Wilson, 2015]). Thus, it was opted to use the
statistical programming environment R (R Core Team, 2018, Version
3.5.0) because it is a popular, free and open source tool that provides a
flexible interface for statistical analyses and computer simulations.
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Only a three R packages exist, containing functions to estimate the
BTL model (Mair, 2018). All were published or updated for that purpose
in the last 20 years. The first and most commonly used is the
BradleyTerry2 package. It uses the glm.fit( ) function internal to R in
the BTm( ) function (Turner & Firth, 2012, Version 1.0.8), thus
implementing a least squares maximum likelihood estimation (R Core
Team, 2018, Version 3.5.0). Second, the author of the sirt package
(Robitzsch, 2018, Version 2.6-9) has added the btm( ) function,
implementing a minorization-maximization algorithm (MM algorithm1),
based on Hunter (2004), for estimating the BTL model. This function is
implemented in the NoMoreMarking tool (www.nomoremarking.com;
Wheadon, 2015a). A third package containing the function Brat( ) to
estimate the BTL model is VGAM (Yee, 2010, Version 2.0.5) which
allows the fitting of vector general linear models (VGLM). VGLM is a
model framework that allows to fit models with multiple linear
predictors and therefore has the generalized linear model (GLM) as a
special case (for more details see Yee, 2010). The VGAM package uses a
form of least squares maximum likelihood estimation, making it
comparable to what is done in the BradleyTerry2 package. It should be
remarked that the function Brat( ) only returns the likelihood and should
thus be used in combination with the fitting function vglm( ).
Furthermore, the function is less user friendly that the first two
packages. Specifically Brat( ) only accepts the data as a matrix of the
comparisons whereas the more common structure of the data is a dataset
containing at least three columns (i.e., representation i, representation j,
and the score [Xij]). This is the format that is required for BTm( ) and
btm( ). Finally, we also developed an R function named BTLm( )
This abbreviation was introduced by Hunter and Lange (2000) to refer to a family of iterative
maximization algorithms. Going into detail in this algorithm lies out of the scope of this chapter.
Therefore, interested reader are referred to Hunter (2004) for further details.
1
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(Verhavert & van Daal, 2018, Version 0.2.1), to make the estimation
procedure from the D-PAC tool (www.d-pac.be) available in R. This
estimation is based JML from Rasch analysis. Upon closer inspection
btm( ) from sirt appears to be a version of JML.
It is immediately obvious that quite a few different approaches are
available to estimate the BTL model. Every one of these estimation
method produces biased results and one can be more biased than the
other. To my knowledge, still, little evidence exists in how each of these
methods performs and especially on how these performances compare to
each other. The current chapter therefore sets out to compare the four
functions based on their performance, i.e., the estimation accuracy and
processing time.
The current chapter will first shortly address the likelihood and the
main difference between the functions. Next, some difficulties in
estimating the BTL model and how each package or function deals with
those, are discussed.
Estimating the BTL Model
The derivation of the likelihood of the BTL model, discussed here, is
based on that of the Rasch model as discussed in Molenaar (1995)
because of the equivalence between the models. The references further
provided are to indicate where (a variation of) specific formulas can be
found in BTL literature.
The

probability

that

representation

i

is

preferred

over

representation j given that representations i and j have a respective
ability value 𝛼𝑖 or 𝛼𝑗 can be expressed as in equation (1). The opposite,
the probability that representation j is preferred over representation i is
1

𝑝(𝑋𝑖𝑗 = 0|𝛼𝑖 , 𝛼𝑗 ) = 1+𝑒𝑥𝑝(𝛼 −𝛼 ) .
𝑖

𝑗

(2)
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Combining equation (1) and (2) gives the full model
𝑝(𝑋𝑖𝑗 = 𝑥𝑖𝑗 |𝛼𝑖 , 𝛼𝑗 ) =

𝑒𝑥𝑝[𝑥𝑖𝑗 (𝛼𝑖 −𝛼𝑗 )]
1+𝑒𝑥𝑝(𝛼𝑖 −𝛼𝑗 )

(3)

,

with 𝑥𝑖𝑗 taking the value of 1 if representation i is chosen or 0 if
representation j is chosen.
With 𝑛 representations (𝑛 > 2), the judgments can be represented
by the response matrix X, representing all possible combinations of
representations i and j (𝑖, 𝑗 = {1, 2, ⋯ , 𝑛}; 𝑖 ≠ 𝑗, with i as rows and j as
columns) and containing response 𝒙 = {0,1}, with 0 meaning that j was
preferred and 1 that i was preferred, or non-existent if i and j were never
paired. Assuming that the judgments and pairs are independent from
each other, the likelihood L can then be written as the product of
equation (3) over all i and j (David, 1969b)
𝐿(𝜶) = 𝑝(𝑿 = 𝒙|𝜶) = ∏𝑖 ∏𝑗≠𝑖

𝑒𝑥𝑝[𝑥𝑖𝑗 (𝛼𝑖 −𝛼𝑗 )]
1+𝑒𝑥𝑝(𝛼𝑖 −𝛼𝑗 )

,

(4)

with α the vector of ability values of the representations. Equation (4)
then leads to the log likelihood
ℓ(𝜶) = 𝑝(𝑿 = 𝒙|𝜶) = ∑𝑖 ∑𝑗≠𝑖[𝑥𝑖𝑗 (𝛼𝑖 − 𝛼𝑗 )] − ∑𝑖 ∑𝑗≠𝑖 ln[1 + 𝑒𝑥𝑝(𝛼𝑖 − 𝛼𝑗 )].

(5)

This log likelihood is what is maximized in BTm( ), btm( ), Brat( )
and BTLm( ). The first main difference in how this is done, is that BTm( )
in the BradleyTerry2 package and Brat( ) in the VGAM package use (a
version of) the classical least squares method. On the other hand, the
btm( ) function in sirt and the BTLm( ) function both directly draw on
the strength of the BTL model and the Rasch model that the sum score is
a sufficient statistic (Bradley, 1976; Molenaar, 1995). In other words, the
sum score 𝑠𝑖 = ∑𝑛𝑗≠𝑖 𝑥𝑖𝑗 provides enough information to estimate 𝛼𝑖 and

42

CHAPTER 2: ESTIMATING BTL MODEL

𝛼𝑗 . From equation (5) it can then be derived that the sufficient statistic
(si) is equal to its expected value. This can be expressed as
𝑒𝑥𝑝(𝛼 −𝛼 )

𝑠𝑖 = ∑𝑗≠𝑖 1−𝑒𝑥𝑝(𝛼𝑖 −𝛼𝑖 ) .
𝑖

𝑖

(6)

This equation can be used to maximize equation (5). This method
is known as JML estimation in Rasch literature (Molenaar, 1995). The
BTLm( ) and btm( ) functions can both be seen as JML. They only differ
in the iterative procedure they use. Namely, BTLm( ) is an adaptation of
a Newton-Raphson procedure for estimating Rasch models (Baker &
Kim, 2004a). The btm( ) function implements a so called MM procedure
(Hunter, 2004) developed to estimate the BTL model directly.
Once the estimates are obtained, one can calculate the precision of
the estimates. This is called the standard error of estimation (SE). It
expresses the expected variation in the estimates and depends, to a lesser
extent, on the estimates and estimation procedure and on the amount of
information in the data. The latter is also apparent in the formula to
estimate the SE (Wright & Stone, 1999)
𝑆𝐸𝑖 =

1
√∑𝑗≠𝑖 𝐼𝑖𝑗

,

(7)

with 𝐼𝑖𝑗 = 𝑃𝑗 (𝛼𝑖 )[1 − 𝑃𝑗 (𝛼𝑖 )], the Fisher information for the comparison
between representations i and j and 𝑃𝑗 (𝛼𝑖 ) the predicted probability that
representation i will be preferred over representation j, calculated by
filling out the known ability values 𝛼𝑖 and 𝛼𝑗 in equation (1).
Difficulties in Estimating the BTL Model
When estimating the BTL model three important issues need to be taken
into consideration, like with the Rasch model. (i) The model and
likelihood as formulated up until now is not identifiable (Strauss, 1992).
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(ii) The model and likelihood fail to converge with zero or perfect scores
(Ludlow & Haley, 1995), a phenomenon also know in logistic regression
as the separation problem (Kessels, Jones, & Goos, 2013). (iii) The
estimation procedures are biased (Baker & Kim, 2004c). These issues
and possible solutions will be discussed in the following paragraphs.
The way the model is formulated up until now causes the model to
be unidentifiable (Strauss, 1992), because equation (6) does not have a
single solution (Molenaar, 1995). In other words, there is more than one
maximum for the likelihood in equations (4) and (5). This is because the
origin of the scale, on which the representations are placed, is unknown.
Two solutions exist, both drawing on the property that the scale itself is
invariant, meaning that any linear transformation will not alter the
results. The first and most obvious solution is to fix the origin by setting
the ability value of one representation to 0. This is done in the BTm( )
function from BradleyTerry2. Setting an ability value to 0, however,
leads to the reference category problem. This means that it is not
possible to have an estimation error for the reference category, i.e., the
representation with the fixed ability score. Furthermore, the accuracy of
estimation, or estimation error, of the other representations is
influenced by which reference category is chosen. 2 Consequently, the
scale separation reliability (SSR) of the resulting scale depends on the
representation chosen as reference category and will vary accordingly. A
second way to make the BTL model identifiable is more frequently used
with Rasch analysis. Identifiability is obtained by putting the constraint
∑𝑖 𝛼𝑖 = 0 on equation (6) (Bradley, 1976; Molenaar, 1995). This solution
is considered better in Rasch analysis because it does not have an effect
on the estimation error or the SSR. This is done in JML and related

The reference category problem can be solved by using quasi-variances. As a discussion of this will
lead us to far we refer to Firth & De Menezes (2004).
2
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estimation methods. These are implemented in the BTLm( ) function
and in the btm( ) function in sirt.
The second issue affects all logistic models and is known in logistic
regression as the separation problem (Kessels et al., 2013). Namely that
with zero or perfect scores the model fails to converge. Or more correct,
the estimate converges to infinity3 (Molenaar, 1995). This is because for
representations with a zero or perfect score the data is inadequate to
determine their location. Namely, a zero score means that a
representation has no comparisons wherein it is preferred. With a
perfect score, a representation is preferred over all other representations
it has been paired with. In other words, with a zero score it is only known
that this representation has an ability lower than its first neighbour, and
vice versa for perfect scores. This leads to large or infinite ability
estimates with large or non-existent SEs. A solution to this issue in
logistic regression analysis is to add a small positive constant to the zero
score and vice versa for the perfect score. This is, however not
recommended in Rasch analysis (Molenaar, 1995). The function btm( )
from sirt and BTm( ) from BradleyTerry2 handle zero and perfect scores
by replacing them with approximate values, instead of estimating them.
Two better solutions can be found in bias reduction techniques,
discussed in the following paragraph.
The estimation procedures for the BTL model produce biased
estimates (Bertoli-Barsotti & Punzo, 2012; Kessels et al., 2013). There
exist several methods to reduce estimation bias in Rasch and BTL
models. I will, however, limit the discussion to two related bias reduction
methods that are implemented in the BradleyTerry2 package and the
sirt package. Both techniques are based on the general method

In logistic regression this is known as complete separation or quasi-complete separation (Albert &
Anderson, 1984).
3
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developed by Firth (1993) which directly adapts the likelihood function
by adding a correction function to it. Firth derived that for the
exponential family of models, this correction term is based on Jeffrey’s
prior (Jeffreys, 1946; further details see Firth, 1993). This correction
with Jeffrey’s prior is implemented in the BradleyTerry2 package.
Bertoli-Barsotti, Lando, and Punzo (2014) suggested a different
correction function based on the -weighted minimal Kullback-Leibler
divergence between the observed and expected scores. Later, Robizsch
and Steinfeld (2018) found that this correction function came down to
rescaling the sum scores to the interval [𝜀, 𝑀𝑖 − 𝜀], where Mi is the
maximal number of comparisons for representation i. This is done
through the function (Robitzsch & Steinfeld, 2018)
𝑠𝑖∗ = 𝜀 −

𝑀𝑖 −2𝜀
𝑀𝑖

𝑠𝑖 ,

(8)

with 𝑠𝑖∗ the corrected sum score and 𝑠𝑖 the original sum score and epsilon
() a small constant between 0 and 1. This correction is implemented in
the sirt package (among others) and in the BTLm( ) function. Brat( )
does not have a bias reduction method.
Method
The current study looks into four functions to estimate the BTL model in
R, our self-developed BTLm( ) function (Verhavert & van Daal, 2018,
Version 0.2.1), btm( ) from sirt (Robitzsch, 2018, Version 2.6-9), BTm( )
from BradleyTerry2 (Turner & Firth, 2012, Version 1.0.8), and Brat( )
from VGAM (Yee, 2010, Version 2.0.5), and compares them on their
estimation accuracy and their time to complete. This was done through a
simulation study. For the study, 30 representations were simulated by
drawing ability scores from a normal distribution with mean 0 and
standard deviation 1.7. Each representation was compared 15 times in a
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simulated assessment, leading to 225 comparisons or pairs4. All pairs
were generated with the distributed random algorithm described in the
Introduction of the current dissertation. The assessment was replicated
1000 times. After each replication, the ability scores were estimated by
BTLm( ), btm( ), BTm( ), and Brat( ). Every function, except Brat( ), was
run two times, once without and once with the respective bias reduction
method5. The correction factor for the epsilon correction in BTLm( ) and
btm( ) was .3, the default in btm( ).The BTm( ) and Brat( )function
requires a representation to fix the origin of the scale, because it does not
allow a sum to zero constraint. This representation was the
representation with its true ability score closest to 0.
To check the estimation accuracy, the root mean squared error
(RMSE) between the estimate and the true ability value was calculated
for each replication and each condition. The formula of the RMSE is
∑𝑖(𝛼
̂ 𝑖 −𝛼𝑖 )2

𝑅𝑀𝑆𝐸 = √

𝑁𝑅

,

(9)

with 𝛼̂𝑖 the estimate of the ability value and 𝛼𝑖 the true ability value for
representation i and NR the number of representations. The RMSE could
be compared with the SE, as calculated by equation (7). Because the SE
is a theoretical indication of estimation accuracy, this comparison
provides information on the usefulness and accuracy of the SE measure.
Also some other performance measures are used, namely the
number of estimation iterations and the processing time (CPU time or
user time) for each function.

Calculated according to the formula NR * NCR / 2, with NR the number of representations and NCR the
number of comparisons per representation.
5 No bias reduction method was implemented in Brat() or vglm().
4
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Results
The RMSE and SE values are presented as boxplots in Figure 2.1 (black
and grey boxplots respectively). When no bias reduction is used, it can be
observed that BTLm( ) results in the lowest RMSE. However, the boxes
for the RMSEs of BTLm( ) and btm( ) overlap with their meadians. This
tentatively shows that the RMSE of BTLm( ) does not (strongly) differ
from that of btm( ). However, it can be observed that a bulk of the RMSE
values of btm( ) lies above those of BTLm( ). It thus appears that btm( )
is somewhat less accurate than BTLm( ) when no bias reduction is used.
Both the boxplots of BTm( ) without bias reduction and Brat( ) show
overlap, showing they produce results with an equal accuracy. The boxes
of both do not overlap with the medians of BTLm( ) and btm( ).
Therefore BTm( ) without bias reduction and Brat( ) produce less
accurate estimates than BTLm( ) and btm( ).
As can be expected, the bias reduction methods (black boxplots indicated
with BR in Figure 2.1) both reduce the RMSE and the standard deviation
of the RMSE. However, this reduction is negligible for BTLm( ). This is
however no indication that the bias reduction does not work. Rather, the
accuracy in BTLm( ) is already very large. Furthermore, considering box
and median overlap, it can carefully be stated that the RMSEs of the
estimates are indistinguishable when bias reduction is used. Although,
looking at the inter quartile range and the outliers it appears that even
when using bias reduction, the BTm( ) function is less consistent in its
estimates than the other functions.
The btm( ) and BTm( ) functions, without bias reduction and the
Brat( ) function, show a large amount of outliers and the boxplots show a
skewed distribution and broad range. This shows that without bias
reduction these functions produce a large amount of estimates that have
a low accuracy. This is probably because the algorithms in these
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Figure 2.1. (a)Boxplots Root Mean Squared Error (RMSE) of ability
estimates compared to the true values (black) and the standard
error of estimation (SE) of the ability estimates (grey), per

estimation function, with and without bias reduction. (b) and a
detail of the boxplots on a smaller scale. Results with bias reduction
are indicated with BR.
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functions are sensitive to separation, the occurrence of zero and
perfect scores. This is also reflected in the large values for SE (grey
boxplots in Figure 2.1). As expected, from the smaller boxplots and fewer
outliers with bias reduction, it appears that bias reduction solves this
problem. However, BTm( ) with bias reduction does show quite an
amount of larger outliers.
Regarding the SE values, it can be observed that, with and without
bias reduction, only the SE values of BTLm( ) approximate the RMSE.
Thus, the SE from BTLm( ) overall provides an acceptable to good
estimate for the actual estimation accuracy. For btm( ) and BTm( ) only
bias reduction causes the RMSE to be around the SE. It could thus be
stated that, for these functions, the SE value is a good estimate of the
actual estimation accuracy only when bias reduction is used. It should be
remarked that, especially for BTm( ) and Brat( ), the SE values are
extremely large. This is due to the fact that zero of perfect scores cause
the SEs to also be very large. These large values are due to a lack of upper
bound to the likelihood function when separation occurs and because the
SE value of a representation is influenced by the estimated ability of the
representations with which it was paired. Of 1000 replications,
separation occurred in at least 267 replications for btm( ) and in 741
replications for BTm( ) and Brat( ). These extreme values cause the
boxplots to be not interpretable as they do not represent the correct
values.
Table 2.1 shows the mean (M) and standard deviation (SD) for the
number of estimation iterations and the processing time (in seconds [s])
required by the function. This table shows that using bias reduction or
not, only has a notable effect with the BTm( ) function. It would be
expected that less estimation iterations means there is less time needed
to execute the function. It is, however, observed that the BTm( ) function
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Table 2.1.
The mean (M) and standard deviation (SD) of the number of
estimation iterations needed (Number of iterations) and the time
needed to execute the function (Duration) in seconds for the four
functions, with and without bias reduction.

BTLm( )

No bias

Number of

Duration

iterations

(in seconds)

M

SD

M

SD

4

0

0.28

0.06

4

0

0.28

0.05

100

0

0.47

0.08

100

0

0.48

0.06

14

5

0.05

0.02

1

0

0.16

0.03

12

4

0.57

0.19

reduction
Bias
reduction
btm( )

No bias
reduction
Bias
reduction

BTm( )

No bias
reduction
Bias
reduction

Brat( )

No bias
reduction

is faster without than with bias reduction, although the latter uses less
estimation iterations. The documentation for BTm( ) (Turner & Firth,
2017, Version 1.0.8) and the article by Turner & Firt (2012) learns that
the estimation with bias reduction is executed with a different internal
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function than the estimation without bias reduction. The assumption
that more iterations require more time is confirmed for the BTLm( ) and
the btm( ) functions, with BTLm( ) being faster. It should be remarked
that BTLm( ) uses a fixed number of estimation iterations. Looking at
previous observations learns that even with this fixed, lower number the
BTLm( ) function reaches more accurate results than the btm( ) function,
with and without bias reduction. Furthermore, the BTm( ) function is
faster than the BTLm( ) function with the BTm( ) function needing more
iterations. The number of estimation iterations the Brat( ) function
needs lies somewhere around those of BTm( ), although Brat( ) is
remarkably slower. Although the procedure is equivalent, that for BTm( )
appears more efficient than that of Brat( ). Overall the BTm( ) function
appears fastest, closely followed by the BTLm( ) function. On average,
the btm( ) function requires .20 s longer to execute than BTLm( ).
Discussion
The current chapter discusses a study that set out to compare four
functions in the statistical programming language R (R Core Team, 2018,
Version 3.5.0) to estimate the BTL model on their performance, namely,
BTLm( ) (Verhavert & van Daal, 2018, Version 0.2.1), btm( ) from sirt
(Robitzsch, 2018, Version 2.6-9), BTm( ) from BradleyTerry2 (Turner &
Firth, 2012, Version 1.0.8) and Brat( ) from VGAM (Yee, 2010, Version
2.0.5). This was done through a simulation study generating 1000
replications of an assessment where 30 representations were compared
15 times each (225 comparisons per assessment). For every replication
each function was used to estimate the abilities with and without bias
reduction. Each time the RMSE between the estimates and the true
abilities was calculated and the average of the SE, the SSR and the time
the function took to execute were recorded.
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Overall it was found that using bias reduction, resulted in the

highest estimation accuracy, or parameter recovery, for all functions
where it was implemented. More specific, the RMSE was about equal for
all functions when using bias reduction and reflected the SE. Although,
for BTm( ) the latter was true to a lesser degree. It can be concluded that
it does not matter which function is used as long as bias reduction is
used. However, when we are strict, it can be concluded that the BTm( )
function is a bit less consistent in its estimates with bias reduction,
despite it being the fastest function. The Brat( ) function performed the
worst of all. Despite the observation that Brat( ) uses less iterations that
btm( ), it is the slowest function to execute resulting in the lowest
accuracy. On top of that, looking at common data structures in CJ
assessments, Brat( ) is less user friendly, requiring a matrix of size NR X
NR rather than a data set of at least three columns (representation i,
representation j, and the score [Xij]). And more important, it does not
contain bias reduction. It can thus be concluded that BTLm( ) and
btm( ), both with bias reduction, are the best choice to estimate the BTL
model, with BTLm( ) being a fraction faster than btm( ). Furthermore,
BTLm( ) overall shows the most consistent performance regarding
estimation accuracy.
A few remarks should be made. First, although computer
simulation is a powerful method, widely used in statistics and
computerized adaptive testing literature (Goldspink, 2002; Hallgren,
2013; Thissen, 2000; Thissen & Mislevy, 2000), this method can suffer
from a limited ecological validity because it reflects an ideal situation
(Goldspink, 2002). In CJ this means that all generated responses for any
given pair will perfectly agree with the win probabilities of this pair.
Specifically, when representation A has a theoretical probability of .70 to
be preferred over representation B, representation A will be preferred
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70% of the times it is paired with B. In a real life assessment, there are
several influencing factors, like differences between assessors or the
assessor entering a different response than he/she meant, that causes
some responses to violate the estimated win probability6. Due to these
influencing factors the results would be somewhat different in real life
settings. For example, in a real life assessment, the estimates of the
BTLm( ) function could possibly show a higher RMSE when no bias
reduction is used compared to when bias reduction is used. Further
research should thus test if these results hold in more ecologically valid
contexts. This is, however, operationally difficult because in real life
assessments the true estimates are unknown. One option is to conduct
post hoc simulation studies on an assessment where all assessors did all
possible comparisons (also called full matrix). In this case, the estimates
from the complete assessment are the closest one can be to the true
ability values. This dataset allows to sample the response for any pair
from any assessor. Additionally a simulation study can be set up where
estimates are compared to estimates after a full matrix. There it can also
be checked how the full matrix estimates differ from the true ability
values.
These considerations on the accuracy after a full matrix connect to
the number of comparisons. It is obvious that fewer comparisons per
representation lead to less information to base estimates on and thus a
lower accuracy, and vice versa. It is however possible that using more or
less comparisons per representation might cause the difference in
estimation accuracy between the functions to change. The difference in
accuracy might grow or the order of the difference might even reverse,
with the BTLm( ) function showing a higher accuracy. Thus, it is

6

This is not necessarily or always considered as a disadvantage of the method but rather the opposite.
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interesting to look at the influence of the number of comparisons per
representation on the accuracy of the results.
Continuing on the path of the number of comparisons, also the
number of representations changes the number of comparisons. Thirty
representations

were

simulated

in

this

study.

Although

30

representations might be an overstatement of class size in secondary
education, it might be an understatement for most courses at the level of
higher education.7 There is no theoretical evidence as to if the number of
representations influences the estimates, but this should also be tested.
The number of comparisons could not only influence the
estimation accuracy but also the execution time for the functions, merely
through the size of the dataset. In this chapter only one number of
comparisons was used, namely 225. It is thus possible that the small
advantage in execution time of BTLm( ) over btm( ) disappears with a
larger datasets. On the other hand, it is also possible that the difference
in speed even increases or it could stay the same. It should thus be
further investigated how both functions handle scaling, in other words
how fast they are with large datasets.
A further remark is that besides the R programming environment
there might exist other packages, whether or not commercial, to estimate
the BTL model. This study did, however, not set out to compare
estimation packages but ways to estimate the BTL model in R. R was
chosen because it is a popular and powerful statistical tool. Also, it is a
flexible environment for programming simulation studies.
Only four R functions were compared here. The reason for this is
that only three R packages are listed on the psychometrics CRAN task

Unfortunately the only specific data that could be found was the class size in OECD countries in
2016. On average this was 21.
7
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view 8 (Mair, 2018) that contain functions able to estimate the BTL
model. Of the functions that were compared two times two had the same
basis for the estimation procedure, i.e., both BTm( ) and Brat( ) and both
BTLm( ) and btm( ). The first two used a version of least squares
maximum likelihood estimation, while the second pair implemented a
form of JML estimation. Looking at Rasch and other literature it
immediately becomes clear that there exist more ways to estimate the
BTL and related models. Within Rasch analysis, for example, CML and
MML estimation are alternatives for JML and would both perform
better, resulting in more accurate estimates than JML. Regarding least
squares estimation, there exist several forms, but the most obvious
alternative for least squares estimation is Bayesian analysis. Future
research could thus take this simulation study further and compare other
estimation methods for BTL models. However, a first step that has to be
taken is to adapt CML and MML estimation procedures from Rasch to
the estimation of BTL models. However, there exists a possibility that it
is not certain is CML and MML estimation procedures are applicable to
the BTL model. For example, the defining feature of CML is that the
person parameters are conditioned out. However, in the BTL model
there is no distinction between person and item parameters. Further
research should thus first focus on adapting CML and MML to the BTL
model if possible.
A final remark considers how the data was generated. More
specifically, pairs were constructed using the distributed random
algorithm described in the Introduction of the current dissertation. It
can be assumed that the way pairs are constructed introduces systematic
bias, whether or not small, in the estimates. This is arguable because,
The R core team (n.d.) defines task views as lists to provide guidance on which R packages in CRAN
are relevant for certain tasks within a specific topic. CRAN itself is a worldwide network of ftp and web
servers to make the most up to date versions of R packages available for download at no cost.
8
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specifically in JML estimation, the ability estimate of a specific
representations is part determined by the ability value of the
representations with which it is compared (Molenaar, 1995). The
influence of the pairing algorithm might be even stronger when adaptive
algorithms are used. It should thus be checked if the estimation
functions

produce

equivalent

results

under

different

selection

algorithms.
Overall, it can be concluded that, being very strict, the btm( )
function from sirt (Robitzsch, 2018, Version 2.6-9) and the BTLm( )
function (Verhavert & van Daal, 2018, Version 0.2.1) show the best
performance overall. It is difficult to advise research and practice on
which of the two should be used, solely based on the current study. The
use of either function will generally depend on the tool that was used to
collect the data. More specifically, if one administers a CJ assessment
using the NoMoreMarking or D-PAC tool and afterwards moves to R to
do further analyses on the data. One expects the ability estimates in R to
approximate those in the online tool. Therefore, if D-PAC is used to
collect the data, it is recommended to use BTLm( ), because the
algorithm behind BTLm( ) is implemented in D-PAC. And if the
NoMoreMarking tool is used to collect the data, then btm( ) is
recommended, because the logic behind btm( ) is implemented in the
NoMoreMarking tool. In any other case, it does not matter which
function is used, as long as bias reduction is used, which is strongly
recommended.
The data from the assessments used in the following two chapters
was gathered with the D-PAC tool. Therefore, all estimation is conducted
with the BTLm( ) function. In an assessment using CJ, once the ability
estimates and SEs are obtained, these are used to calculate the SSR as
shown in equation (10). This value expresses how reliable the estimates
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are. The equivalent for the SSR in Rasch measurement, the index of
person or item separation, can be interpreted as the internal consistency
of the scaled estimates. It is, however, not always clear what is meant
with internal consistency. Furthermore, to my knowledge, it has never
been studied if the interpretation of the reliability measure can be
transferred from Rasch measurement to CJ. This issue will be addressed
in Chapter 3.

Chapter 3
Scale Separation Reliability:
What Does it Mean in the Context of Comparative Judgement?

1

“[T]he fact that reliability ranges between 0 and 1 is
very appealing to many. Unfortunately, the appeal is
deceptive in that it suggests that all of reliability can
be captured in a single dimensionless number.
That is not true, but the appeal persists, even though
reliability coefficients are rather difficult to interpret correctly.”
- Brennan (2011) on why reliability coefficients are
so prevalent in psychometrics.

1

This chapter is based on:
Verhavert, S., De Maeyer, S., Donche, V., & Coertjens, L. (2018). Scale Separation Reliability: What
Does It Mean in the Context of Comparative Judgment? Applied Psychological Measurement,
42(6), 428–445. https://doi.org/10.1177/0146621617748321
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Abstract
The scale separation reliability (SSR) is typically used as reliability
measure in a comparative judgment (CJ) assessment. The SSR
comes from Rasch modelling, but to our knowledge it has never
been systematically investigated if the meaning of the SSR can be
transferred from Rasch to CJ. As the meaning of the reliability is an
important question for both assessment theory and practice, the
current study looks into this. A meta-analysis is performed on 26 CJ
assessments. For every assessment split-halves are performed
based on assessor. The rank orders of the whole assessment and
the halves are correlated and compared with SSR values using
Bland-Altman plots. The correlation between the halves of an
assessment was compared with the SSR of the whole assessment
showing that the SSR is a good measure for split-half reliability.
Comparing the SSR of one of the halves with the correlation
between the two respective halves showed that the SSR can also
be interpreted as an inter-rater correlation. Regarding SSR as
expressing a correlation with the truth, the results are mixed.
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Introduction
Comparative judgment (CJ) is deemed a reliable assessment method.
Because of the similarities between the models behind CJ, IRT and
Rasch measurement, the reliability measure used in CJ has been adopted
from Rasch measurement (Bramley, 2007, 2015; Pollitt, 2012a).
Although this is arguable, the differences between the CJ and the Rasch
measurement method are substantial enough not to assume that this
measure has the same meaning in both contexts (for further details see
later). Therefore, the main focus of the current study will be how the
reliability measure in CJ can be interpreted.
Despite the mathematical similarity, as proven by Andrich (1978),
the BTL model and the IRT and Rasch models, as presented in Chapter
2, clearly have a different parametrization. Therefore, it seems not
justifiable to just copy measures of reliability from Rasch measurement
or IRT, as was done in previous research (Bramley, 2007; Heldsinger &
Humphry, 2010; Pollitt, 2012a), without checking if their meaning is
generalizable to the context of CJ. To our knowledge, these checks have
not been done up until now.
The reliability measure in CJ is called the scale separation
reliability (SSR), in analogy of the naming in Rasch literature from
where the measure was taken over (see Bramley, 2015 for details), and is
formulated as follows: (Bramley, 2015; Chapter 1)
𝑆𝑆𝑅 = (

𝐺2

1+𝐺 2 )

,

(1)

with
𝜎

𝛼
𝐺 = 𝑅𝑀𝑆𝐸
,

(2)
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where 𝜎𝛼 stands for the standard deviation of the true scores (𝛼) and
RMSE is the Root Mean Squared Error, calculated as follows
∑𝑖 𝑠𝑒𝑖2

𝑅𝑀𝑆𝐸 = √

𝑛

,

(3)

with 𝑠𝑒(𝛼) the squared error of estimation of α and n the number of
representations or α’s.
Reliability Theory
In Classical Test Theory (CTT) reliability is defined as the variance in
observed scores that is attributable to true scores (Brennan, 2011; Webb
et al., 2006) or what is assumed as the truth (Brennan, 2011). And
although IRT does not entirely conform with CTT (see Brennan, 2011 for
a brief discussion and further references) this perspective can also be
recognised in IRT and Rasch measurement and thus in CJ.
As Shown in Appendix B the SSR, Equation (2), can be expressed
as
𝜎2

𝑆𝑆𝑅 = 𝜎𝛼2 ,
𝑣

(4)

where 𝜎𝛼2 and 𝜎𝑣2 are the variance of the true abilities (𝛼) and the
observed/estimated abilities (𝑣) respectively. This is the mathematical
expression of reliability in CTT. A similar formula as equation (4) can be
found in paired comparison research (Dunn-Rankin et al., 2004;
Gulliksen & Tukey, 1958).
The variance of the true abilities can be estimated from the
variance of the observed abilities using this formula:
𝜎𝛼2 = 𝜎𝑣2 − 𝑀𝑆𝐸 ,

(5)
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where MSE stands for the Mean Squared Error (Andrich, 1982). The 𝜎𝑣2
and MSE can be calculated from the person parameters and their
standard errors of estimation (resp.) like in Rasch analysis. Similar
calculations can be made on estimates of proficiency and their standard
errors as obtained in paired comparison research (Dunn-Rankin et al.,
2004; Gulliksen & Tukey, 1958).
In practice, reliability can also be estimated from the correlation
between two variations of the same assessment or parallel forms
(Bramley, 2015; Webb et al., 2006). One way to create these parallel
forms, in tests with multiple items, is to split this test in multiple halves
on the items and then correlate the respective pairs. The mean of these
correlations is then coefficient alpha (Cronbach’s alpha; Cronbach, 1951)
or the equivalent KR20 for dichotomous items (Webb et al., 2006).
In CJ however, it is impossible to do a split-half on the
representations. Doing this could result in a reduction in the overlap
between the pairs, which leads to incorrect or even missing ability
estimates. As in CJ the assessor group can be seen as an integral part of
the results – the judgments of all the assessors are pooled in the analysis
– split-halves can be obtained by splitting the assessor group. This
approach has already been taken in a few CJ studies (e.g., Jones et al.,
2013, 2015). However, none of these studies have made the connection
to the SSR.
The Current Study
Extending the idea of Jones and colleagues (2013, 2015) this study
combines the idea of split-half correlations (on assessors) with the
calculation of the SSR to check the interpretation and the validity of this
reliability measure in the context of CJ assessments. This is done using
an empirical approach.
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The current study, investigates the value of three types of reliability
in a CJ assessment context: the split-half reliability, inter-rater reliability
and reliability as a correlation with the truth. Based on the idea of Jones
and colleagues (e.g., Jones et al., 2013, 2015) of triangulating the SSR
with split-half correlations as a way to support the reliability of CJ
assessments, the meaning of the SSR measure is checked in the current
study by directly comparing it with several correlations. Namely,
assessments are split in halves and estimated logit scores of the
respective halves were correlated. This correlation is then compared with
the SSR of the whole assessment providing information on the SSR as
split-half reliability. Further, as a CJ assessment can only be split in
halves by judge, as argued by Bramley (2015) and demonstrated by
Jones and colleagues, information can be obtained on the SSR as interrater reliability. This can be done by comparing the SSR measure of the
estimates of one of the halves with the correlation between the estimates
of the two respective groups. Finally, if one considers the whole
assessment as the truth then correlating ability scores of the whole
assessment with the ability scores of one of the halves can support the
interpretation of SSR as a correlation with the truth when this
correlation is compared to the SSR of the ability scores of the respective
halve. This latter notion was extended in the following way. As the
correlation of observed values with the truth is the main idea behind
model fit, and the measure for model fit R² is in essence the squared
Pearson’s r correlation, the squared correlation between the logit scores
of the whole assessment and those of one half was compared with the
SSR value of the logit scores of the respective half.
It should be remarked that the error variance in CTT is different
from that in IRT, because the latter framework does not take item
variance into account (Kim, 2012). This might have consequences for the
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comparability of reliability and Pearson’s r correlation measures.
Nevertheless, it does not pose a problem for split-half and inter-rater
reliabilities as it was shown that the parallel forms reliability in IRT is
equivalent to that in CTT (Kim, 2012) and thus with Pearson’s r.
Differences might arise when correlation with the truth, in other words
squared-correlation reliability, is considered (Kim, 2012). In this study,
this might lead to biased or inconclusive results.
As a correct interpretation of the reliability measure is
methodologically important and practically relevant in assessments, the
current study aims to question what the meaning/value is of the SSR in
contexts where CJ is used. This is done using an empirical method.
Method
The Data
A meta-analysis is conducted on 15 CJ assessments, 26 assessor groups
in total. This difference in numbers is due to how assessments are
defined here. One CJ assessment can consist of multiple assessor groups
resulting in multiple sets of estimates. In a CJ assessment,
representations (products; e.g., essays) are compared regarding a
specific competence. In one assessment, two competences needed to be
judged, resulting in two rank orders. This leads to 27 datasets being
used.
Here

follows

a

general

description

of

the

assessment

characteristics to provide an idea on the range of assessments included
in the analysis. For more specific details on the assessments see
Appendix C. The majority of the assessments were conducted in higher
education (n= 13), followed by secondary education (n= 6) and primary
education (n= 1). The remaining assessments were conducted outside
the context of education (n= 7). The assessments were conducted with 51
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representations on average (min= 6, max= 201) and judged by an
average of 28 assessors (min= 4, max= 93). The representations were
compared 27 times on average (min= 13, max=105), leading to an
average total of 548 comparisons (min= 60, max=2193) per assessment.
The assessments resulted in an average SSR of 0.80 (min= 0.62, max=
0.93).
Procedure and Analyses
First the split-half procedure is discussed. Next, it is explained how the
correlation coefficients were interpreted in the light of reliability.
Afterward, details are provided on the opportunity provided by some of
the data, with regard to interpreting and confirming some results.
Every assessment is split in halves by assessor group in every
possible way. For instance, an assessment with 10 assessors results in
126 different possible split-halves of the data. In 54% of the assessments
we limit the number of split-halves to 1000 because the number of
assessors is too big to be manageable when all split-halves would be
obtained. When there is an odd number of assessors one of both splithalf groups contains one assessor more than the other.
For every assessment as a whole and every split-half group logit
scores are estimated and the SSR is calculated. The logits of the
corresponding split-half groups are correlated, as are the logits of each
split-half group and those of the corresponding whole assessment. This
leads to three SSR’s and three correlation coefficients per assessment per
split-half or 55,662 correlations and as much SSR’s in total. Per
assessment and split-half group the mean of the SSR’s and the mean of
the correlations is calculated. It is then possible to compare each of these
mean SSR’s with each mean correlation coefficient as is shown in Figure
3.1. However, only five of the nine combinations (coloured black) are
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interpretable. These five combinations can be clustered into three
interpretations. (a) If the correlation between the split-half groups is
compared with the SSR of the whole assessment (bottom left plot), this
provides information on the split-half reliability. (b) In the plots at the
bottom middle and right, the correlation between the split-half groups is
compared with the SSR of each group separately. Therefore, the
correlation can be interpreted as an inter-rater reliability. (c) The
reliability as a correlation between what is observed and what is
considered as the truth can be found in the top row the middle plot and
in the second row the right plot. In these two plots the correlation
between one of the groups and the whole assessment is compared with
the SSR of the respective group.
Plots of the mean SSR against the mean correlation are hard to
interpret. The Bland-Altman plot (BA-plot), or Tukey’s mean difference
plot, provides more information (Bland & Altman, 1986; Kozak & Wnuk,
2014). In a BA-plot the mean of two values (measures) is plotted against
the difference (𝑑) between those values. In our study, this implies that
for each of the 27 datasets we calculate the average of the SSR and the
respective correlation and plot this against the difference between these
two measures. The mean difference (𝑑̅) can now be calculated and it can
be assumed that 95% of the real difference values lie in the interval
between 𝑑̅ − 1.96 ∗ sd and 𝑑̅ + 1.96 ∗ sd . These borders are called the
Limits of Agreement (LoA) and are a 95% confidence interval of the
deviance between two measures. These LoA boundaries are however
influenced by the sample size and thus require an error interval, the
most optimistic and pessimistic estimate, based on the estimation error
(Barnhart, Haber, & Lin, 2007; Bland & Altman, 1986). These plots can
then be interpreted as follows. If zero is outside the LoA boundaries the
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Figure 3.1. Example of Scale Separation Reliability (SSR) against
correlation plot.
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measures do not agree. If zero is above the LoA then the SSR is an
underestimation of the correlation. If zero is smaller, the SSR is an
overestimation. When zero is inside de LoA boundaries the most
extreme estimates of the LoA should be taken into account. If these are
small enough, in absolute value, both measures agree, in that no large
discrepancies are possible between the measures. It should only be
defined what can be considered large. In terms of correlation, based on
theoretical benchmarks for correlations (Cohen, 1988), an absolute
difference |𝑑| ≤ .3 can be considered small, . 3 < |𝑑| ≤ .5 is large but
acceptable and |𝑑| > .5 too large. The BlandAltmanLeh R package was
used for the analyses (Lehnert, 2015).
It should be remarked that the correlation as inter-rater reliability
might be an overestimation. This might also, but to a lesser extent, be the
case with split-half reliability. This is inherent to the CJ method. As was
noted earlier, the judges are an integral part of the results. This is even
more so because the distributed random algorithm constructing the
pairs, as discussed in the Introduction, takes into account all previous
constructed pairs, to guarantee that every pair is sent out an equal
number of times. Due to this part-dependence of pairs it is impossible to
create complete independent halves.
This issue could in part be countered by the setup of some
assessments. As can be seen in the table in Appendix C, some
assessments (n= 5) were repeated by different assessor groups (2 to 3),
thus providing variations of the assessment by letting different groups of
assessors compare the same representations with the same algorithm. If
these variations are correlated, a more correct estimate of inter-rater
reliability can be obtained. This could then provide further support for
this interpretation of the SSR.
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Pearson’s r is used as a correlation measure and the squared
Pearson correlation is included as a further support for reliability as
model fit. As remarked earlier, the latter should be interpreted with
caution as there might be a difference in value between the squared
Pearson’s r correlation and the squared-correlation reliability in IRT
(Kim, 2012).
Results
In this section, only the results of the Bland-Altman plots are presented.
Interested readers can find the plots of the SSR’s against the correlations
in Appendix D. The results are ordered according to the type of reliability
they provide information for. We first focus on split-half reliability, then
on inter-rater reliability and eventually on reliability as a correlation
with the truth.
To investigate if the SSR could be interpreted as some form of
split-half reliability the SSR measure of the whole assessment is
compared with the mean of the split-half correlations for that
assessment. In the BA-plot (Figure 3.2), zero (black dotted line) is clearly
within the LoA (dashed lines) and the most extreme estimates of the LoA
(outermost grey dotted lines) are between -.1 and .4 which is just
acceptable for correlations. Thus the SSR is a quite good estimate of the
split-half correlation.
Comparing the mean of the correlations between two halves of an
assessment and the SSR of one of these halves provides information on
the SSR as inter-rater reliability (Figure 3.3.a. and b.). Zero is within the
LoA boundaries and the most extreme estimates for these boundaries are
-.25 and .25 for the comparison with the group 1 SSR and between -.3
and .3 for the comparison with the group 2 SSR (Figure 3.3.a. and b.).
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This can be considered small. Therefore, the SSR could be considered as
an inter-rater reliability.

Figure 3.2. BA-plots for split-half reliability: comparison between
the SSR of the whole assessment and Pearson’s r correlation
between both halves of the assessment
As the split-half groups are not completely independent because of
the CJ design, as stated earlier, these correlations might be an
overestimate of the true inter-rater correlation. Therefore, within the
assessments and if possible, SSR’s of separate assessor groups are
compared with real inter-rater correlations between these groups. These
results confirm the results with the correlation between the split-half
groups, as zero is inside the LoA and the extreme estimate boundaries
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Figure 3.3. BA-plots for inter-rater reliability: comparisons between
the SSR of group 1 and the correlation between the two split-half
groups (a), between the SSR of group 2 and the correlation between
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Figure 3.4. BA-plots for reliability as correlation with truth:
Comparisons between the SSR of group 1 and the correlation

between group 1 and the whole assessment (a) and (c) and the SSR
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around -.15 and .3 (Figure 3.3.c.). Again, the SSR appears a good
measure for inter-rater reliability.
It should be remarked that the assessor groups are not completely
comparable, in number and assessment expertise for all assessments,
which could again result in an underestimate of the inter-rater
reliability. Therefore it might be possible that these results are an
overestimation of the agreement.
For reliability as a correlation with the truth, the SSR of each half is
compared with the correlation between the whole assessment and the
respective half. If the difference between the SSR of either one of the
groups and the correlation between the whole assessment and the
respective group is considered (Figure 3.4.a. and b.) the LoA’s
concerning either group are below zero. This shows that these SSR’s are
underestimates of the respective correlations. But, as argued, the
correlation between observed values and the truth is better expressed by
the measure of model fit (R²). Hence looking at the difference between
the SSR’s of either group and the squared Pearson correlation between
the whole assessment and the respective group (Figure 3.4.c. and d.), the
results prove difficult to interpret. The zero lies above the LoA
boundaries but still within the estimation error boundaries of the LoA’s.
The most extreme boundaries are still within the acceptable limits of
around -.1 and around .3. It can be cautiously concluded that the SSR
might be a good estimate for correlation with the truth but there is not
enough data to be certain. On the other hand, one can expect these
results as values of the SSR calculations might not completely
correspond to the squared correlation values, as remarked earlier. This
might also provide an explanation of the inconclusive results with the
squared Pearson’s r.
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Discussion

The SSR measure from CJ has been adopted from Rasch measurement
because of the algebraic similarity of the measurement models. However,
the method of CJ and Rasch measurement are different enough not to
assume that the reliability measures mean the same in both contexts.
Therefore, this study set out to answer the question how the SSR can be
interpreted, more specific what the meaning is of the SSR in the context
of CJ. Therefore a meta-analysis was conducted on 27 datasets (5
assessments or 26 assessor groups; see Appendix C). Using a split-half
methodology, SSR values were compared with several types of
correlation using BA plots and corresponding LoA’s. The assessments
are diverse enough and the data set large enough that some generalising
statements can be made. However, as this study set out to investigate the
meaning of the SSR measure in CJ, it has to be remarked that these
conclusions cannot be generalized to Rasch and IRT. Furthermore, it
should be kept in mind that the analyses were conducted on the data
from a set of 27 specific assessments. Therefore it is necessary that the
findings are replicated with more experimental studies.
The results strongly point in the direction that the SSR reflects the
inter-rater reliability as the SSR of each split-half group shows
congruency with Pearson’s r correlation between both groups. However,
it has been remarked that this correlation might be an overestimate of
the inter-rater reliability because the groups are not independent.
Therefore the confirmation was sought in assessments with different
assessor groups. Here the SSR’s were also close to Pearson’s r. As these
assessments were not set up to test inter-rater correlations however, the
assessor groups were not constructed to be equivalent, so the
correlations could be an underestimate of the potential inter-rater
correlation. In sum, there are good and strong indications that the SSR
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reflects the inter-rater correlations but some results call for caution.
These results should be further confirmed with a more experimental and
controlled approach.
Regarding the most theoretical view on reliability, namely the
correlations of the observed values with the truth, the SSR of each group
differs from Pearson’s r correlation. This could be due to the fact that
reliability as a correlation with the truth is better reflected by the
squared Pearson correlation or the measure of model fit (R²). The
squared Pearson correlation values indeed appear to lie closer to the
corresponding SSR values. Cautiousness is however warranted. The
results present a borderline case meaning there is not enough data to
provide enough certainty over the results. Also, difference in
conceptualization between CTT and IRT (Kim, 2012) might contribute to
the fact that these values do not completely correspond. We can
tentatively conclude that there is some evidence and a slight
confirmation that the SSR might be interpreted as a theoretical
reliability, namely a correlation with the truth.
Finally, there was also evidence that the SSR expresses split-half
reliability. The SSR of the whole group appears not that different from
Pearson’s r correlation between both split-half groups. Evidence is thus
pointing in the direction of the SSR as a split-half reliability but further
research is needed.
It can be concluded that there are strong indications that the SSR
provides an inter-rater reliability index which can be informative when
using CJ. Some results also point in the direction of the SSR as a
correlation with the truth and/or a split-half correlation. However, these
indications are less strong and further research is recommended. Studies
conducting assessments with a higher control on the equivalency of
assessor groups are important to conduct as well as assessments where
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the rank order is known beforehand might provide some interesting
findings.
The findings of this meta-analysis, based on a substantial yet
specific sample of assessments, provide a first step toward a strong
theoretical basis for the interpretation of CJ results. As this study takes
an empirical approach, these results need to be confirmed in more
systematic studies. These results provide initial information in the
search toward adaptive algorithms to increase the efficiency of the CJ
method. However, it is not yet clear how efficient CJ with a (distributed)
random algorithm is. In other words, it is not known how many
comparisons are minimally needed to reach reliable results. Therefore,
Chapter 4 will look into this and what further influences the efficiency of
CJ.

Chapter 4
How Efficient is Comparative Judgement and
What Influences This?

1

“Consulting statisticians are familiar with the consultee who,
after describing his proposed experiment in several sentences,
has only one question: ‘How many observations do I need?’”
- Bradley (1976)

An adaptation of this chapter is submitted as an article to Assessment in Education: Principles,
Policy & Practice.
1
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Abstract
Comparative judgment (CJ) is generally associated with high levels
of reliability, but there are also large variations in reliability
between assessments. To provide hand holds for research and
practice, this study investigates which assessment characteristics
influence the level of reliability. A meta-analysis using a two-step
approach consisting of a frequentist and a Bayesian step was
performed on the results of 49 CJ assessments. It attempted to
answer what assessment characteristics have an effect on the
reliability level, the probability of a maximum value in the reliability
and how many comparisons per representation are needed for a
reliability of .70 (.80). Results show that there was an effect of the
number of comparisons on the level of reliability. In addition, the
probability of reaching an asymptote in the reliability, i.e., the point
where the increase in reliability levels off, was larger for experts
and peers than for novices. For reliability levels of .70 and .80,
respectively 12 and 17 comparisons per performance are needed.
Based on the task-complexity model of Liu and Li (2012), results
are discussed in terms of how task novelty may influence the
complexity of the CJ task.
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Introduction
The method of comparative judgment (CJ) has the potential to improve
the quality of evaluations in performance-based assessments by
comparing the quality of performances directly to each other instead of
evaluating them one by one in an absolute manner (Pollitt, 2004). CJ is
considered to be easier and more intuitive, as people generally base their
decisions on comparisons, either consciously or unconsciously (Laming,
2003). In the past three decades, CJ has been applied to the assessment
of a wide range of competences across the full educational spectrum,
including primary (Heldsinger & Humphry, 2010), secondary (McMahon
& Jones, 2015) and higher education (Bramley et al., 1998). In these
assessments different types of performances are compared, such as
written texts, audio, video and portfolios (Kimbell, 2008; Pollitt &
Murray, 1995; van Daal et al., 2016).
In an overview of studies using this comparative approach,
presented in a research report, Bramley (2015) showed that CJ is
generally associated with high levels of reliability, ranging from .73
(Jones & Alcock, 2014) to .98 (Heldsinger & Humphry, 2010). Yet, this
overview also indicates a large variability between assessments, both in
the way they are implemented (e.g., type of assessed performance or
number of comparisons) and in the reliability of the results. Therefore,
the current study aims to investigate which assessment characteristics
influence the reliability of CJ assessments. The goal of this is to provide
research and practice with useful guidelines to set up CJ assessments
and further our knowledge on what makes one assessment more reliable
than others.
The variation in reliability raises the question: when is an
assessment reliable enough? The answer depends on the context and the
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type of the assessment. In the literature on the assessment practice, two
boundaries are put forward, dependent on the main goal of the
assessment. For low-stakes or formative assessments, in which learning
is the main goal, reliability levels of .70 or higher are deemed sufficient
(Jonsson & Svingby, 2007; Nunnally, 1978). For high-stakes and
summative assessments in which important decisions are made on the
basis of assessment results, the current study opted for the widely
accepted reliability level of at least .80 (Carmines & Zeller, 1979; Jonsson
& Svingby, 2007). Second, in the context of research in (educational)
assessment, the main goal of researchers is generally to reach a maximal
level of reliability. This leads to two additional questions: (1) is there an
effect of assessment characteristics on whether the maximum level of
reliability is reached (i.e., an asymptote) and (2) is there an effect of
assessment characteristics on whether a specific level of reliability is
reached (respectively .70 and .80).
As discussed earlier (see Introduction and Chapter 1) the reliability
of CJ is reflected by the scale separation reliability (SSR), which provides
an indication of the internal consistency of the results of an assessment.
Chapter 3 showed that the SSR is an estimation of the inter-rater
reliability as well as of the split-half reliability. In other words, the SSR
provides us with information on the reproducibility of the results for a
similar group of assessors, or for half of the assessors.
Before tapping into the methodology and results of the current
study, key characteristics upon which assessments can be distinguished
from each other are discussed.
Minimum Number of Comparisons
The most prominent characteristic of a CJ assessment is the number of
comparisons. CJ assessments require a large number of comparisons to
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reach a high level of reliability. As with most statistical models, more
information will make the estimates in the BTL model more accurate and
reliable. In addition, the more comparisons assessors make, the more
familiar they will become with the comparative task and the
representations. According to the model of task complexity of Liu and Li
(2012), decreased novelty of the input, i.e., the representations and the
task, will decrease the overall task complexity, resulting in more
consistent and hence, reliable judgments. On the other hand, Bramley,
Bell and Pollitt (1998) reported that judges often find the task tedious
and time consuming, which can negatively impact task performance, i.e.,
through fatigue (Liu & Li, 2012). It might thus be beneficial to stop at a
minimum number of comparisons when reaching a sufficient level of
reliability.
Bramley (2007) and Pollitt (2012b) argued that in CJ a minimum
threshold exists at which each object receives enough judgments to
reliably calculate logit scores. However, they have not explicated the
exact level of this threshold. So far, only one study reported 10
comparisons per representation as an empirical minimum in random CJ
(Wheadon, 2015b). As this value was based on a post-hoc simulation
study in which intermittent results were correlated with the eventual
scale, the actual level of reliability was not taken into account. Hence, no
information is yet provided on the measurement accuracy for CJ as
expressed by the reliability measure. The current study attempts to
bridge this gap by investigating how many comparisons are needed to
reach specific levels of reliability in random CJ.
Other Assessment Characteristics
The previous section discussed a first characteristic of CJ assessments.
The current section zooms in on other assessment characteristics. A
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second prominent characteristic of CJ is the number of assessors. One of
the strengths of CJ is that it allows for, and even promotes, the use of
multiple assessors, which increases the validity and generalizability of
the assessment results (van Daal et al., 2017). It could also be argued,
however, that engaging more assessors in the assessment leads to more
differing perspectives on the particular competence under assessment,
which might decrease the reliability. Furthermore, when the number of
comparisons is kept constant, increasing the number of assessors will
decrease the number of comparisons per assessor. As stated in the
previous section, this might negatively influence the reliability of the
results through the reduced familiarity of the assessor with the
representations and the judgment task. Specifically, when assessors have
to complete only a small number of comparisons, the representations
and the CJ task will remain relatively novel and complex which makes it
harder for assessors to provide consistent judgments (cf. Liu & Li, 2012).
In contrast, more comparisons per assessor will likely lead to more
consistent, and hence reliable, judgments due to decreased complexity of
the overall judgment task.
A third assessment characteristic that may affect the level of
reliability in CJ is the format of the assessed product, which is a
characteristic of competence-based assessment in general. In assessment
literature, it is agreed upon that competence-based assessment should be
multimethod (Kaslow et al., 2007). This means that competences can be
assessed with different kinds of products, from written texts to audio and
video, or even combinations of formats, i.e., portfolio’s (Kaslow et al.,
2007; McMullan et al., 2003). These formats differ from each other in
the structure, ambiguity and diversity of the presented information.
These differences might have an influence on the task complexity (Liu &
Li, 2012) and, hence, on the reliability of the overall results.
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A fourth characteristic is feedback. Feedback is considered to be

very important to improve learning (Dochy & McDowell, 1997). But how
can feedback be implemented in CJ assessments? One possibility is to
ask for feedback after the CJ assessment is completed. However, this is
not a very efficient method, as assessors have to evaluate (part of) the
products once again. Another possibility that is potentially more efficient
is to integrate the feedback into the judgment flow by asking for feedback
after each comparison (Van Gasse et al., 2017). However, providing
analytic feedback and making holistic comparative judgments might be
two completely different processes, requiring different mindsets. As a
consequence, implementing feedback during the flow can negatively
affect the complexity of the judgment task, and hence, the reliability of
the results (Liu & Li, 2012).
A fifth characteristic is how many representations that have to be
assessed. To our knowledge, it is not yet known what the effect is of the
number of representations on the outcomes of a CJ assessment. A
tentative hypothesis is that more representations comprise a higher
range in quality. Due to the comparative nature of CJ, larger quality
differences may facilitate the differentiation between representations
(van Daal et al., 2017), leading to more consistent judgments and, hence,
a higher reliability. Furthermore, more representations means that
assessors will have to make more comparisons. As previously stated,
more comparisons might decrease the novelty of the task and the input
leading to less complex task (Liu & Li, 2012) and hence, to a higher
reliability.
The sixth and final assessment characteristic is the expertise of
assessors. Comparisons can be made by expert judges, but also by peers
or novices. Previous research has indicated that CJ can be used as a valid
and reliable peer assessment tool (Goossens, Bouwer, & De Maeyer,
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2017; Jones & Alcock, 2014). In two studies, Jones and colleagues (Jones
& Alcock, 2014; Jones & Wheadon, 2015) showed that peers can reach
results that are as reliable and as valid as those of experts in CJ. Novices
reached results with a lower validity but equal reliability compared to
experts and peers. It is, however, possible that experts, peers and novices
reach this reliability level at different speeds, expressed in numbers of
comparisons. It could be hypothesized that, compared to novices,
experts (and peers) have a better understanding of the competence that
is assessed and the relevant elements for a quality performance.
Therefore, experts (and peers), compared to novices, might reach
consensus, i.e., high levels of reliability, after less comparisons.
Furthermore, for experts (and peers) evaluating the quality of two
representations will require less cognitive effort than for novices, leading
to higher consistency within the expert (or peer) assessor, which also
causes that the same levels of reliability can be reached after less
comparisons (Liu & Li, 2012). This might not lead to differences in
reliability but with novices it might require a larger number of
comparisons to obtain a consensus from their judgments.
Current Study
The current study aims to provide insight in the systematic causes of
variability in the reliability of CJ assessments as expressed by the SSR.
More specific, it looks into the effects of the following assessment
characteristics: the number of comparisons, the number of assessors, the
format of the representations, providing feedback and the type of
feedback, the number of representations, and assessor expertise. This led
to the first research question:
RQ1. What is the effect of assessment characteristics on the
reliability of the assessment?
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The current study not only aims to explain the variability in the

reliability but also to provide practitioners with guidelines for setting up
CJ assessments in such a way that reliable results are obtained in the
most efficient way. The desired level of reliability largely depends on the
purpose of the assessment. In the context of research, it is important to
maximize the level of reliability. Therefore, the second research question
is:
RQ2. Which assessment characteristics increase the probability of a
maximum level of reliability (i.e., asymptote of SSR)?
For educational purposes reliability levels of .70 and .80 are
deemed

sufficient,

for

low-stakes

and

high-stakes

assessment

respectively. Therefore, the third research question is:
RQ3. What is the effect of assessment characteristics on the number
of comparisons needed for a reliability of .70 and .80?
In order to answer these questions a meta-analysis was conducted.
In the methods section the authors first provide a description of the data
regarding the major assessment characteristics and some derived
measures. The methods section concludes with a description of the
analysis procedure.
Method
The Data
This study used data from 49 CJ assessments conducted between 2014
and 2016. All assessments used the Digital Platform for the Assessment
of Competences (D-PAC; www.d-pac.be), an online CJ assessment tool. In
D-PAC, pairs are automatically generated by a distributed random
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algorithm, in which each representation is compared multiple times to
another representation (details see Chapter 1).
The CJ assessments were conducted in different contexts: primary (n =
7), secondary (n = 10) and higher (n = 18) education, research (n = 7),
and selection (n = 7) with the majority in higher education. Assessments
included a wide variety of competences in different representation
formats. The average reliability over all assessments was high, with a
reliability of .78, ranging from .45 to .99. Tables 4.1 and 4.2 summarize
the main characteristics of the assessments. For a detailed overview of
the assessment characteristics see Appendix E. The full dataset is also
made available by the authors through the Zenodo repository (Verhavert,
Bouwer, Donche, & De Maeyer, 2018b).
Table 4.1.
Mean and Standard Deviations of Number of Representations
(NR), Number of Assessors (NA) and Number of Comparisons (NC)
per Assessment Context.
NR
Context

NA

NC

M

SD

M

SD

M

SD

164

74

32

42

1283

611

79

47

25

16

785

608

Education

39

30

36

37

413

260

Research

187

399

30

32

2015 3251

Selection

27

15

13

11

239

Primary
Education
Secondary
Education
Higher

133

Note. NR = Number of representations, NA = Number of assessors, NC = Number of
comparisons

0

5

Selection

11

9

Research

Education

Higher

Education

Secondary

Education

0

1

3

1

0

0

3

0

0

0

0

3

4

0

0

2

0

0

0

0

Video Portfolio

4

6

6

9

1

1

0

8

0

0

2

1

4

1

6

Experts Peers Novices

0

3

3

2

4

3

1

1

5

0

None Comparative Pro-

4

3

14

3

3

7

Audio

Feedback Type

Primary

Image

Expertise

Level of Assessor

Con

Text

Representation Media Type

Context

Assessment

Feedback Type.

Number of Assessments per Assessment Context by Representation Media Type, Level of Assessor Expertise, and

Table 4.2.
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(NC)

and

number

of

representations (NR). On average, an assessment involved 817
comparisons (min. = 54, max. = 9038) and 84 representations (min. = 6,
max. = 1089). In CJ the number of comparisons is commonly presented
as the number of comparisons per representation (NCR; M = 28, min. = 7,
max. = 297). This is calculated using the following formula: NC / NR  2.
We multiply by two because one comparison exists of 2 representations.
Due to the general set-up of the assessments in D-PAC a large
correlation can be observed between NC and NR (r = .94). That is, the
number of comparisons (NC) was calculated by multiplying NR with a
fixed number, i.e., NCR. This correlation might cause collinearity or
redundancy effects in the analyses. However, as NC and NR are two
essential characteristics of CJ assessments, both are included in the
analyses.
Number of assessors (NA). The number of assessors is a
corrected value. This means that assessors were only counted if they
made at least 1/3 of the planned number comparisons each assessor had
to make. Assessments included 29 assessors on average (min. = 4, max =
127). Based on NA and NR the data can be split into two distinct groups:
(1) regular assessments with a few assessors for a lot of representations
and (2) peer assessments with a comparable number of assessors and
representations. Therefore, also the number of representations per
assessor (NRA; M = 5, min. = 1, max. = 21) was calculated.
Format of representations. In most assessments (n = 32) the
representations were texts, either typed or handwritten. The other
assessments consisted of images (n = 5), audio or video (n = 10), or
portfolios consisting of multiple media types (n = 2). For the analyses
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representation format was recoded into dummy variables with text as
reference category.
Feedback. In D-PAC it was opted to include feedback in the
judgment flow. In other words assessors were asked for feedback after
every comparison. To find an optimal balance in the amount of feedback
students receive (Cho & Schunn, 2018), some assessments required
feedback for only a part of the comparisons. Assessments were coded for
the inclusion of feedback if feedback was asked for more than half of the
comparisons. This resulted in 37 assessments. There were two types of
feedback:

comparative

feedback

and

pro-con

feedback.

For

comparative feedback (n = 10), assessors were asked to shortly explain
their choice. For pro-con feedback (n = 27), assessors had to indicate
positive aspects as well as aspects that needed improvement for each
representation separately. Feedback was also dummy coded for the
analyses, with no feedback as reference category.
Assessor expertise. Assessor groups consisted of expert
assessors (26 assessments), peers (9 assessments) or novices (14
assessments). Expert judges were defined as judges who were experts (in
assessment) in the field, and/or who received specific training in the
particular (CJ) assessment task. Peer assessments were only conducted
in the context of higher education and selection. In higher education,
peers were fellow students who had performed the task under
assessment themselves or had experience with the task in a previous
phase of their studies. In the context of selection, peers were fellow
researchers. Novices had no domain-specific expertise, and/or no
experience in assessment in that field, and they did not receive any
training beyond general instructions on how to use the digital tool. The
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variable expertise was dummy coded for the analyses with experts as
reference category.
Scale separation reliability (SSR). The reliability is calculated
with the following formula for SSR (Bramley, 2015):
𝐺2

𝑆𝑆𝑅 = (1+𝐺2 ) ,

(1)

with
𝜎

𝛼
𝐺 = 𝑅𝑀𝑆𝐸
,

(2)

with 𝜎𝛽 the standard deviation of the estimates and RMSE the root mean
squared error of estimation.
The SSR value is also calculated per round, in order to analyse the
effects of assessment characteristics on the probability that an asymptote
is reached and on the number of comparisons per representation needed
for a reliability of .70 and .80. A round specifies the times that each
representation is compared, i.e., the number of the round is the same as
the number of comparisons per representation. For the probability that
an assessment reaches an asymptote (RQ2) the difference in SSR
between the current and the previous round (returns on investment) is
calculated (grey line in Figure 4.1). An assessment is coded as having
reached an asymptote if the returns are below the critical value of .01 for
three consecutive rounds. To estimate the effects on the number of
comparisons per representation needed for a reliability of .70 and .80
(RQ3) the round number for which the SSR is higher or equal to
respectively .70 and .80 is reported for each assessment. If the reliability
in the assessment did not reach .70 (n = 7) or .80 (n = 24), the
assessment was not included in the analysis for RQ3.
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Figure 4.1. The reliability (SSR; black line and squares) and returns
on investment (Returns; grey line and circles) per Round (i.e.,
number of comparisons per representation).
Data Analysis
The current study attempts to identify which assessment characteristics
influence the level of reliability (RQ1), the probability of reaching an
asymptote in reliability (RQ2) and the number of comparisons needed to
reach a reliability of .70 and .80 respectively (RQ3). These RQ’s will be
answered by performing regression analyses based on a two-phase
procedure. The first phase consists of a classical or frequentist approach
in which a forward stepwise regression procedure is used for parameter
selection. In the second phase, the parameters in the best model from
phase one are estimated using a Bayesian approach. Both phases are
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discussed in detail in the following paragraphs. All analyses are done in
R (R Core Team, 2017).
Phase

1:

Parameter

Selection

Using

Frequentist

Approach. The first phase in the procedure is a classical parameter
selection. For this a forward stepwise regression procedure was used.
The procedure starts with the simplest regression model containing only
the intercept for which a Bayesian Information Criterion (Raftery, 1995;
Schwarz, 1978) is calculated. In the first step, each assessment
characteristic is individually added to the simple model and each time a
BIC is calculated. The parameter associated with the largest drop in BIC
(ΔBIC), compared to the simple model, is selected. In step two, the
remaining parameters are individually added to the model selected in
step one. For each resulting model the BIC’s and ΔBIC’s are again
compared to the model selected in step one. The same procedure is
followed for the further steps until the extended models do not cause a
ΔBIC larger or equal to two in comparison to the model selected in the
previous step (Raftery, 1995). At the end, the model with the lowest BIC
is considered as the best model and used in Phase two to estimate the
parameters.
The kind of regression model used in the forward stepwise
procedure differs per RQ. In RQ1 the dependent variable is the level of
reliability. This value is, like every reliability index, theoretically limited
to the interval ]0; 1[ and cannot be conceptualized as the parameter of a
binomial distribution. It does follow a normal distribution bounded on
]0; 1[ (Figure 4.2a.) and appears to have a sigmoidal relationship with
characteristics such as the number of comparisons per representation
(Figure 4.2b.). Therefore, to analyse which assessment characteristics
have an effect on the level of reliability, the regression consisted of a
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generalized linear model with a Gaussian family and a logit link function
(Verhavert et al., 2018b).

Figure 4.2. (a) Density plot of the reliability (SSR) and (b) a plot of
reliability (SSR) by number of comparisons (N[CR]).
In RQ2, the dependent variable is binary, the reliability reaches an
asymptote (= 1) or not (= 0). To estimate the probability of reaching an
asymptote, depending on assessment characteristics, a classical logistic
regression is used.
In RQ3, a linear regression was used to investigate which
assessment characteristics affect the number of comparisons needed for
a reliability of .70 and .80. As the number of comparisons for a reliability
level of .70 and .80 is not normally distributed (Figure 4.3a and c), this
variable is normalized using a natural logarithm transformation (Figure
4.3. b, and d).

CHAPTER 4: CJ EFFICIENCY

97

Phase 2. Parameter Estimation Using Bayesian Approach.
The parameters of the best model selected in phase one are estimated
using Bayesian statistics. Bayesian statistics is chosen because it is a
more comprehensive approach to statistical analysis (Walker, Gustafson,
& Frimer, 2007), and has Bayes theorem (Bayes & Price, 1763) as its
basis. Bayesian analysis starts from the data distribution (i.e., the
likelihood), as well as a distribution expressing how believable certain
values are for the regression coefficients before looking at the data (i.e.,
the prior). The data (or likelihood) is used to inform our prior beliefs,
resulting in a third distribution expressing which regression coefficient
values are most credible or probable (i.e., the posterior). As the results
are expressed in probability distributions, the results are more intuitive
to interpret than those of classical or frequentist statistics. Furthermore,
for the unbalanced data in the current study (see Table 4.2), the
estimates of Bayesian analyses are more appropriate since they are not
influenced by unbalanced data (Kruschke, 2010; O’Hagan, 2008). A
detailed description of Bayesian statistics can be found in Krushke
(2015). The Bayesian analyses were conducted using the package Stan
(Stan Development Team, 2016a).
The most credible regression coefficient value according to the
posterior, i.e., the mode of the posterior distribution, is taken as the
estimate. To check whether this estimate represents a credible effect the
95% highest density interval (95%-HDI) is calculated using the
HDInterval package (Meredith & Kruschke, 2016). The 95%-HDI
contains the 95% most probable values1. Hence, if 0 lies within the 95%HDI, the regression coefficient is not credibly different from 0.
More accurately, the 95%-HDI is the smallest interval possible which area under the posterior
probability density is .95 and of which every point in the interval has a higher density than every point
outside the interval.
1
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Figure 4.3. Density distributions of the number of comparisons per
representation (N[CR]) to reach a SSR of .70 (a) and .80 (c) and the
natural logarithm transformed number of comparisons per
representation (log_e(N[CR])) to reach a SSR of .70 (b) and .80 (d).
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In the following paragraphs the statistical models for each RQ will
be described in general. More technical details on the Bayesian analysis,
the choice of the priors and the symbolic and schematic representation
of the models can be found in the supplementary material for the article
(Verhavert, Bouwer, Donche, & De Maeyer, 2018a) and made available
through the Zenodo repository (Verhavert et al., 2018b).
For RQ1, as observed, the reliability follows a normal distribution
bounded between 0 and 1 (Figure 4.2a) with a mean μSSR and a standard
deviation σSSR . The standard deviation σSSR has an uniform prior
bounded on 0 (Stan Development Team, 2016b). The mean μSSR is logit
transformed and equals the regression formula existing of one or more
beta parameters βi,SSR , with i = 0 for the intercept and i > 0 for the
corresponding regression parameters. For priors on the beta parameters
normal distributions were chosen with mean zero and standard
deviation 100 (Zellner, 1986).
For RQ2, the data is analysed by a logistic regression. The binary
outcome data, reaching an asymptote or not, is Bernoulli distributed
with probability parameter pasymp . The logit transformed pasymp is equal
to the regression formula existing of one or more beta parameters
βi,asymp , with i = 0 for the intercept and i > 0 for the corresponding
regression parameters. The priors on the βi,asymp parameters are Cauchy
distributions with location parameter 0 and scale parameter 2.5
(Gelman, Jakulin, Pittau, & Su, 2008).
For RQ3, the data is analysed by two separate linear regressions.
They are described simultaneously because they have the same structure.
The log transformation of the number of comparisons for a reliability of
.70 (.80) is normally distributed (Figure 4.3.b and d) with a mean
μNCR,SSR and a standard deviation σNCR,SSR (with reliability equal to .70 or

100

CHAPTER 4: CJ EFFICIENCY

.80). An improper uniform prior bounded on 0 is put on σNCR,SSR by
default (Stan Development Team, 2016b). The mean μNCR,SSR is equal to
the regression formula existing of one or more beta parameters βi,NCR,SSR ,
with i = 0 for the intercept and i > 0 for the corresponding regression
parameters and SSR = .70 or .80. For the parameters βi,NCR,SSR a normal
prior with a mean of 0 and a standard deviation of 100 was chosen
(Zellner, 1986).
Results
RQ1: Effect of Assessment Characteristics on the Reliability
Table 4.3 shows the results of the forward stepwise regression analysis
for which assessment characteristics influence the level of reliability. It
Table 4.3.
Bayesian Information criterion (BIC) and drop in BIC (ΔBIC) for
multiple regression analysis for the effect of assessment
characteristics on the SSR.
Predictor

BIC

Intercept

-84.02

ΔBIC a

Step 1
Comparisons per

-127.51

43.49

Representation (NCR)
n

49

Note. a The difference between the current BIC and the BIC in the
previous step.
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can be observed that in the first step the number of comparisons per
representation causes the largest drop in BIC. In the next step there are
no other assessment characteristics that caused a further drop in BIC
equal or larger than 2.
The Bayesian parameter estimates are presented as logit values in
Table 4.4. The parameter estimates for both the intercept and the
number of comparisons per representation are credibly different from
zero, as zero lies outside the 95%-HDI. To simplify the interpretation of
the parameter estimates, a posterior prediction was performed, see
Figure4.4. In this analysis, a sample of 4000 unobserved data points per
parameter combination is predicted based on the most credible 2
parameter values from the posterior. The results of the posterior
prediction show that an average of 13 comparisons per representation
(min = 10, max = 14) is associated with a reliability of .70. A reliability
of.80 can be expected with an average of 20 comparisons per
representation (min. = 19, max. = 22).
RQ2: Effect of Assessment Characteristics on the Probability of
Asymptote
To investigate which characteristics increase the probability on a
maximum level of reliability a forward stepwise analysis was performed.
The results are presented in Table 4.5. In step 1, the number of
comparisons per representation provided the largest drop in BIC. Adding
the number of representations per assessor in step 2 and the expertise of
the assessors in step 3 further decreased the BIC. In step 3, there were no
interaction terms that provided a ΔBIC larger than 2. After step three,
there were no remaining characteristics that caused a difference in BIC
larger than 2.
2

Determined through a density weighted average of the posterior distribution.
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Table 4.4.
Bayesian estimates and credible intervals for multiple regression
analysis for the effect of assessment characteristics on the SSR.
Predictor

Posterior

95%-HDI

median
Intercept

2.01

[ 1.97; 2.32 ]

Comparisons per

.08

[ .05; .10 ]

Representation (NCR)
Note. 95%-HDI = 95% highest density interval.
All values in this table are expressed in logit values.

Figure 4.4. Posterior prediction. Reliability (SSR) predicted by the
number of comparisons per representations (N[CR]; black line) with
2 SD uncertainty interval (Shaded area).
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Table 4.5.
BIC and drop in BIC for multiple regression analysis predicting the
chance of reaching an asymptote in the SSR from assessment
characteristics.
Predictor

BIC

Intercept

69.33

ΔBIC a

Step 1
Comparisons per

57.55

11.78

54.28

3.27

51.17

3.11

Representation (NCR)
Step 2
Representations per Assessor
(NRA)
Step 3
Expertise
n

49

Note. ΔBIC = drop in BIC.
a

The difference between the current BIC and the BIC in the previous

step.

In Table 4.6 the Bayesian parameter estimates are presented in log odds.
As none of the 95%-HDI for the number of comparisons per
representation, the number of representations per assessor and the
expertise level Novice contain 0, it can be derived that all have a credible
effect on the probability of reaching an asymptote. The intercept is not
credibly different from 0. However, as with large numbers of
comparisons per representation the probability of reaching an asymptote
is 1, it is impossible to estimate a meaningful intercept in logistic
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Table 4.6.
Bayesian estimates and credible intervals for multiple regression
analysis predicting the chance of reaching an asymptote in the SSR
from assessment characteristics.
Predictor

Posterior

95%-HDI

median
Intercept

3.14

[ -0.52; 6.24 ]

Comparisons per

0.39

[ 0.12; 0.74 ]

0.30

[ 0.08; 0.60 ]

Expertise - peers

0.20

[ -3.41; 1.85 ]

Expertise - novices

-5.52

[ -27.45; -1.78 ]

Representation (NCR)
Representations per Assessor
(NRA)

Note. 95%-HDI = 95% highest density interval.
All values in this table are expressed in log odds.

regression. It is thus assumed that the baseline probability to reach an
asymptote in the SSR value is 0.
Again, for ease of interpretation, a posterior prediction was made
(see Figure 4.5). To predict the probability of an asymptote by the
number

of

comparisons

per

representations,

the

number

of

representations per assessor was fixed at the mean value of 5 (Figure
4.5.a.). In order to see a clear effect for the probability of reaching an
asymptote predicted by the number of representations per assessor, the
number of comparisons per representation was fixed at a value of 15
comparisons (Figure 4.5.b.). In general, a higher number of comparisons
per representation as well as a higher number of representations per
assessor predict a higher probability of reaching an asymptote. However,
the number of comparisons per representation has a stronger effect than
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the number of representations per assessor. It can also be observed that,
while keeping the number of representations per assessor (Figure 4.5a.)
or the number of comparisons constant (Figure 4.5b.), there is no
difference in predicted probability between experts and peers (full and
dashed line in Figure 4.5). There is, however, a difference in predicted
probability between experts (full line) and novices (dot-dashed line),
with experts reaching higher predicted probabilities. In other words,
novices will generally need to perform more comparisons per
representation, or to judge more representations, in order to reach an
asymptote in reliability.
RQ3: Effect of assessment characteristics on the Number of
Comparisons
Tables 4.7 and 4.8 present the results for which assessment
characteristics affect the number of comparisons needed for a minimum
reliability of respectively .70 and .80. Table 4.7 shows that none of the
assessment characteristics affect the number of comparisons per
representation for a reliability of .70. For a reliability of .80, only the
number of assessors causes a decrease in BIC larger than 2. Table 4.8
presents the parameter estimates in natural log transformed values. It
shows that both the estimated intercepts are credibly different from 0.
Furthermore, the estimated effect of the number of assessors on the
number of comparisons per representation for reliability of .80 is
credibly different from 0. This is however a borderline case. More data is
needed to check whether or not this is a true effect.
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Figure 4.5. Posterior prediction. Predicted probability to reach an
asymptote in the reliability by number of comparisons per
representation (N[CR]; a) and by number of representations per

assessor (N[RA]; b) for Experts (solid line), Peers (dashed line) and
Novices (dot-dashed line). The shaded areas indicate the 2 SD
uncertainty intervals.
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Table 4.7.
BIC and drop in BIC for multiple regression analysis for the effect of
assessment characteristics on the number of comparisons needed to
reach a SSR of .70 and .80 respectively.
.70
Predictor

BIC

Intercept

-14.46

.80
ΔBIC a

BIC

ΔBIC a

-2.51

Step 1
Number of Assessors (NA)

-4.57

n

42

2.06

25

Note. ΔBIC = drop in BIC.
a

The difference between the current BIC and the BIC in the previous step.

Table 4.8.
Bayesian estimates and credible intervals for multiple regression
analysis for the effect of assessment characteristics on the number of
comparisons needed to reach a SSR of .70 and .80 respectively.
.70
Predictor

Posterior

.80
95%-HDI

median
Intercept

2.48

Posterior

95%-HDI

median
[ 2.42; 2.54 ]

Number of
Assessors (NA)
Note. 95% HDI = 95% highest density interval.
All values in this table are expressed in log transformed values.

2.83

[ 2.75; 2.91 ]

0.003

[ 1.50e-4; .01 ]
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Back transformations of the log values from Table 4.8 show that on

average 12 comparisons per representation are needed to reach a
reliability of .70, with a range between 11 and 13. To reach a reliability of
.80, on average 17 comparisons per representation are needed, with a
range between 16 and 18. These numbers of comparisons are based on
an average of 28 assessors. For each additional assessor this value will
increase with 0.3%. This value is so small that decreasing the number of
assessors to 5 to 10 per assessment, which is more common in practice,
will not change the number of comparisons per representation needed to
reach a reliability of .80.
Discussion
To better understand the mechanisms behind CJ and to account for an
accurate and efficient implementation of CJ in both research and
practice, the current meta-analysis investigates the effects of assessment
characteristics on the reliability of a CJ assessment. This meta-analysis is
based on 49 CJ assessments that are highly different in terms of the
context in which the assessment took place, but also in assessment
characteristics such as the number of comparisons in total and per
representation, number of judged representations, the number and
expertise of assessors, the number of representations per assessor, and
the format of the representations and the feedback, as well as the
reliability of the assessment results. There were three research questions
central in this study. In the first RQ, the effects of assessment
characteristics on the average level of reliability were examined. As
researchers and practitioners are also interested in the maximum and
minimum level of reliability for credible results and how efficient those
can be reached, we examined two additional research questions: the
effects of assessment characteristics on the probability that a maximal
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level of reliability is reached (RQ2), and the effects of assessment
characteristics on the number of comparisons needed to reach a
reliability of .70 and .80 respectively (RQ3).
The overall results show that the number of comparisons per
representation is the only characteristic that consistently affects the
reliability across all three analyses. Integrating the results and
predictions of all performed analyses, it can be derived that with 12 or 13
comparisons per representation it is possible to reach a reliability of .70.
To reach a reliability of .80, 17 to 20 comparisons per representation will
be

needed.

Wheadon

(2015b)

proposed

10

comparisons

per

representation, based on correlations and post-hoc simulations. This
value lies within the range of the predicted reliability of .70. However,
because Wheadon (2015b) does not report any level of reliability it is
difficult to fully compare these results. From the predicted probabilities
in this study it can also be derived that when the aim is to reach the
maximum level of reliability in a CJ assessment, even more comparisons
per

representation

may

be

necessary.

Specifically,

with

five

representations per assessor and 20 comparisons per representation, the
expected probability to reach an asymptote is yet lower than 50%.
The confirmed importance of the number of comparisons per
representation on the reliability of the results supports the hypothesis
that decreased novelty of the task input (in this case, the
representations) and familiarity with the task itself (in this case,
comparative judgments) decrease the complexity of the task (Liu & Li,
2012), and hence, increase the reliability of the results. In particular, the
more comparisons assessors make, the more they will be confronted with
the same representations and the CJ task. This will increase the
familiarity with the representations and the task, and, by doing so,
decrease the overall complexity, leading to higher consistency in the
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judgments across assessors. Furthermore, there was no support for an
effect of fatigue on the reliability. However, as the analyses in this study
were conducted over various assessments, fatigue effects within
assessments might remain undetected. Therefore, it is not possible to
draw firm conclusions against fatigue effects based on the results of this
meta-analysis. This hypothesis as well as the hypothesis of novelty
should be confirmed in further research.
The number of assessors only has an effect on how many
comparisons per representation are needed for a reliability of .80. In
particular, we found that with more assessors, more comparisons per
representation are needed to reach a reliability of .80. This can be
explained as follows: with more assessors more varied perspectives on
quality are included in the assessment (van Daal et al., 2016). As a result,
more comparisons are needed to account for the same level of reliability,
especially when a higher level of reliability is desired. The effect of the
number of assessors on the number of comparisons needed for a
reliability of .80 was however very small. Further data should be
gathered to confirm this effect.
The number of assessors does not influence the number of
comparisons to reach a reliability of .70. This could be because a certain
threshold in number of comparisons per representation needs to be
surpassed in order to reach a minimum reliability of .70, independent of
other assessment characteristics. Thus, before this threshold nothing
really influences the number of comparisons per representations. After
the threshold of .70 a lot of effort might be needed to further increase the
reliability and because of that the influence of number of assessors
becomes more important.
There was also an effect of the expertise of assessors. However, this
characteristic only affected the probability that an asymptote is reached,
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there was no effect on the average level of reliability. The latter finding
confirms the results of Jones and colleagues who found a significant
difference in reliability between expert and novice assessors but not
between peer and expert assessors (Jones & Alcock, 2014; Jones &
Wheadon, 2015). From the findings of the current study it can be derived
that experts and peers, compared to novices, have a higher probability of
reaching an asymptote. In other words, experts and peer assessors need
fewer comparisons to reach a maximum level of reliability than novices.
An explanation for this finding can be that experts as well as peers are
familiar with the representations and know what to look for in an
assessment, increasing the consistency between assessors. It also makes
the process of comparative judgment of the representations less
cognitively demanding (Liu & Li, 2012). Lower cognitive demands might
lead to a higher consistency within assessors. With a higher consistency
between and within assessors less information (i.e., comparisons) is
needed to reach maximal levels of reliability. An important remark here
is that expertise does not have an influence on the level of reliability, i.e.,
novices can reach as high levels or reliability as experts and peers.
In sum, the results lead to the following practical implications for
research and practice. When setting up a CJ assessment the main focus
should be on the number of comparisons per representations. When the
assessment is formative, i.e., results are used for learning purposes, a
minimum of 12 comparisons per representations is needed in order to
reach a reliability level of .70. When aiming for a reliability level of .80 in
order to make summative decisions like a pass or fail, a minimum of 17
comparisons per representation is needed. It is still recommended to
regularly check the level of the reliability during the assessment and to
add more comparisons when needed. It is generally recommended to use
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experts or peer assessors, especially if the aim is to get the maximum out
of an assessment in the most efficient way.
It should be remarked that, although the results of this metaanalysis are based on an extensive amount of assessment, the findings
are yet explorative. To draw firm conclusions on the effects of
assessment characteristics on reliability in CJ, it is recommended to
replicate and extend these results with a more experimental control over
the variables of interest. It should be remarked that all assessments were
conducted with the D-PAC platform and a random item selection
algorithm. Therefore, it might be possible that on different platforms and
or with different item selection algorithms results may differ. On the
other hand, similar results may be expected when item selection
algorithms are similar to the one implemented in the included D-PAC
assessments. Besides, because of the low experimental control and the
authentic assessments, the results of the current study can be considered
broadly generalizable.
The data, the Bayesian model descriptions and sampling details
and the R-code used are made available through the Zenodo repository
(Verhavert et al., 2018b). Therefore, the results can be replicated by
extending the data with assessments in different, international contexts.
Furthermore, it is possible to test different and/or more complex models
like mediation analysis. The availability of the data also makes it possible
to test relationships between the assessment characteristics. On top of
that, the more or less explicit assumptions in the Bayesian models can be
checked.
These findings, together with the results from Chapters 2 and 3
provide a solid basis for further research in the method of CJ. One of the
most important methodological question is CJ is “how to increase the
efficiency of CJ?” A first step to answering this question if provided in
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Chapter 5, where a systematic literature review, that inventorises
adaptive algorithms that have the potential to increase the efficiency of
CJ assessments, is discussed.

Chapter 5
Identifying Adaptive Algorithms for Increasing Comparative
Judgement Efficiency:
A Systematic Literature Review1

“The basic mechanism behind an adaptive test
is relatively simple, but since the 1970s, a plethora of
somewhat more complex adaptive strategies have emerged.”
- adapted from Luecht & Sireci (2011, pp. 6 & 8)

1

An adaptation of this chapter has been submitted as an article to Applied Measurement in Education
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Abstract
Since the early days of comparative judgment (CJ), the method has
been considered inefficient, requiring a lot of comparisons to
reach reliable results. Recently researchers have proposed two
adaptive algorithms based on computerized adaptive testing (CAT)
to increase the efficiency of CJ assessments. However, neither of
these studies showed any evidence doing a systematic search
toward a suited adaptive algorithm. A quick search through CAT
literature learns that there is quite a variety of adaptive algorithms
available, but that a systematic overview of adaptive algorithms is
lacking. Therefore, the current systematic literature review sets out
to identify adaptive algorithms that have the potential to increase
the efficiency of CJ assessments. The review study resulted in a
taxonomy of adaptivity based on 42 identified algorithms from a
diversity of research domains. The taxonomy consists of 10
distinguishing characteristics comprising 25 distinctions. The
review

study

also

developed

a

critical

appraisal

tool

to

systematically evaluate the quality of algorithm descriptions in
research.

118

CHAPTER 5: ADAPTIVE ALGORITHMS FOR CJ

Introduction
In order to increase the efficiency of comparative judgment (CJ) Pollitt
(2012b) introduced an adaptive algorithm based on computerized
adaptive testing (CAT), to construct pairs based on previous information.
In the initial rounds, representations are paired according to the Swiss
round methodology where representations that were preferred an equal
amount of times were paired with each other. Based on the judgments of
these rounds, intermediate scores are calculated and representations are
paired in further rounds using Fisher information. It has however been
shown that this adaptive algorithm artificially inflates the reliability
measure (Bramley, 2015; Bramley & Vitello, 2018). To overcome this
issue, another adaptive algorithm was proposed also based on Fisher
information selection but using a calibrated reference set (Bramley,
2015) thus closer adhering to CAT. Specifically, all pairs exist of one new
representation and one representation with a known, i.e., calibrated,
estimate.
Neither Pollitt (2012b) nor Bramley (2015) provide evidence of
having done a (systematic) search to find an adaptive algorithm to solve
the problem of inefficiency in CJ. Whereas a quick browse in the CAT
literature, for example, learns that there is quite a variety in adaptive
algorithms available. To our knowledge, even in the context of CAT, a
systematic overview of adaptive algorithms appears to be lacking. The
current study addresses this by conducting a systematic literature review
to identify adaptive algorithms that can be applied in the context of CJ
assessments.
Most of the adaptive algorithms in CAT are connected to a specific
IRT model. Formulations of the Bradley-Terry-Luce (BTL) model, the
Rasch model and the one parameter logistic model from IRT can be
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found in Chapters 1 and 2. The current section continues with giving a
working definition of adaptive algorithms and concludes with a
discussion of the goal of the current systematic review.
Definitions and Terminology
For a working definition of adaptive selection algorithms we use the
following conceptualization based on Luecht and Sireci (2011). An
adaptive selection algorithm selects representations (i) based on
previous information and (ii) taking into consideration certain prespecified constraints. Previous information can theoretically originate
from any point in time before or during the selection and is related to the
constraints. The constraints are usually defined on representation, user
and/or system characteristics and/or performance. Frequently these
constraints originate from practice and/or theory and range from a
maximal number of times selected, over accuracy of selection, to content
constraints. The current systematic review will only take those
constraints into consideration if they are related to parameters in the
BTL model or to characteristics of the representations or the pairs.
Stated differently, algorithms with constraints regarding discrimination1
or guessing2 parameters or exposure control3, etc. will be excluded from
the analysis. Adaptive algorithms thus preform a non-random selection
of representations/items, either to present to assessors or other subjects,
to be compared between or for analysis.
Adaptive selection algorithms generally (but not exclusively) have
as a goal to increase system efficiency and/or accuracy. As a further
generalization, it is not necessary that this procedure is applied for every

The a parameter included in two parameter logistic model.
The c parameter included in three parameter logistic model.
3 Constraints controlling the maximum number of times a representation/item is paired with another
representation/item.
1

2
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selected representation, as long as this procedure is applied at least once.
An extreme example where adaptive selection is applied only once but
which we would take into consideration in the review study are testlet
assessments (Wainer & Kiely, 1987). In testlet assessments pre-specified
sets of items are constructed according to some rules, e.g., mean
difficulty of items in the set, context, etc. These sets are called testlets. In
one version of testlet assessments all assessees are presented with the
same first testlet and answer all items in this testlet. Then, based on the
assessee’s preliminary score, an adaptive algorithm is applied (once) to
route assessees to a different testlet. Another term for testlet
assessments are multistage tests (Luecht, Brumfield, & Breithaupt,
2006).
In the previous sections the words representation, item and
stimulus have been used to denote what is selected by the algorithm. In
CAT and psychophysics this item or stimulus is presented to the subject,
i.e., the person that takes the CAT or participates in the psychophysical
experiment.

In

the

context

of

CJ

assessments

subjects

and

representations can be considered as equivalent because the subjects
produce the representations.
Goal of Systematic Review
The current review sets out to answer the question: what possible
adaptive algorithms there are that have the potential to increase the
efficiency of CJ? It does this by identifying adaptive algorithms that are
applicable to the context of CJ. The goal of the current review is not to
merely describe the identified algorithms but to construct a taxonomy of
adaptivity of the algorithms. A taxonomy is a way to categorize the
identified algorithms in a manner that is sparse and that describes
distinctive differences in the adaptivity of the algorithms. Besides
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identifying algorithms that are applicable to CJ the taxonomy might
provide useful information for practitioners that are developing CATs
and researchers in CAT, paired comparison research, psychophysics or
other domains. It can act as a guide to inform practitioners developing
CATs, who are looking for (information on) adaptive algorithms. It could
inform researchers in CAT on the state of the art and possible hiatuses in
the development of adaptive algorithms. Furthermore, it could provide
inspiration for researchers in other domains such as paired comparison
research in general and psychophysics.
The review is not limited to CAT or psychophysics but attempts to
present and merge the state of the art in a broad range of domains. As it
only includes algorithms applicable to CJ it does not pretend to present
an exhaustive overview of all existing adaptive algorithms in any given
domain.
Additionally, during the scoping review4 there appeared to be quite
some variation in the detail and the clarity of the description of
algorithms in articles. Therefore, a critical appraisal tool was developed
in order to systematically judge the level of detail and the clarity of the
algorithm descriptions. Under detail the authors understand: the
description of an algorithm provides enough specifics so that it is
possible to implement the algorithm without further reading or research.
Clarity was defined in the same way: the description of an algorithm
should be on such a level that it is possible to implement the algorithm
without needing extended prior knowledge.

A scoping review is a review carried out to further refine the review protocol, i.e., investigate the
suitability of data bases and search terms, fine-tune inclusion criteria and decide on or fine-tune the
analysis.
4
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Literature Search and Selection
In this section, the consecutive steps of the literature search and
selection will be discussed. An overview of the selection steps and the
number of articles after each step is presented in Table 5.2 at the end of
this section.
Various

educational,

psychological

and

medical

literature

databases were consulted in the scoping review. The following five were
selected based on the number of relevant hits there were among the first
20 search results they yielded in the scoping review: Web Of Science,
ERIC (EBSCO), Business source premier (EBSCO), PsychInfo (OVID)
and Medline (OVID).
Table 5.1.
Sets of search terms.
First set

Second set

Third set

“computer* adaptive testing”

adaptive

efficien*

“item response theory”

algorithm

“computer based testing”

procedure

“item selection”

selection

“paired comparison”
psychophysic*

Based on the research question and the goal of the systematic
review search terms were drawn up. The search terms, as presented in
Table 5.1, were combined with Boolean operators in the following way:
all terms in the same set were combined with ‘OR’; these were then
combined over sets with ‘AND’. The search (14/03/2016; except
PsychInfo 23/03/2016) was applied to titles and abstracts and the search
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results were limited to publications from the year 2000 until 2016. This
resulted in a total of 1119 hits (see Table 5.2 for details).
From these hits, doubles were removed and only articles written in
English were retained. From these, book chapters, books and
dissertations were removed in order to keep the review and analysis
process manageable. Both steps reduced the hits with 46.8% to an initial
set of identified articles.
The identified articles were then checked on their relevance to the
research question in two consecutive rounds. The following inclusion
criteria derived from the research question and the goal of the review
were used:
 The article describes adaptive selection algorithm(s), as defined
earlier.
 The article with the clearest/most specific description, if there are
multiple articles on the same algorithm. (also see critical appraisal
tool)
 Most recent article, if there are multiple articles with the same
clarity/specificity of description.
Exclusion criteria were:
 An article without a description of an adaptive selection algorithm.
 An article with adaptive selection algorithms that cannot be
generalized

to the

BTL

model and the

context of CJ.

Multidimensional and/or polytomous extensions of the BTL model
will be taken under consideration if the algorithm can be adapted
to the one-dimensional and dichotomous BTL model.
In the first step, the criteria were used to screen the articles on title
and abstract. In the second step, the full texts were retrieved and further
evaluated on their eligibility according to the inclusion criteria. This
resulted in a selection of 60 articles.
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The last step was the critical appraisal of the remaining articles. A

critical appraisal tool was created based on the question: in what detail
should an algorithm be described in order for someone to understand
and implement it? The question was further refined by defining the
someone as a practitioner or beginning researcher with minimal
foreknowledge and a basic knowledge in mathematics. This definition
was used so that quality of algorithm description is defined from the
point of practitioners and beginning researchers attempting to
implement the algorithm. This resulted in a critical appraisal tool with
the following 4 questions:
1. Is it clear how many steps the algorithm comprises?
2. Are the prerequisites for each step (the single step) clear? [nonmathematical]
3. Are

the

steps/rules

clearly

described?

[procedural/non-

mathematical]
4. Are the (underlying) mathematical models/calculations clearly
explained or not required to implement the algorithm?
Further details and specifications are presented in Appendix F. The
answer on all 4 questions should be “yes” for a clear enough description.
If one of the questions gets a “no” answer, the article was not retained.
Some articles contained multiple algorithms and consequently the
critical appraisal was conducted for every algorithm described. To check
the quality of the critical appraisal tool, 6 of the remaining articles (10%),
resulting in 15 algorithms (14%), were double checked by the second
author. Discussion on unclarities in certain specifications in the critical
appraisal tool lead to further fine-tuning if the critical appraisal tool. The
double coding resulted in a kappa (𝜅) of .64. As this can be interpreted as
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Table 5.2.
Flow table of literature search and selection steps (March 2016).
Selection Step

Amount
Selected

Identification
Database
ERIC

90

Business source premier

54

WoS

517

Medline

185

PsycInfo

273

Total

1119

Duplicate removal and language filter

660

Removal of book chapters, books and

595

dissertations
Screening on title and abstract

355

Eligibility
Full text retrieved

343

Included on full text

60

Critical appraisal

22

a good agreement, it was decided to go further with the selection based
on this critical appraisal tool.
After the critical appraisal it was noted that 14 algorithms, or 10
articles were excluded from the analyses due to one of two questions.
The biggest group was rejected in question 4: “Are the (underlying)
mathematical models/calculations clearly explained or not required to
implement the algorithm?” More precisely, for this question it was
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assumed that most practitioners do not have the knowledge to calculate
integrals. There were however algorithms that explicitly need integrals
and these were therefore rejected. Two other algorithms were rejected
because of question 3: “Are the steps/rules clearly described?” They were
rejected because they did not discuss a small but crucial detail. Leaving
all these algorithms out of the taxonomy might cause that some
interesting approaches to adaptivity will be missed by this taxonomy. In
the light of transparency these algorithms are, in a way, conditionally
included.
Data Extraction and Analyses
From the 21 retained and 7 conditionally retained articles, 29 adaptive
algorithms were listed and 14 were conditionally listed. In this list the
algorithms were described as detailed as possible to be able to identify
the distinguishing features regarding adaptivity. Based on these
descriptions the algorithms were divided into groups based on
similarities and differences in their adaptivity. From these groupings the
most sparse and differentiating set of distinguishing features was derived
to construct a descriptive taxonomy of adaptivity.
Results and Discussion
Overall 43 algorithms were identified (29+14), four of which, i.e., two
times two, have an equivalent in both psychophysics and CAT. Table 5.3
gives an overview of the number of algorithms per domain. In this table
no distinction is made with the conditionally included algorithms. It is
observed that there are not many algorithms from domains outside
psychophysics and CAT.
The analysis resulted in a taxonomy with 10 distinguishing
characteristics, which together comprise 25 distinctions, summarized in
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Table 5.3.
Number of identified algorithms (n) per research domain.
Research domain

n

Psychophysics

11

Computerized adaptive testing (CAT)

24

Psychophysics and CAT

3

Paired comparison

2

Other (i.e., Computer Science and

2

Biometrics)
Note. These numbers include 14 algorithms that were actually
excluded by the critical appraisal.
Two algorithms were counted double because they have an equivalent
in Psychophysics and CAT.

Table 5.4. Figure 5.1 visualizes the taxonomy. In Figure 1 some
algorithms are presented in grey because they were actually rejected by
the critical appraisal (see previous paragraph). A more legible taxonomy
is available for download in the online supplementary materials
(Verhavert, 2018c). In Appendix G a list is provided with all adaptive
algorithms and a reference to the article from which the algorithm was
extracted.
Distinguishing Characteristics and Distinctions
This section discusses the taxonomy in more detail and further explains
the distinguishing characteristics. For clarity, Table 5.4 presents an
overview of the distinguishing characteristics and distinctions. The table
is hierarchically ordered, i.e., every characteristic lower in the table is a
subcategory of the characteristic higher in the table. However, when
scrutinizing the taxonomy in Figure 5.1 it is clear that some subcharacteristics only have one distinction under some specific higher
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Table 5.4.
Summary of categories of distinction and the subsequent distinguishing
characteristics.
distinguishing characteristics

distinctions

Information measure based

No
Yes

Information function a

Fisher Information
Kullback-Leibler Information
Shanon entropy

Maximizing/minimizing a function

No
Yes

Statistical approach

Independent of statistical
approach
Frequentist statistics b
Bayesian statistics b

Random component

No
Yes

Weighted or balanced

None
Weighted
Balanced
Both Weighted and Balanced

Stratified or blocked

None
Stratified
Blocked
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Table 5.4 continued
distinguishing characteristics

distinctions

Staircase

No
Yes c

Constraints

Static
Flexible

Statistical feedback

No
Yes

Note. The distinctions are ordered according to their level in the hierarchy. More precisely, every
distinction lower in the table can be found under every distinction higher in the table, with the
following exceptions
a

Logically only applicable if the algorithms are information measure based.

b

A specific statistical approach is only mentioned/used when a function is maximized or minimized.

However, this limitation appears to have no theoretical ground.
c

Staircases are only possible when the algorithm is not information measure based and is not

maximizing/ minimizing a function.

distinctions. This is because the current literature review did not
identify algorithms belonging to certain subcategories because they do
not exist (yet), they were excluded on inclusion criteria or the critical
appraisal or they did not turn up in the search.
Information measure based or not. The first and most
general distinction discriminates the not information measure based
and the information measure based algorithms. The latter category
contains algorithms that implement an information function as central
selection criterion, while the former category does not.
Information functions. The second distinction divides the
algorithms by the information criterion they use. There are two large

130

CHAPTER 5: ADAPTIVE ALGORITHMS FOR CJ

Figure 5.1. Taxonomy of Adaptive Algorithms. Algorithms in grey are
the conditionally included algorithms.
Selection Algorithms

Not
Maximizing/Minimizing a Function

Not Information Measure Based

No Random Component

Neither
Weighted,
nor Balanced

Neither
Stratified,
nor Blocked

Staircase
• Fixed Step Size Staircase or Up-Down method

No Staircase
• Stochastic Approximation (SA)
• Accelerated Stochastic Approximation (ASA)
• Modified Binary Search (MOBS)
• History based selection
• Square design
• Square and spiral design

Random Component

Neither
Weighted,
nor Balanced

Neither
Stratified,
nor Blocked

Staircase
• Fixed step size staircase with random component

No Staircase
• Categorization sort
• Adaptive Generalized Pólya Urn (GPU) design

Staircase
Maximizing/Minimizing a Function

Independent of
Statistical Approach

No Random Component

Neither
Weighted,
nor Balanced

Neither
Stratified,
nor Blocked

• Parrameter Estimation by Sequenial Testing (PEST)
with symmetrical step size
• PEST with asymmetrical step size

No Staircase
• Elo-type algorithm with fixed β_i
• Simulated Annealing Algorithm
• Maximal Likelihood estimation

Statistical Feedback
• Elo-type algorithm with changing β_i
• Elo-type algorithm with changing β_i and
uncertainty tuning

Bayesian Approach

No Random Component

Balanced

Neither
Stratified,
nor Blocked

Neither
Weighted,
nor Balanced

Neither
Stratified,
nor Blocked

No Staircase
• Bias Corrected Maximal Likelihood-estimation

Staircase
• ZEST (Bayesian staircase)

No Staircase
• Minimum Expected Posterior Variance (MEPV)

Information Measure Based

Fisher Information

Maximizing/Minimizing a Function

Independent of
Statistical Approach

No Random Component

Neither
Weighted,
nor Balanced

Neither
Stratified,
nor Blocked

Static Constraints
• Maximal Fisher information (MFI)

Statistical Feedback
• MFI with feedback control

Flexible Constraints
• Fisher information over an interval [summed] (FII)
• FII [product]

Statistical Feedback
• FII [product] with feedback control

Stratified

Random Component

Frequentist Approach

No Random Component

Bayesian Approach

No Random Component

Weighted

Neither
Stratified, nor
Blocked

Balanced

Neither
Stratified, nor
Blocked

Both
Weighted,
and Balanced

Neither
Stratified, nor
Blocked

Weighted

Neither
Stratified, not
Blocked

Weighted

Neither
Stratified, nor
Blocked

Static Constraints
• Maximim information stratification with blocking (MISB)

Static Constraints
• Maximum Information per time unit

Flexible Constraints
• Efficiency Balanced Information Criterion over Interval

Static Constraints
• Adjusted Progressive method

Flexible Constraints
• Likelihood weighted Fisher information

Flexible Constraints
• Posterior weighted Fisher information (MPI)

Static Constraints
Blocked

Kullback-Leibler
Information

Shanon Entropy

Maximizing/Minimizing a Function

Maximizing/Minimizing a Function

Balanced

Neither
Stratified, nor
Blocked

Independent of
Statistical Approach

No Random Component

Neither
Weighted,
nor Balanced

Neither
Stratified, nor
Blocked

Frequentist Approach

No Random Component

Weighted

Neither
Stratified, nor
Blocked

Bayesian Approach

No Random Component

Weighted

Neither
Stratified, nor
Blocked

Bayesian Approach

No Random Component

Neither
Weighted,
nor Balanced

Neither
Stratified, nor
Blocked

Weighted

Neither
Stratified, nor
Blocked

• MPI with theta/b interval blocking
• Maximum Expected Information (MEI)
with theta/b interval blocking

Flexible Constraints
• Bayesian Adaptive Testing

Flexible Constraints
• Kullback-Leibler Information over an interval (KLII)
version A
• KLII version B

Flexible Constraints
• likelihood weighted Kullback-Leibler information

Flexible Constraints
• Poterior weighted Kullback-Leibler information

Static Constraints
• PSI method or Bayesian Mutual Information selection

Static Constraints
• Expected cost balanced Bayesian Mutual Information
selection
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groups, namely the ones implementing Fisher information and the ones
implementing the Kullback-Leibler information. A third group contains
algorithms implementing Shanon entropy. The Fisher information (FI)
formula is as follows (Lord, 1980)
𝐼𝑗 (𝛼̂𝑖 ) = 𝑃

̂ 𝑖 )]
[𝑃𝑗′ (𝛼

2

̂ 𝑖 )[1−𝑃𝑗 (𝛼
̂ 𝑖 )]
𝑗 (𝛼

(1)

= 𝑃𝑗 (𝛼̂𝑖 )[1 − 𝑃𝑗 (𝛼̂𝑖 )] ,

with 𝐼𝑗 (𝛼̂𝑖 ) the FI of representation i at the estimated ability for
representation j and 𝑃𝑗′ (𝛼̂𝑖 ) the first derivative of the probability
function. This function eventually comes down to the representation i
that has an ability estimate closest to that of representation j. FI is also
referred to as the item information measure (Chen, Ankenmann, &
Chang, 2000).
The Kullback-Leibler information (KLI), on the contrary, is
referred to as the global information measure as it expresses in how far
winning or losing from a representation discriminates between ability
estimates (Barrada, Olea, Ponsoda, & Abad, 2010). The KLI describes
how likely it is that a representation j has a specific ability estimate if it
would win or lose a comparison with representation i. In other words,
the KLI selects the representation i for which a comparison makes a
difference in the eventual ability estimate of representation j It is thus
formalized as a likelihood ratio (Chang & Ying, 1996):
𝑃 (𝛼0 )

1−𝑃 (𝛼0 )

𝐾𝐿𝑖 (𝛼 ∥ 𝛼0 ) = 𝑃𝑗 (𝛼0 ) ln [ 𝑃𝑗 (𝛼) ] + [1 − 𝑃𝑗 (𝛼0 )] ln [ 1−𝑃𝑗 (𝛼) ] .
𝑗

𝑗

(2)

This function is dependent on two values 𝛼 and 𝛼0 . In order to be
useful as a selection criterion, a single value should be obtained. This can
be done by integrating over 𝛼 and setting 𝛼0 = 𝛼̂𝑗
𝛼

̂ )
𝑃 (𝛼

̂ )
1−𝑃 (𝛼

𝐾𝐿𝑖 (𝛼 ∥ 𝛼̂𝑗 ) = ∫𝛼 𝑢 {𝑃𝑗 (𝛼̂𝑖 ) ln [ 𝑃𝑗 (𝛼)𝑖 ] + [1 − 𝑃𝑗 (𝛼̂𝑖 )] ln [ 1−𝑃𝑗 (𝛼)𝑖 ] 𝑑𝛼} ,
𝑙

𝑗

𝑗

(3)
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with 𝛼𝑙 and 𝛼𝑢 the confidence boundaries of the estimate 𝛼̂𝑗 (Chen et al.,
2000).
In the expression 𝐾𝐿𝑖 (𝛼 ∥ 𝛼̂𝑗 ) the double vertical bar (∥) indicates that 𝛼
and 𝛼0 are separate and have a strict order in this function (Chen et al.,
2000).
Shanon entropy is a different kind of information measure as it
expresses the uncertainty around parameter values (Remus & Collins,
2007). In that, it is a Bayesian predictive measure that (inversely)
expresses how many information is gained about the true parameter
value of representation i (Kujala, Richardson, & Lyytinen, 2010; Remus
& Collins, 2007). Namely, it predicts the information gained on i if the
hypothetical comparison between representations i and j would result in
a win or a loss (Remus & Collins, 2007). It is Bayesian because the
estimated information gain is dependent on the observed data of all
previous comparisons of representation i (Kujala et al., 2010). The
expected Shanon entropy (𝐸[𝐻(𝛼𝑗 )]) is formalized as follows (Kujala &
Lukka, 2006):
𝐸[𝐻(𝛼̂𝑗 )] = 𝐻𝑋𝑖𝑗=1 (𝛼̂𝑗 )𝑝(𝑋𝑖𝑗 = 1|𝛼𝑖 , 𝛼̂𝑗 ) + 𝐻𝑋𝑖𝑗=0 (𝛼̂𝑗 )𝑝(𝑋𝑖𝑗 = 0|𝛼𝑖 , 𝛼̂𝑗 ) ,

(4)

with 𝑝(𝑋𝑖𝑗 = 0|𝛼𝑖 , 𝛼̂𝑗 ) = 1 − 𝑝(𝑋𝑖𝑗 = 1|𝛼𝑖 , 𝛼̂𝑗 ) and
𝐻𝑋𝑖𝑗=𝑥 (𝛼̂𝑗 ) = − ∑𝑖 𝑝(𝛼𝑖 |𝑋𝑖𝑗 , 𝛼̂𝑗 , 𝒓𝑗 ) log 𝑝(𝛼𝑖 |𝑋𝑖𝑗 , 𝛼̂𝑗 , 𝒓𝑗 ) ,

(5)

with 𝒓𝑗 the vector of responses on the previous comparisons of
representation j, x = 0, 1 and the Bayesian posterior defined as:
̂ 𝑗)𝑝(𝛼. )
𝑝(𝑋𝑖𝑗 =𝑥|𝒓𝑗 ,𝛼𝑖 ,𝛼

𝑝(𝛼𝑖 |𝑋𝑖𝑗 , 𝛼̂𝑗 , 𝒓𝑗 ) = ∑

̂ 𝑗 )𝑝(𝛼. )
𝑋𝑖𝑗 𝑝(𝑋𝑎𝑏 |𝒓𝑗 ,𝛼𝑖 ,𝛼

,

(6)

where 𝑝(𝛼. ) Is the density of the normal distribution, indicating that
alpha a normal prior is put over α.
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Maximizing/minimizing a function. This distinction is selfexplanatory. The distinction is described as maximizing/minimizing
because generally a function is maximized with one exception, the
Shanon entropy which is minimized. It can be remarked that with
information

functions

there

are

no

algorithms

that

do

not

maximize/minimize a function because that is the main point of using
information functions.
Statistical approach. differentiates between the frequentist
(classical) approach or the Bayesian approach. For example, likelihood
weighted approaches, both with Fisher information as with KullbackLeibler information measures, start from a frequentist point of view. A
Bayesian approach is also possible with Fisher information and with
Kullback-Leibler information measures. Because Shanon entropy is a
Bayesian measure a frequentist approach is impossible. It is also
possible that the approach does not matter in the calculations. Then the
algorithm is independent of statistical approach.
In our opinion it is impossible to make the distinction of statistical
approach in the category not maximizing/minimizing a function. This is
because an algorithm cannot combine not maximising/minimizing a
function and a frequentist or a Bayesian approach. In other words, if no
function is maximized/minimized an algorithm cannot be frequentist or
Bayesian.
Random

component.

Most adaptive algorithms provide

maximal control on representation selection. This control causes some
issues. For example, some items in CAT that are being selected more
frequently than others (Revuelta & Ponsoda, 1998) or a systematic bias
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could be introduced in psychophysical estimation (Doll, Buitenweg,
Meijer, & Veltink, 2014). In CAT, several methods have been introduced
to counter this. One of these is minimizing the control a little by reintroducing a random component. In the included algorithms, this is
under the form of a random number that is added to the formula or as a
random selection from a subset.
Weighted or balanced. With weighting and balancing a
correction is applied to a rule in the selection algorithm. The difference
between the two is a difficult one. In the included literature both terms
are used inconsistently in the naming and explanation of algorithms.
Furthermore, the terms are not explicitly defined in the articles, making
the confusion only bigger. By making the distinction between weighting
and balancing explicit and providing a description we hope to contribute
to the consistency and clarity regarding these terms. In order to make
the subtle distinction clear we will use FI function as an example.
Weighting and balancing can be found in all branches of the taxonomy.
We also identified one algorithm that was both weighted and balanced.
An algorithm is weighted when the (e.g.) FI function is multiplied
with or divided by a correction term. This could be a random number
like in the adapted progressive method, the likelihood function (Barrada
et al., 2010) or a correction for response speed (Fan, Wang, Chang, &
Douglas, 2012) among others. The latter two corrections are for the
inaccuracy in the estimation or the assessor respectively.
An algorithm is balanced when a correction term is added to or
subtracted from the (e.g.) FI function. This correction term is a more
direct bias correction, compared to likelihood weighting. It could also be
an attempt to correct for inefficient representation use throughout the
assessment (Han, 2012). In other words, FI can select less optimal
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representations at the beginning of the assessment, for a variety of
reasons. Some algorithms attempt to counter this by introducing
correction functions.
Stratified or blocked. If an algorithm uses stratification or
blocking the representations are divided into a fixed number R of groups
based on the value of a certain parameter or function. As an example, we
will use the ability or difficulty value 𝛼𝑗 of a representation. Prior to
selection the representations are placed in ascending order according 𝛼𝑗 .
With stratification the first R representations are assigned the first
position in every group, or stratum. More precisely, representation 1
goes in group 1, representation 2 in group 2, … and representation R in
group R. In other words, the first R representations are put in group or
stratum 1 to R. The next R representations are also put in the same R
groups, and so on until all representation have been assigned to one of
the R groups. During selection the algorithm progressively cycles
through the groups as the assessment progresses. More specific, in an
assessment of predetermined length Q the first Q/R representations are
selected from the first group, the following Q/R representations from the
second group, and so forth (Barrada et al., 2010). Selection within a
group is done based on a specific selection criterion. The point of this is
the same as with balancing selection criteria in the previous paragraph,
namely to counter inadequate representation selection at the beginning
of the assessment.
With blocking, prior to selection the representations are also
ordered, in our example according to their 𝛼𝑗 . The first set of
representations go in the first group, the second in the second, and so on.
The size of the groups does not matter. A group, or block, contains all
representations with an (e.g.) 𝛼𝑗 between two boundary values (Penfield,
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2006). Each block r is then represented by a certain characteristic, e.g.,
the mean 𝛼̅𝑟 value. During the assessment, selection can take on three
forms. In the first two possibilities, a block r is selected based on a
specific selection criterion applied to the characteristic of each block,
e.g., the maximal Fisher information between the estimated ability 𝛼̂𝑖
and the mean 𝛼̅𝑟 value (Stocking & Swanson, 1993). Once a block r is
selected, a representation within that block is selected, (i) either at
random or (ii) using a specific selection criterion, e.g., the maximal
Fisher information between the estimated ability 𝛼̂𝑖 and a representation
ability 𝛼𝑗 . In a third option (iii) a selection criterion can be used that
selects the block and the representation in one go, only using one
calculation or formula. One example, from (Penfield, 2006), selects the
block by calculating the probability that the estimated ability 𝛼̂𝑖 falls in
block r and selects the representation by calculating the Fisher
information between an representation ability 𝛼̂𝑗 and the mean 𝛼̅𝑟 value
of block r. Combined this leads to selecting representation j that
maximizes 𝑠𝑗 = ∑𝑟[𝑃(𝛼̂𝑖 𝑖𝑛 𝑟|𝑿)𝐼𝑗 (𝛼̅𝑟 )] where 𝑃(𝛼̂𝑖 𝑖𝑛 𝑟|𝑿) is the posterior
probability that estimated ability 𝛼̂𝑖 falls in block r given the response
pattern X. More details in (Penfield, 2006). Blocking is also referred to
as partitioning (Stocking & Swanson, 1993).
Also with this distinction a lot of confusion exists in the use of the
terms, with terms being used interchangeably or wrong. With making
this distinction explicit we hope to provide some clarity in the use of the
terms stratified and blocked.
Staircase. In language testing a staircase algorithm is also known
as a step ladder test (Henning, 1987) and in CAT literature it is similar to
the stratified adaptive (stradaptive) test of Weiss (1973). In its most
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strict definition a staircase is an algorithm where the difficulty 𝛼𝑗 of a
presented item increases or decreases with fixed step size. In the context
of CJ this means that the ability score 𝛼𝑗 of the representation j that is
paired with representation i increases or decreases with a fixed step size.
The upward step size is not necessarily of the same magnitude as the
downward step size. Moreover, the step size is not necessarily constant
during the assessment. Only algorithms using a predetermined step size
to move up or down the ability scale can be considered staircases. As a
consequence, a staircase and an information criterion are mutually
exclusive, as can be seen in the taxonomy (Figure 5.1).
Static or flexible constraints. This distinction is about in how
far the accuracy of the (interim) ability estimate is taken into account.
Static constraints mean that the selected representation is closest to a
certain point. For example, with FI selection this point is where the FI is
maximum (i.e., at the interim ability value). With staircases it is the
point that lies a pre-specified distance away from the previous selected
ability value. Flexible constraints take the uncertainty of ability
estimates into account. For example, the FI of every representation, that
was not yet selected, is calculated by taking the integral, the sum or the
product over the uncertainty interval around the interim ability value.
For staircases the next selection point is determined as with static
constraints. The new representation is then selected from within an
uncertainty interval around this point.
It can be observed in Figure 5.1 that algorithms with flexible
constraints were in majority identified in the information measure
based algorithms. Other application of flexible constraints with not
information measure based might be interesting to explore in future
research.
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Statistical feedback. The final distinction is a special case
because it has nothing to do with the selection directly. It is included in
the taxonomy because it influences the selection and the adaptivity of the
algorithm. In general, some selection algorithms were extended with a
statistical feedback mechanism. To avoid confusion, statistical feedback
is a correction that is applied to (preliminary) ability estimates during
the assessment. It is not some kind of cue (visual, auditory or other) that
is presented to the assessor or assessee. The goal of feedback
mechanisms is to control for the influence that representation selection
has on ability estimation as well as the influence that ability estimation
has on the representation selection (Weissman, 2006). This is mostly but
not necessarily in order to improve selection efficiency and efficacy
(Chen et al., 2000).
Two types of statistical feedback have been identified in the
current review. The first is only applicable when a pre-calibrated
reference set is used against which new representations are compared.
This statistical feedback procedure assumes that the calibrated set
contains biased estimates and attempts to reduce or adjust these biases
during the assessment. More specific, in the elo-type algorithms with
changing 𝛼𝑗 , at the point that the 𝛼̂𝑖 is updated the pre-calibrated 𝛼𝑗 is
also updated using the formula (Doebler, Alavash, & Giessing, 2015)
𝛼𝑗∗ = 𝛼𝑗 + 𝐾𝑗 (𝐸(𝑋𝑖𝑗 ) − 𝑋𝑖𝑗 )

(8)

with 𝐾𝑗 = 𝐾(1 + 𝑘𝑈𝑗 ) where K, k and 𝑈𝑗 are chosen constants and 𝑋𝑖𝑗 the
outcome of the comparison between representation i and representation
j.
The second type of statistical feedback attempts to reduce the
estimation bias in the interim ability estimates. More specific, with the
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algorithm Fisher information with feedback control, if after the last
comparison the expected win proportion 𝑝 significantly differs from the
estimated win proportion 𝑝̂ (more details see Weissman, 2006) a
statistical corrected estimate of 𝛼̂𝑖 is obtained by maximizing the average
response function given by (Weissman, 2006)
𝑛

∑
𝑃̅(𝑋 = 1|𝜃) = 𝑖

𝑃(𝑋𝑖 =1|𝛼)
𝑛

,

(9)

with 𝑃(𝑋𝑖 = 1|𝛼) the BTL model. Maximization is done using a method
of halving and the adjusted win proportion 𝑝̂ ∗ (more details see
Weissman, 2006).
General Discussion
CJ requires a large number of comparisons to reach reliable results.
Therefore, Pollitt (2012b) and Bramley (2015) each proposed an adaptive
algorithm to increase the efficiency of CJ. However, neither researcher
provided evidence of having done a (systematic) search toward suitable
adaptive algorithms to solve the inefficiency problem. Furthermore, a
quick search in the CAT literature learns that there exists a large
variability in adaptive algorithms but that also in CAT research an
overview of available methods is lacking. The current systematic
literature review addressed this deficit and identified 29 algorithms that
are applicable to the CJ context and have the potential to increase CJ
efficiency. The algorithms were identified based on a set of inclusion
criteria and a critical appraisal tool with a good inter-rater reliability.
Fourteen algorithms that were not included because of a strict
application of one of two questions in the critical appraisal were later
conditionally added. All 43 algorithms were placed in a taxonomy
consisting of 10 distinguishing characteristics covering 25 distinctions. It
provides a structured overview of the state of the art regarding adaptive
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algorithms that are applicable to the context of CJ. It does this by
presenting the basic technical differences between adaptive algorithms
in a structured way. Therefore, the taxonomy can function as a guide for
researchers in CAT and other fields and practitioners developing CAT’s.
The taxonomy can be useful for researchers in exploring further
possibilities in the development and fine-tuning of algorithms. In the
taxonomy (Figure 5.1) it is clear that not all lower order distinctions
appear under every higher order distinction. This is because some
distinctions exclude other distinctions. Specifically, distinguishing in
statistical approach is only useful when a function is maximized or
minimized. Also, staircases and information criterion based algorithms
are mutually exclusive. In other cases, some combinations of
characteristics have not been made. More specific, not a lot of algorithms
have a random component. Also, not all algorithms implement
weighting, balancing, stratification or blocking. Furthermore, the use of
flexible constraints could be explored further.
The taxonomy can also inspire a range of discipline’s implementing
paired comparisons, IRT based assessments or related in their search for
more

efficient

assessments

or

experimental

designs.

Also

for

practitioners looking to implement CAT assessments the taxonomy can
act as a (initial) guide in their search for algorithms as it provides an
overview of the basic technical differences between algorithms.
References to articles containing descriptions of the algorithms can be
found in Appendix G. An additional practical benefit of this systematic
review, besides the taxonomy, is that the critical appraisal tool can
provide a guide for researchers in reporting their algorithms in an
understandable way.
During this review it became clear there is some confusion in the
use of the terms weighted, balanced, stratified and blocked. We found
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that weighted and balanced are used interchangeably in naming and
describing algorithms, as are stratified and blocked. There is however a
difference between weighted and balanced and between stratified and
blocked. We hope that by making these two distinctions explicit in this
systematic review, we contribute to more clarity in the use of these
terms.
The taxonomy is not exhaustive for any research domain. It can
provide a basis for categorizing other existing algorithms and so further
extending the taxonomy. Furthermore, the algorithms included in the
taxonomy do not cover domains like optimum design and preference
research in economics. This is probably because search terms were
largely generated from psychophysics and CAT literature. However, this
review does cover a large variety in algorithms. It could still be further
extended by using search terms that cover other research domains. So,
besides integrating CAT algorithms, which were consciously excluded
from this review and analysis, researchers in e.g., optimum design and
preference research in economics can only be encouraged to add their
algorithms to the framework. This could not only strengthen but also
shape the taxonomy.
The taxonomy only provides a descriptive overview of adaptive
algorithms applicable to the context of CJ. Consequently, no conclusions
about the efficiency of algorithms in any domain, nor about possible
effects of algorithms on assessment results when applied in the context
of CJ can be drawn from it. This does not affect that the taxonomy is an
informative overview of adaptive algorithms across research domains. A
next research step could be to conduct a meta-analysis on the reported
efficiency of algorithms in their specific domain. A further step could
then be to set up simulation studies to compare different algorithms on
their efficiency. The taxonomy could then act as a guide to see which
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differences in adaptivity contribute most to differences in efficiency,
within and across research domains.

Discussion

"We have the duty of formulating, of summarizing,
and of communicating our conclusions, in intelligible form,
in recognition of the right of other free minds
to utilize them in making their own decisions."
- Fisher (1955, p. 77)
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In educational assessment, there is an increasing interest in comparative
judgment (CJ). This assessment method, where assessors have to make
pairwise judgments of student works, has already proven its merits as a
reliable assessment method in different domains, at all educational
levels (e.g., Primary education: SSR = .92 [Heldsinger & Humphry,
2010], Secondary education: SSR between .74 and .84 [van Daal et al.,
2017], Higher education: SSR = .88 [Bisson et al., 2016]) and as a tool
for peer assessment (SSR between .73 and .86; Jones & Alcock, 2014).
The current dissertation addressed four issues in the method and the
research of CJ. First, there exist several methods to estimate the BradleyTerry-Lude model (BTL model) and some have been implemented in R
functions. However, there is no record of a study comparing the
performance of these functions. Second, despite the proven reliability of
CJ, expressed by the scale separation reliability (SSR), and the strong
foundation of this reliability measure in Rasch measurement, there is no
research on how the SSR can be interpreted in the context of CJ. Third,
already since its conception in educational assessment, CJ has been
deemed inefficient. However, no studies have been conducted
concerning the actual efficiency of CJ. It is automatically assumed that
all possible comparisons have to be made or at least a large fraction of
those. Fourth, when developing algorithms for increasing the efficiency
of CJ, no evidence was provided that a systematic search was done to
identify possible algorithms that can increase the efficiency of CJ. A
search in computerized adaptive testing (CAT) literature learns there is a
large variety in adaptive algorithms. However, even in CAT literature, a
systematic overview is lacking.
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The current dissertation set out to address these issues. To do so,

the following five research questions were formulated based on the four
issues:
R.Q. 1. What method to estimate the BTL model performs better
regarding estimation accuracy and time efficiency?
R.Q. 2. How can the SSR measure be interpreted in the context of CJ
assessments?
R.Q. 3.a. How many comparisons are needed to reach reliable
results in a CJ assessment?
R.Q. 3.b. What influences the level of the reliability that is reached in
a CJ assessment?
R.Q. 4. Which adaptive algorithms are there, that have the potential
to increase the efficiency of CJ?
Figure 6.1 shows how the research questions are grouped in four
studies. Study 1 is a simulation study comparing four estimation
methods, in the statistical language R, for the BTL model. Specifically,
Study 1 simulated 1000 replications of an assessment of 30
representations compared 15 times each (225 comparisons in total per
assessment). After each assessment the ability estimates were calculated
using two least squares approaches (implemented in BTm( ) from
BradleyTerry2 [Turner & Firth, 2012, Version 1.0.8]; and in Brat( ) from
VGAM [Yee, 2010, Version 2.0.5]) and two joint maximum likelihood
approaches (JML; implemented in btm( ) from sirt [Robitzsch, 2018,
Version 2.6-9]; and in BTLm( ) [Verhavert & van Daal, 2018, Version
0.2.1]). In Study 2 a meta-analysis of 15 assessments or 26 assessor
groups looked into how the SSR measure can be interpreted in the
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R.Q. 1. What method to estimate
the BTL model performs better
regarding estimation accuracy
and time efficiency?

Study 1: Simulation study comparing
R functions to estimate the BTL model
(Chapter 2)

R.Q. 2. How can the SSR measure
be interpreted in the context of CJ
assessments?

Study 2: Meta-analysis on the meaning
of SSR (Chapter 3)

R.Q. 3.a. How many comparisons
are needed to reach reliable results
in a CJ assessment?
R.Q. 3.b. What influences the level
of the reliability that is reached
in a CJ assessment?

Study 3: Meta-analysis on the efficiency
of CJ and what influences the SSR?
(Chapter 4)

R.Q. 4. Which adaptive algorithms
are there that have the potential
to increase the efficiency of CJ?

Study 4: Systematic literature review
on adaptive algorithms
(Chapter 5)

Figure 6.1. Overview research questions and related studies.
context of CJ. Subsequently, a second meta-analysis of 49 assessments,
Study 3, analysed what influences the level of reliability of CJ
assessments in order to provide insights in possible variations in the
efficiency. After looking into the reliability and the efficiency of CJ, Study
4 identified and summarized, in a systematic way, adaptive algorithms
that have the potential to increase CJ efficiency.
This discussion summarizes the main findings and contributions,
followed by a discussion of limitations and future research. Both sections
are structured according to the four studies. This discussion ends with an
overview of the contributions of this dissertation to research and
practice.

148

DISCUSSION
Findings and Contributions

Estimating the BTL Model
In the statistical programming language R (R Core Team, 2018, Version
3.5.0) there are four functions, three in packages (BTm( ) from
BradleyTerry2 [Turner & Firth, 2012, Version 1.0.8], btm( ) from sirt
[Robitzsch, 2018 Version 2.6-9], and Brat( ) from VGAM [Yee, 2010
Version 2.0.5]; Mair, 2018) and one self-developed (BTLm( ) [Verhavert
& van Daal, 2018, Version 0.2.1]), to estimate the BTL model. Study 1 in
this dissertation compared these functions regarding their estimation
accuracy and time efficiency. It was found that the btm( ) function from
the sirt package (Robitzsch, 2018) and the BTLm( ) function (Verhavert
& van Daal, 2018 Version 0.2.1) both showed the best overall
performance when using bias reduction. Both functions resulted in the
best parameter recovery as expressed by the low RMSE between the
estimates and the true ability values. It is recommended to always use
bias reduction with these functions. The btm( ) function did result in the
highest reliability where the BTLm( ) function was a fraction faster. All in
all, these differences were negligible. The BTLm( ) function did perform
most consistent over all, i.e., with and without bias reduction.
These conclusions were reached through a simulation study. This is
a powerful method to answer research questions that are difficult to
study because of practical constraints. They allow, for example, to
conduct exact replications and to generate large amount of data at a low
cost (Goldspink, 2002). Therefore, they are widely used in statistics to
test and compare the accuracy of model estimates, among others
(Hallgren, 2013). In this study it also provided strong control over data
generation (Goldspink, 2002; Hallgren, 2013), thus creating ideal
measurement circumstances. This allowed for straightforward inferences
from the results as no confounding influences were present.
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What Does the SSR Mean?
Once the estimates are obtained, the SSR can be calculated. It is however
unclear how the SSR can be interpreted in CJ. Study 2 looked into this by
using a split-half methodology inspired by the studies of Jones and
colleagues (Jones et al., 2013, 2015) and comparing several correlations
with SSR values. The results provided evidence that the SSR reflects an
inter-rater reliability. Specifically, it expresses to what extent the results
are replicable with a different group of assessors, assuming the groups
are equivalent regarding background characteristics (Webb et al., 2006).
Furthermore, the study provided evidence that the SSR is a measure for
split-half reliability. Allowing some further theorizing and taking into
account that splits were made on assessor, this could mean that the SSR
expresses the consistency between assessors or the level of agreement
between assessors within an assessor group, an interpretation also
supported by Webb, Shavelson, & Haertel (2006). The SSR also seems to
reflect to what extent the current estimates correspond with the truth, a
more theoretical interpretation of SSR reflected by R².
Study 2 introduced Bland-Altman plots or Tukey’s mean difference
plots (Bland & Altman, 1986; Kozak & Wnuk, 2014), a measure often
used in medical studies to compare if and to what extent two measures
are equal. This allowed for more solid conclusions compared to what
would be reached with correlation analyses (Bland & Altman, 1986).
Furthermore, although this study was in part exploratory, there was a
large enough variation between the assessments included in this metaanalysis to allow some generalization.
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How Efficient is CJ and What Influences the Efficiency?
In paired comparison research, it is automatically assumed that all
possible comparisons should be made in order to obtain reliable
estimates (David, 1969b; John, 1967). In CJ literature, it appears that
this is not the case but that still a large fraction should be done. Study 3
showed that, for a reliability of .70, minimally 12 to 13 comparisons per
representation are needed and at least 17 to 20 comparisons per
representation for a reliability of .80.
It was observed in Study 3 that increasing the number of assessors
in

an

assessment

increases

the

number

of

comparisons

per

representation needed to reach a reliability of .80. Although this effect
was very small, it appears plausible given that the SSR can be interpreted
as inter-rater reliability. A tentative explanation for this is that more
assessors means a higher number of perspectives, thus leading to a lower
consensus as reflected in a lower reliability. This interpretation also
frames nicely in the reasoning that SSR, as a split half reliability, reflects
assessor consensus within an assessment. That differing perspectives
could lead to a lower reliability is not necessarily negative. Rater, as a
characteristic of CJ, more assessors with differing representations
strengthen the construct validity of the assessment results, as shown by
Lesterhuis (2018; See also van Daal et al., 2016). It has also been shown
that misfitting assessors do have differing views (Bouwer et al., 2017; van
Daal et al., 2016). It can be hypothesized that the larger the deviance in
conceptualization, the lower the reliability will be.
The number of comparisons per representation also has an
influence on the chance to reach the maximum reliability value of 1.
Study 3 even moved beyond the efficiency by looking into other effects
on the reliability value. Further findings showed that a higher number of
representations per assessor increased this chance. Also, expertise does
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not influence the level of reliability or the number of comparisons
needed, but does increase the chance that the maximal level of 1 in the
reliability value is reached. The chance to reach a reliability of 1 is higher
for experts and peers compared to novices 1 . This latter observation
together with the observation that expertise does not influence the level
of reliability, could signify that both experts/peers and novices are able
to reach equal levels of reliability but at different speeds, as expressed in
differing numbers of comparisons.
The large amount of assessments included in this meta-analysis
allowed some generalization of the findings. Besides that, the use of an
analysis method combining frequentist and Bayesian analysis in two
consecutive phases, allowed for a time efficient method with intuitively
interpretable results.
Algorithms to Increase CJ Efficiency
Study 2 and Study 3 provided a theoretical background for studying how
the efficiency of CJ can be increased by using adaptive algorithms. Study
4 was a first step towards answering this question. By implementing a
systematic literature review, it introduced a more systematic view in the
study of efficiency in CJ. In both CAT and CJ a systematic overview of
adaptive algorithms is lacking, where it could provide a solid basis to
design more efficient assessments. Thus, Study 4 was a systematic
literature review to identify adaptive algorithms that have the potential
to increase the efficiency of CJ. This literature review resulted in a
taxonomy (Figure 5.1) presenting the basic technical differences between
43 adaptive algorithms from a variety of research domains. The
taxonomy consists of 10 distinguishing characteristics covering 25

With the same number of comparisons per representation and the same number of representations
per assessor.
1
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distinctions. Some lower distinctions did not appear under some higher
categories because some are mutually exclusive by definition, like
staircases and information criteria, or some combinations are not yet
developed or were missed by the review, e.g., random components or
stratification. Study 4 also uncovered a lack of clarity in the use of the
terms weighting and balancing, and stratification and blocking and
therefore attempted to make these two distinctions clear.
Limitations and Further Research
Estimating the BTL Model
A simulation study, as used in Study 1, is a powerful and widely used
method to answer a wide array of (research) questions in statistics and
CAT. Despite this, it has some limitation. Computer simulations might
suffer from ecological validity (Goldspink, 2002). All generated
responses to a specific pair of representations agree perfectly with the
win probability for that pair. It is possible that in real assessments,
because of systematic influences, like assessor differences, and random
influences, like assessor fatigue, the estimates are more biased than was
found in Study 1. Future research could address this by setting up a posthoc simulation where responses are sampled from an existing dataset
where all assessors completed a full matrix, i.e., made all possible
comparisons. However, in such case, the true abilities are not known,
although it is assumed that estimates based on a full matrix approach the
truth as close as possible (Bramley & Vitello, 2018). It is, however, only
possible to see in how far the estimates of a post-hoc simulation differ
from the full matrix estimates, for a certain estimation function. These
post-hoc simulations could also be complemented with simulations
looking at the estimation bias after completing a full matrix and the
differences in bias between a full matrix and any subset. Results from
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these simulation studies could provide a context against which to
interpret the post-hoc simulation results.
It was noted that in the simulation the pairs were constructed
using the distributed random selection algorithm as implemented in the
D-PAC platform. In the BTL model, like with the Rasch model, the ability
estimate of a representation partly depends on the ability estimates of
the representations it has been paired with, especially when using JML
(Molenaar, 1995). Therefore, it is arguable that the distributed random
pairing algorithm has a small influence on the estimates and that other
random pairing algorithms might produce slightly different data and
thus estimates. Because most adaptive algorithms construct pairs based
on preliminary estimates and the number of pairs is reduced, the
previously described effect on ability estimates could even be stronger
with adaptive algorithms. It should thus be checked if the estimation bias
changes and how strongly when using different pairing algorithms,
random or adaptive.
In this simulation it was also investigated how time efficient the
functions

were.

The

study

simulated

assessments

with

30

representations each compared 15 times. This resulted in 225
comparisons in total per assessment. Looking at the assessments used in
Studies 2 and 3, this is quite a low number. It is possible that with larger
numbers of comparisons the small advantage in processing time for
BTLm( ) disappears or grows larger. It could also be that BTLm( ) grows
slower than btm( ) after a certain number of comparisons. Simulation
studies could be set up to investigate the scalability of the functions, in
other words how the functions handle growing datasets. This could be
accomplished by measuring the processing time of the functions under
large datasets and/or datasets increasing in size.
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The number of comparisons can be changed by either changing the

number of representations, or the number of comparisons per
representation. Looking at the assessments used in Studies 2 and 3, it is
obvious that both the number of representation and the number of
comparisons per representation used in Study 1, are on the low side. On
the other hand, 30 representations seems like an intuitive number for
students in primary education classes but appears small for student
groups in university courses. In Study 1 it was remarked that there is no
theoretical argument for an effect of the number of representations on
the estimation accuracy. I was however argued that increasing the
number of comparisons per representation increases the amount of
information to base the estimation on, potentially leading to more
accuracy estimates, and vice versa. Both the effect of number of
representations and number of comparisons per representation can
easily be studied in future simulation studies.
Finally, it should be noted that Study 1 only tested least squares
maximum likelihood estimation and JML estimation because those were
the only available methods in the R packages (Mair, 2018). However, in
Rasch literature there are at least two other estimation methods,
conditional maximum likelihood (CML) and marginal maximum
likelihood (MML). These have been shown, according to Molenaar
(1995), to produce less biased estimates compared to JML, when
estimating the Rasch model. It would thus be interesting to see if this
also holds for the BTL model. Before this can be done, it should be made
certain that it is statistically possible to make adaptations of CML and
MML estimation procedures given the difference between the Rasch
model and BTL model. Another interesting estimation method is
Bayesian model estimation, which is more accurate than least squares
estimation (Swaminathan & Gifford, 1982) and is able to estimate
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abilities for perfect and zero scores (Baker & Kim, 2004b). It would thus
be interesting to also test Bayesian estimation against least squares
estimation.
What Does the SSR Mean?
The results of Study 2 allowed for some strong conclusions. However,
some results showed inconclusive evidence. Namely, using regular
Pearson correlation the SSR appears an underestimation of reliability
expressing a correlation with the truth. On the other hand, using by the
squared correlation (R² ) 2 the SSR appeared a good estimate of R².
However, more data is needed for solid conclusions. Furthermore,
according to Kim (2012), reliability as the correlation with the truth
might yield different values in IRT than those obtained by the squared
Pearson correlation (R²) as used in Classical Test Theory (CTT). This is
because IRT assumes there is no item variance where CTT does. This
difference could lead to inconclusive results (Kim, 2012).
A second limitation is that Study 2 used a more exploratory
method. Although the variation in the used assessments allows for some
generalizing

conclusions,

some

assessment characteristics

might

introduce unwanted noise in the results. For example, difference in
characteristics of assessor groups, like level of expertise, can bias interrater correlations. As another example, one or two assessors doing most
of the comparisons might heavily influence split-half correlations.
Therefore, the results of Study 2 should be confirmed in more
experimentally controlled studies with, for example, a higher control on
the equivalence of assessor groups (for inter-rater reliability) or a higher
control on pair construction and distribution over assessor (for split-half
reliability). Assessment where the scaled estimates of the representation
2

R², theoretically, approaches the reliability as a correlation with the truth better.
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are known beforehand or simulation studies could resolve the
inconclusiveness regarding the SSR as a correlation with the truth.
Further research could use other types of reliability and other
creative ways of checking how the SSR can be interpreted. One option is
comparing the SSR with test retest reliability. According to Bramley
(2015), one can ask assessors in a CJ assessment to make the same
comparisons at different occasions. The correlation between the
estimates at the two time points could then be compared with the SSR.
This setup has never been tried in CJ (Bramley, 2015).
Test-retest reliability is defined as the stability of (assessment)
results over time (Webb et al., 2006). Thinking further on this concept, it
can be argued that a CJ assessment internally has a time component.
Namely, the judgments of the assessors are collected over a time period.
Therefore it is possible to subset assessment data on judgments made
before a specific time point after the start of the assessment. For each
subset, it could then be investigated if there is a relation between the
stability of the estimates and the SSR value at that time point. Stability of
the estimates could be defined as both absolute differences in estimate
and number representations switching positions. This setup is somewhat
comparable with what was done in Study 3.
How Efficient is CJ and What Influences the Efficiency?
In the results of Study 3 there are some observations that raise
questions. First, one can ask why the number of assessors only
influences the number of comparisons per representation needed for a
SSR of .80 and not the number of comparisons per representation
needed for a SSR of .70. This could be an inherent characteristic of CJ
assessments. It might be possible that at the beginning of a CJ
assessment, a certain amount of information should be accumulated first
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to be able to reach a SSR of .70. Before this threshold is reached, other
systematic influences might not be strong enough to have an effect on
when a SSR of .70 is reached. Once this level of SSR is reached the
importance of information accumulation could diminish, leaving room
for the number of assessors to influence when a SSR of .80 is reached.
Second, based on the same observation, it is striking that the number of
assessors does not influence the level of the SSR directly, nor does it go
in interaction with the number of comparisons per representation in the
regression models for the SSR value. Also here a similar explanation can
be made, namely that the effect of number of comparisons on the SSR is
so strong it drowns out all other effects. On the other hand, there is also
an alternative explanation to these remarks. Namely, these could all be
artefacts, the causes of which are discussed in the next paragraph.
As in Study 2, the variation in the assessments included in Study 3
support generalization. However, again, because Study 3 takes a more
exploratory approach, the findings could be influenced by external
factors. This is due to the fact that the purpose of the included
assessments is different from the purpose of the study. More specifically,
all assessments were set up to reach reliable results with a SSR of at least
.70. To achieve this goal, the initial number of comparisons (per
representation) were set to a large value. If this target SSR value was not
reached, blocks of comparisons were added until the value of .70 was
obtained. This approach could cause all effects other than the number of
comparisons per representation to cancel out in the meta-analysis, e.g.,
the effect of the number of assessors or assessor expertise. This issue can
be addressed by conducting an experiment with a high level of control on
the assessment characteristics and making the assessments for the
remainder as equivalent as possible. This could confirm and further
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strengthen the results or even expand the findings leading to more firm
conclusions.
Another remark that should be made with these results is similar
to a remark with Study 1. Namely, because all assessments were run on
the D-PAC platform, the pairs are constructed with a specific distributed
random algorithm. It can be assumed that results and especially
prediction can (slightly) differ when the assessments would be run on a
different platform, using a different random algorithm. Therefore,
researchers are invited to replicate the results by running the same
analyses on their assessments or by extending the dataset with their
assessments. In order to facilitate this, our dataset and R-code are
available as supplementary material through the Zenodo platform
(Verhavert et al., 2018b).
Algorithms to Increase CJ Efficiency
Study 4 presented a broad literature review that resulted in an extensive
taxonomy of adaptive algorithms. The literature review does however not
pretend to be exhaustive for any domain. For one, it was limited by the
specific research question and goal aiming at algorithms that can be
implemented using the BTL model. Therefore, algorithms that use the
discrimination and guessing parameter (a and c resp.) from 2-parameter
and 3-parameter logistic models were excluded from the analysis and
thus from the taxonomy. Secondly, the literature review was limited by
the search terms. The search terms were generated and tested with CJ,
CAT and psychophysics in mind. This might have caused certain
domains within economics and statistics to be underrepresented in the
search results. Researchers from CAT and other domains are invited to
add other algorithms to the taxonomy. That could strengthen and extend
the taxonomy.
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A second issue is that the taxonomy is only descriptive and that it
only provides an overview of the algorithms and the main distinctions
between them. It does not provide suggestions on what algorithm is
more efficient or which one works best in what context. This would be
another interesting pathway for future research. As it provides a
structured overview of algorithms, the taxonomy might form an
interesting basis to compare the performance of the different algorithms.
The taxonomy could help interpretation and support explanation on why
a certain (set of) algorithm(s) functions better than others.
Implications for CJ Research and Practice
All studies provide theoretical insights into the reliability and efficiency
of CJ. They form a theoretical foundation for further research in CJ in
general and research toward improving CJ efficiency in particular. In
addition, the studies provide suggestions for practice and research, to a
more or lesser extent.
Study 1 showed what the magnitude of the estimation bias is for
different algorithms estimating the BTL model through a simulation
study. Simulation studies are popular in CAT to check the performance
of the test before letting students take the test. In CAT simulation is used
to investigate the accuracy and reliability of the results and the
efficiency. Furthermore, it can uncover gaps in the performance like
oddly behaving items or ranges of ability measures that are not
sufficiently covered (Thissen, 2000; Thissen & Mislevy, 2000). It should
therefore also be considered good practice to rigorously test adaptive
algorithms for CJ using simulation studies.
Study 1 also made recommendations regarding what is the best
function in R to estimate the BTL model. For CJ research and practice
the choice of the function depends on the tool with which the data is
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collected. This is because if one turns to R for further analyses one
expects that the estimates in R are as close as possible to those in the tool
used to collect the data. Specifically, if the data is collected with the
NoMoreMarking tool, it is best to use btm( ) because the same algorithm
is implemented there. When the D-PAC tool is used, it is recommended
to use the BTLm( ) function in R as this is the function implemented in
D-PAC. Beyond that, neither of the two functions is preferred over the
other.
The results of Studies 2 and 3 have provided insights into the
reliability and efficiency of CJ assessments using random pairing. Study
2 linked the reliability in CJ to the broader reliability literature by, on the
one hand, pointing out the equivalence between the SSR formula and the
definition of reliability in classical test theory (CTT; Brennan, 2011), and on
the other hand providing evidence that the SSR can be interpreted as
inter-rater and split-half reliability. The latter provided practice with
handholds by not only offering a straightforward interpretation or the
SSR. It was also reasoned that the SSR partly shows in how far assessors
agree on the quality of the representations and on what constitutes the
competence. This notion is supported by experience with assessments
conducted within the D-PAC project. In these assessments there existed
no agreed upon definition of the competence existed or students did not
follow the assignment as provided, both leading to low SSRs.
From the findings in Study 3, the following practical implications
can be formulated. If one wants to set up an assessment aimed at
learning (SSR = .70), a minimum of 12 comparisons per representations
will be needed. If the goal is making high stakes decisions (SSR = .80) at
least 17 comparisons per representation should be made. CJ
practitioners are warned that the SSR should always be checked before
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deciding to end the assessment. Furthermore, CJ practitioners are
recommended to use experts or peers as assessors.
Study 4 provided an initial step in the systematic search for and
construction and testing of adaptive pairing algorithms for CJ. The
taxonomy can serve as a guide for researchers investigating methods to
increase the efficiency in CJ, CAT and other domains. It provides a
structure to categorize existing algorithms and develop new algorithms.
In the context of the literature review a critical appraisal tool was
developed which can function as a guide to clearly describe algorithms in
the literature.
I would like to end the discussion of this dissertation with two
concluding remarks. One, in order to contribute to openness in research
I publish the data, R code and other related materials from Studies 1, 2
and 3 in my dissertation on the Zenodo platform (Study 1: Verhavert,
2018a, Study 2: Verhavert, 2018b; Study 3: Verhavert et al., 2018b)12.
This makes replicating, extending and strengthening these findings
possible. Second, I hope that the research presented in the current
dissertation contributes to a more systematic view and introduced some
psychometric insights to CJ research as well as introduced CJ research to
psychometrics.

“Before we make any Rasch decisions,
let’s first look at the method.”
- Verhavert (2018)

1
2

Because some studies are under review, most materials are available under request.
Because of confidentiality the preparatory files for Studies 2 and 3 cannot be provided.

Nederlandstalige Samenvatting
(Dutch Summary)

“Het is bekend dat mensen slecht zijn in
het maken van verschillende soorten absolute oordelen.”
- Nunnally (1978, p. 44)
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Mensen zijn beter in het maken van vergelijkingen dan in het maken van
absolute oordelen. De wet van comparatief beoordelen (the law of
comparative judgement; Thurstone, 1927), gebaseerd op dit idee, werd
geherintroduceerd in onderwijs, onder de naam comparatief beoordelen
(comparative judgement; CJ) als een manier om taalvaardigheid te
meten (Pollitt & Murray, 1995). Later beargumenteerde Pollitt dat deze
methode gebruikt kon worden als een alternatieve vorm van evaluatie
(Pollitt, 2004, 2009). In het laatste decennium, is er een groeiende
interesse voor CJ in evaluatie (zie bv. het overzicht in Bramley, 2015). De
methode heeft zijn waarde bewezen door betrouwbare (bv., Bramley,
2015) en valide (bv., van Daal, Lesterhuis, Coertjens, Donche, & De
Maeyer, 2016) resultaten te produceren in verscheidene domeinen en
vormen van evaluatie in onderwijs (vb., argumentatief schrijven en
portfolios beeldende kunsten, van Daal et al., 2017; wiskundig begrip en
peer evaluatie, Jones & Alcock, 2014). CJ kent ook een brede toepassing
buiten evaluatie in onderwijs.
In CJ, in tegenstelling tot het traditioneel scoren van werken van
studenten, worden assessoren elk individueel gepresenteerd met een
reeks paren van werken van studenten (representaties). Voor elk paar
moet de assessor aangeven welke van de twee representaties beter is in
het licht van de competentie die geëvalueerd wordt. Deze binaire data
wordt geanalyseerd aan de hand van het Bradley-Terry-Luce model (BTL
model; Bradley & Terry, 1952; Luce, 1959) en resulteert in geschaalde
schattingen die de kwaliteit van elke representatie aangeven relatief ten
opzichte van de andere.
Het werd aangetoond dat het BTL model equivalent is aan het
Rasch model (Andrich, 1978).Daarom is het mogelijk om naast de
klassieke least squares maximum likelihood de conditional maximal
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likelihood (CML; Molenaar, 1995) te gebruiken om het model te
schatten. Deze en andere schattingsprocedures of variaties daarop zijn
nog niet rechtstreeks met elkaar vergeleken aangaande hun prestatie.
Daarom is de eerste onderzoeksvraag van dit proefschrift:
O.V.1. Welke methode om het BTL model te schatten presteert beter
met betrekking tot nauwkeurigheid en tijd efficiëntie?
Eens het duidelijk is hoe accuraat en tijd efficiënt de schatting van het
BTL model is, kan de betrouwbaarheid van de resultaten berekend
worden.
De betrouwbaarheid binnen CJ wordt uitgedrukt met de Scale
Separation Reliability (SSR). Een maat overgenomen uit Rasch analyse
(Wright & Masters, 1982). Er wordt aangenomen dat de SSR, zoals in
Rasch analyse, geïnterpreteerd kan worden als een maat voor interne
consistentie van een assessment. Specifiek, of alles in een assessment
hetzelfde meer of hoe consistent assessoren zijn in hun beoordelingen
(Andrich, 1982; Webb, Shavelson, & Haertel, 2006). Hoewel dit te
beargumenteren is, zijn de verschillen tussen CH en Rasch analyse
substantieel genoeg om niet aan te nemen dat deze maat dezelfde
betelenins heeft in beide contexten. Bovendien, hoewel er een grote
hoeveelheid onderzoek is die de hoge betrouwbaarheid van de methode
aantoont, is het nog niet onderzocht hoe de SSR geïnterpreteerd kan
worden in de context van CJ. Daarom is de tweede onderzoeksvraag
waarop dit proefschrift focust
O.V.2. Hoe kan de SSR maat geïnterpreteerd worden in de context
van CJ assessments?
Weten hoe de SSR geïnterpreteerd kan worden, is niet enkel
essentieel voor CJ in onderzoek en praktijk. Het is ook belangrijk als
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men het probleem met de efficiëntie van CJ wil behandelen. Reeds sinds
de vroege dagen van CJ als een assessment methode is het geweten dat
de methode grote aantallen vergelijkingen nodig heeft om schattingen te
bekomen met een aanvaardbare/goede betrouwbaarheid (bv. Bramley,
Bell, & Pollitt, 1998). Hoewel er reeds pogingen geweest zijn om de
efficiëntie van CJ te verhogen (bv. Pollitt, 2012), is er geen kennis over
wat de basis efficiëntie is van CJ als paren willekeurig samengesteld
worden1. Daarnaast geeft een overzicht van Bramley (2015) aan dat er
een grote mate van variabiliteit is tussen assessments, zowel in de
manier waarop deze geïmplementeerd zijn (bv. niveau van assessor
expertise of aantal vergelijkingen) en in de betrouwbaarheid van de
resultaten. Deze variatie werpt de volgende twee gerelateerde
onderzoeksvragen op;
O.V. 3.a. Hoeveel vergelijkingen zijn er nodig om betrouwbare
resultaten te bekomen in een CJ assessment?
O.V. 3.b. Wat beïnvloed het niveau van betrouwbaarheid die bereikt
wordt in een CJ assessment?
Eens deze vragen beantwoord zijn, is het mogelijk om in te gaan op
de efficientie vraag. Tot op vandaag hebben twee onderzoekers een
poging gewaagd om een oplossing te vinden voor de inefficiëntie van CJ.
Pollitt (2012b) was de eerste om een adaptief algoritme voor te stellen
om paren samen te stellen dat gebaseerd word op computerized
adaptive testing (CAT). Bramley (2015) en Bramley en Vitello (2018)
hebben echter aangetoond dat Pollitt’s algoritme de SSR kunstmatig
opblaast. Als oplossing hiervoor heeft Bramley (2015) een variatie op

Met willekeurig samengesteld wordt bedoeld dat er geen voorgaande informatie over de
representaties wordt meegenomen bij het samenstellen van de paren.
1
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Pollitt’s algoritme voorgesteld, dat gebruik maakt van een gekalibreerde
set van representaties.
Geen van beide studies die adaptieve algoritmes voorstelden,
hebben bewijs geleverd van een voorafgaande systematische zoektocht
naar adaptieve algoritmes die geschikt zouden zijn voor CJ. In CAT
alleen als bestaan er verscheidene adaptieve algoritmes. Maar,
niettegenstaande er enkele degelijke basis werken over CAT bestaan,
bestaat er ook geen systematisch overzicht van de beschikbare
algoritmes binnen CAT. Daarom kan er een laatste onderzoeksvraag
geformuleerd worden:
O.V. 4. Welke adaptieve algoritmes bestaan er, met het potentieel
om de efficiëntie van CJ te verhogen?
Het is geen doel van dit proefschrift om uitdrukkelijk algoritmes
voor het verhogen van de efficiëntie te formuleren en te testen, maar
eerder om het raamwerk te leggen dat onderzoek naar dergelijke
algoritmes mogelijk maakt. Het poogt ook om de methodologische basis
van de methode van CJ binnen evaluatie in het onderwijs te versterken.
Dit proefschrift poogt deze vijf onderzoeksvragen te beantwoorden.
Figuur 7.1 visualiseert de onderzoeksvragen, hoe deze onderling
gerelateerd zijn en hoe ze gerelateerd zijn aan de studies in dit
proefschrift. De volgende drie secties zijn gestructureerd volgens de vier
studies in dit proefschrift.
Methode
Het BTL Model Schatten
Studie 1 poogt de eerste onderzoeksvraag te beantwoorden:
O.V.1. Welke methode om het BTL model te schatten presteert beter
met betrekking tot nauwkeurigheid en tijd efficiëntie?
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O.V.1. Welke methode om het
BTL model te schatten presteert
beter met betrekking tot
nauwkeurigheid en tijd efficiëntie ?

Studie 1: Simulatie studie die
R functies om het BTL model
te schatten vergelijkt
(Hoofdstuk 2)

O.V.2. Hoe kan de SSR maat
geïnterpreteerd worden
in de context van CJ assessments?

Studie 2: Meta-analyse naar
de betekenis van de SSR
(Hoofdstuk 3)

O.V. 3.a. Hoeveel vergelijkingen
zijn er nodig om betrouwbare
resultaten te bekomen in een
CJ assessment?
O.V. 3.b. Wat beïnvloed
het niveau van betrouwbaarheid
die bereikt wordt in een CJ
assessment?

Studie 3: Meta-analyse naar de efficientie
van CJ en naar wat de SSR beinvloed.
(Hoofdstuk 4)

O.V. 4. Welke adaptieve algoritmes
bestaan er, met het potentieel om
de efficiëntie van CJ te verhogen?

Studie 4: Systematische literatuur
studie naar adaptieve algoritmes.
(Hoofdstuk 5)

Figuur 7.1. Overzicht van de onderzoeksvragen en de gerelateerde
studies.
De kern van de method van CJ is het BTL model dat gebruikt wordt om
de ability scores van de representaties te schatten. Er bestaan
verscheidenen methodes, uit Rasch analyse, om dit model te schatten.
Twee versie van een least squares maximum likelihood procedure en
twee versies van een joint maximum likelihood (JML) procedure zijn
beschikbaar in pakketten en functies in het statistische programma R (R
Core Team, 2018), respectievelijk de

BTm( ) functie van het

BradleyTerry2 paket Turner & Firth, 2012, Version 1.0.8), de btm( )
functie in het sirt paket (Robitzsch, 2018, Version 2.6-9), Brat( ) in paket
VGAM (Yee, 2010, Version 2.0.5) en onze zigen functie BTLm( )
(Verhavert & van Daal, 2018, Version 0.2.1). De presetatie van deze
functies wordt vergeleken in Study 1 door 1000 assessments van 30
representaties, die elk 15 keer vergeleken worden (225 vergelijkingen in
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totaal per assessment), te simuleren. Voor elke replicatie worden de
ability scores geschat aan de hand van de vier functies en hun
gerelateerde bias correctie methodes. Om de nauwkeurigheid van de
resultaten na te gaan is de root mean squared error (RMSE) tussen de
genererende ability en de geschatte ability berekend. Twee andere
prestatie

maten

worden

gebruikt,

meer

bepaald

het

aantal

schattingsiteraties en de verwerkingstijd (CPU tijd of gebruikerstijd)
voor elke functie.
Wat Betekend de SSR?
Eens de ability scores geschat zijn, kan de betrouwbaarheid, zoals
gemeten door de SSR, berekend worden. Dit leidt tot de volgende
onderzoeksvraag.
O.V.2. Hoe kan de SSR maat geïnterpreteerd worden in de context
van CJ assessments?
Studie 2 poogt dit te verhelderen door een meta-analyse uit te voeren op
15 assessments, of 26 assessoren groepen. Studie 2 gebruikt een splithalf methodologie, gebaseerd op een idee van Jones en collega’s (Jones
& Inglis, 2015; Jones, Inglis, Gilmore, & Hodgen, 2013). Specifiek, op
alle assessments worden willekeurige split-halves uitgevoerd gebaseerd
op assessor. De rangordes van het gehele assessment en de helften
worden gecorreleerd en vergeleken met SSR waarden door middel van
Bland-Altman plots.
Hoe Efficiënt is CJ en Wat Beïnvloed deze Efficiëntie?
O.V. 3.a. Hoeveel vergelijkingen zijn er nodig om betrouwbare
resultaten te bekomen in een CJ assessment?
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O.V. 3.b. Wat beïnvloed het niveau van betrouwbaarheid die bereikt
wordt in een CJ assessment?
Deze twee onderzoeksvragen worden nagegaan in Studie 3, een metaanalyse op 49 assessments. Deze studie poogt te ontdekken in hoeverre
het aantal vergelijkingen (per representatie) en andere karakteristieken
de SSR beïnvloeden. Er wordt ook nagegaan hoeveel vergelijkingen per
representatie er nodig zijn voor een assessment om betrouwbaar genoeg
te zijn, i.e., SSR = .70 (.80) en pf er andere characteristieken dit aantal
beinvloeren. Om dit te doen is een twee-stappen aanpak gebruikt,
bestaande uit een frequentistische stap, met een forward stepwise
regression procedure, en een Bayesiaanse model schatting stap.
Algoritmes om de Efficiëntie van CJ te Verhogen
Studies 1, 2 en 3 verschaffen een methodologische basis voor adaptieve
algoritmes om de efficiëntie van CJ te verhogen. Een eerste stap in het
ontwikkelen en bestuderen van deze algoritmes is deze systematisch
identificeren. Daarom gaat Studie 4 de laatste onderzoeksvraag na
O.V. 4. Welke adaptieve algoritmes bestaan er, met het potentieel
om de efficiëntie van CJ te verhogen?
Om adaptieve algoritmes, van een breed spectrum aan domeinen, te
identificeren, die het potentieel hebben om de efficiëntie van CJ te
verhogen, is een systematische literatuur studie uitgevoerd. De zoektocht
resulteerde initieel in 1119 hits. In opeenvolgende stappen warden deze
gereduceerd tot 60 artikels waarvan 22 weerhouden werden door een
zelfontwikkelde kritische evaluatie instrument.
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Bevindingen en Bijdragen

Het BTL Model Schatten
Studie 1 heeft gevonden dat de btm( ) functie van het sirt pakket
(Robitzsch, 2018) en de BTLm( ) functie (Verhavert & van Daal, 2018
Version 0.2.1) de het best presteren voor nauwkeurigheid, zoals
uitgedrukt door de RMSE. De BTLm( ) functie was een fractie sneller om
uit te voeren en presteert over het algemeen het meest consistent.
Simulatie studies zijn een sterke methode om onderzoeksvragen te
beantwoorden die moeilijk te bestuderen zijn vanwege praktische
beperkingen (Goldspink, 2002; Hallgren, 2013). Simulaties bieden een
grote controle over het generen van data(Goldspink, 2002; Hallgren,
2013), en creëren zo ideale meer omstandigheden.
Wat Betekent de SSR?
De resultaten van Sudie 2 verschaffen aanwijzingen dat de SSR een
inter-rater betrouwbaarheid weergeeft en zo aangeeft in hoeverre de
resultaten repliceerbaar zijn met een andere, equivalente groep
assessoren (Webb et al., 2006). Verder toont de studie aan dat de SSR
ook een maat is voor split-half betrouwbaarheid. Dit kan betekenen dat
de SSR de consistentie of de mate van overeenkomst weergeeft tussen
assessoren binnen een assessoren groep.
Deze studie introcudeerde Bland-Altman plots of Tukey’s mean
difference plots (Bland & Altman, 1986; Kozak & Wnuk, 2014), een maat
vaak gebruikt in medisch onderzoek. Deze maat liet toe meer soliede
conclusies te trekken. De grote variatie tussen assessments in deze metaanalyse laten ook enige mate van generalisering toe.
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Hoe Efficiënt is CJ en Wat Beïnvloed deze Efficiëntie?
Om een betrouwbaarheid van .70 te bereiken, zijn minstens 12 tot 13
vergelijkingen per representatie nodig en ten minste 17 tot 20
vergelijkingen per representatie voor een betrouwbaarheid van .80. In
Studie 3, is er geobserveerd dat als het aantal assessoren stijgt, het aantal
vergelijkingen per representatie om een betrouwbaarheid van .80 te
bereiken, stijgt. Dit effect is echter heel klein.
Het aantal vergelijkingen per representatie heeft ook een invloed
op de kans om een asymptoot te bereiken in de betrouwbaarheid. Ook
expertise verhoogt de kans op een asymptoot. Deze kans is hoger voor
experts en peers vergeleken met leken. Echter, expertise heeft geen
invloed op het niveau van de betrouwbaarheid.
De grote hoeveelheid assessments in deze meta-analyse laten tot
op zekere hoogte een generalisatie toe van de bevindingen. De resultaten
werden verklaard aan de hand van het model van taak complexiteit van
Liu en Li (2012). Daarnaast zorgde de analyse methode, die een
frequentistische

en

Bayesiaanse

analyse

combineerde

in

twee

opeenvolgende fases, voor een tijds efficiente methode met intuïtief
interpreteerbare resultaten.
Algoritmes om de Efficiëntie van CJ te Verhogen
De systematische literatuur review, gepresenteerd in Studie 4,
identificeerde

43

adaptieve

algoritmes,

uit

verscheidene

onderzoeksdomeinen, die het potentieel hebben om de efficiëntie van CJ
te verhogen. Het resulteerde in een taxonomie (Figuur 5.1) die de
elementaire technische verschillen tussen deze adaptieve algoritmes
weergeeft.

De

taxonomie

bestaat

uit

10

onderscheidende

karakteristieken die 25 distincties omvatten (Table 5.4). Studie 4 heeft
ook een gebrek in duidelijkheid blootgelegd over twee sets van termen en
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heeft daarom gepoogd de verschillen tussen deze termen duidelijk te
maken.
Beperkingen
Het BTL Model Schatten
Een simulatie studie, zoals gebruikt in Studie 1, is een krachtige en wijd
gebruikte methode om een breed spectrum van (onderzoeks)vragen in
statistiek en CAT te beantwoorden. De methode heeft echter last van een
lage ecologische validiteit (Goldspink, 2002). Verder werden in de
simulatie paren geconstrueerd aan de hand van het gespreide,
willekeurige selectie algoritme zoals geïmplementeerd is in het D-PAC
platform. Het is te beargumenteren dat dit algoritme een kleine invloed
heeft op de schattingen. Deze invloed is waarschijnlijk sterker als een
adaptief algoritme gebruikt wordt. Tenslotte, Studie 1 heeft enkel de
tested least squares maximum likelihood methode en JML methode
gestest, terwij in Rasch literatuur er ten minste nog twee andere
schattingsmethodes bestaan, conditional maximum likelihood (CML) en
marginal maximum likelihood (MML).
Wat Betekent de SSR?
Sommige resultaten in Studie 2 vertoonden dubbelzinnige resultaten.
Namelijk, als de gewone gekwadrateerde Pearson correlatie gebruikt
wordt, blijkt de SSR een onderschatting te zijn van de betrouwbaarheid
als een correlatie met de echte waarden. Volgens Kim (2012) kan de
betrouwbaarheid als een correlatie met de waarheid andere waardes
opleveren in IRT dan deze verkregen door de gekwadrateerde Pearson
correlatie (R²) zoals gebruikt in klassieke test theorie (CTT). Ten tweede,
Studie 2 gebruikte een eerde verkennende methode waardoor sommige
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assessment karakteristieken ongewenste ruis kunnen introduceren in de
resultaten.
Hoe Efficiënt is CJ en Wat Beïnvloed deze Efficiëntie?
In de resultaten van Studie 3 zin er sommige observaties die vragen
opwerpen. Bijvoorbeeld, het is opvallend dat het aantal assessoren geen
rechtstreekse invloed heeft op het niveau van de SSR. Dit, en andere
opvallende resultaten, kunnen echter artefacten zijn vanwege externe
factoren. Deze externe factoren kunnen veroorzaakt worden door een
conflict tussen het doel van de assessments en het doel van de studie.
Specifieker, het initieel aantal vergelijkingen (per representatie) werden
op een zo hoog mogelijk aantal gezet om resultaten te bekomen met een
minimale SSR van .70. Als deze SSR niet bereikt werd, werden er
blokken vergelijkingen toegevoegd tot dit niveau bereikt was. Deze
aanpak kan ervoor zorgen dat het aantal vergelijkingen per representatie
andere effecten overschaduwt in deze meta-analyse.
Algoritmes om de Efficiëntie van CJ te Verhogen
Omdat de literatuur studie, Studie 4, niet als doel heeft om exhaustief te
zijn voor ieder onderzoeksdomein, zijn er algoritmes uitgesloten van de
analyse. Ook kunnen de zoektermen kunnen ervoor gezorgd hebben dat
sommige

domeinen

binnen

economie

en

statistiek

ondervertegenwoordigd zijn. Verder is de taxonomie louter descriptief
en voorziet die enkel een overzicht van de algoritmes en de algemene
verschillen daartussen. Het geeft geen suggesties over welk algoritme
meer efficiënt is of welke beter werkt in welke context.
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Implicatie voor CJ Onderzoek en Praktijk

Alle studies bieden theoretische inzichten in de betrouwbaarheid en de
efficiëntie van CJ. Ze vormen een theoretische basis voor verder
onderzoek naar CJ in het algemeen en specifiek onderzoek naar het
verhogen van de betrouwbaarheid van CJ. Daarenboven geven ze in
meer of mindere mate suggesties voor praktijk en onderzoek.
Studie 1 toont, in een simulatie studie, aan wat de mate van
schattingsbias is voor verscheidene algoritmes om het BTL model te
schatten. Het geeft ook aanbevelingen over wat de beste functie is in R
om het BTL model te schatten.
De resultaten van Studies 2 en 3 verschaffen inzicht in de
betrouwbaarheid en de efficiëntie van CJ assessments die gebruik maken
van willekeurige samengestelde pare. Studie 2 legde het verband tussen
betrouwbaarheid in CJ en de bredere betrouwbaarheidsliteratuur. Het
voorziet de praktijk ook met handvaten voor een eenduidige interpretatie
van de SSR. Uit de bevindingen in Studie 3 kunnen de volgende
praktische implicaties geformuleerd worden. Als men een assessment wil
opzetten gericht op leren (SSR = .70), is er een minimum van 12
vergelijkingen per representatie nodig. Als het doel high stakes
beslissingen zijn (SSR = .80), zijn er ten minste 17 vergelijkingen per
representatie nodig. Mensen in de praktijk die CJ gebruiken worden
gewaarschuwd dat de SSR altijd gecontroleerd moet worden vooraleer
beslist wordt om het assessment te beëindigen.
Studie 4 is een eerste stap in de systematische zoektocht naar en de
constructie en het testen van adaptieve paringsalgoritmes voor CJ. De
taxonomie kan als een leidraad dienen voor onderzoekers. Verder is er
een kritische evaluatie tool ontwikkeld die als een leidraad kan dienen
om algoritmes op een duidelijke manier te beschrijven in de literatuur.
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De data, R code en ander gerelateerd materiaal van Studies 1, 2 en
3 in mijn proefschrift zijn gepubliceerd op het Zenodo platform (Studie
1: Verhavert, 2018a, Studie 2: Verhavert, 2018b; Studie 3: Verhavert et
al., 2018b). Dit maakt replicatie, uitbreiding en versterken van de
bevindingen mogelijk.

“Voor we absolute oordelen geven,
laten we eerst naar de methode kijken.”
- Verhavert (2018)
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Appendix A
Overview of Three Misfit Measures.
Take the expected probability that the representation i will be preferred
over representation j (𝑋𝑖𝑗 = 1) given the ability values 𝛼𝑖 and 𝛼𝑗
𝑒𝑥𝑝(𝛼 −𝛼 )

(1)

𝑃𝑖 (𝛼𝑗 ) = 𝑝(𝑋𝑖𝑗 = 1|𝛼𝑖 , 𝛼𝑗 ) = 1+𝑒𝑥𝑝(𝛼𝑖 −𝛼𝑗
𝑖

𝑗)

Rasch Misfit (U)
(Wright & Stone, 1999)
𝑈𝑣 =

2
∑ 𝑒𝑖𝑗𝑠

∑ 𝐼𝑖𝑗𝑠

(2)

with 𝑒𝑖𝑗 the raw residual for the logistic model calculated by
𝑒𝑖𝑗𝑠 = 𝑥𝑖𝑗𝑠 − 𝑃𝑖 (𝛼𝑗 )

(3)

where 𝑥𝑖𝑗𝑠 = 1 if assessor s prefers representation i over representation j,
and 𝑥𝑖𝑗𝑠 = 0 if assessor s prefers representation j over representation i.
When U is calculated for assessors, the values are summed over s and v
is equal to i. When U is calculated for representations, the values are
summed over i, j and v is equal to s.
Mokken Scalability (H*)
(van der Ark, Croon, & Sijtsma, 2007)
𝐹∗

𝐻𝑣∗ = 1 − 𝐸𝑚𝑣
∗

𝑚𝑣

(4)

200

APPENDIX A

∗
∗
with 𝐹𝑚𝑣
the number of observed Guttman errors and 𝐸𝑚𝑣
the number of

expected Guttman errors. Index v is the assessor when 𝐻𝑣∗ is calculated
for assessors and the representation when 𝐻𝑣∗ is calculated for
representations. Subscript m signifies the comparison is made against
∗
∗
the model. 𝐹𝑚𝑣
and 𝐸𝑚𝑣
are calculated by equation (4) and (5)

respectively
∗
01
𝐹𝑚𝑣
= 𝑛𝑚𝑣

∗
𝐸𝑚𝑣
=

0 ×𝑛1
𝑛𝑚
𝑣

𝑛𝑣

(5)
(6)

01
with 𝑛𝑚𝑣
the number of times that the model predicts a 0 response and
0
the observed response is 1; 𝑛𝑚
is the total number of times the model

predicts a response 0; 𝑛1𝑣 is the total number of times the response 1 is
observed; 𝑛𝑣 is the total number of comparisons. The n values can be
found by constructing a contingency table of the observed responses
(𝑋𝑖𝑗𝑠 ) against the response predicted by the model (𝑋̂𝑖𝑗 )
𝑋̂𝑖𝑗 = {

0 𝑖𝑓 𝑃𝑖 (𝛼𝑗 ) ≤ .50
1 𝑖𝑓 𝑃𝑖 (𝛼𝑗 ) > .50

(7)

Standardized Likelihood (lz)
(Seo & Weiss, 2013)
𝑙𝑧𝑣 =

𝑙0𝑣 −𝐸(𝑙0 )𝑣
√𝑣𝑎𝑟(𝑙0 )𝑣

(8)

with 𝑙0 the likelihood fit index, 𝐸(𝑙0 ) the expected likelihood and 𝑣𝑎𝑟(𝑙0 )
the variance of the likelihood index. Respectively calculated by equations
(9), (10) and (11)
𝑙0𝑣 = ∑ 𝑋𝑖𝑗𝑠 ln 𝑃𝑖 (𝛼𝑗 ) + (1 − 𝑋𝑖𝑗𝑠 ) ln[1 − 𝑃𝑖 (𝛼𝑗 )]

(9)
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𝐸(𝑙0 )𝑣 = ∑ 𝑃𝑖 (𝛼𝑗 )𝑠 ln 𝑃𝑖 (𝛼𝑗 )𝑠 + [1 − 𝑃𝑖 (𝛼𝑗 )𝑠 ] ln [1 − 𝑃𝑖 (𝛼𝑗 )𝑠 ]
𝑣𝑎𝑟(𝑙0 )𝑣 = ∑ 𝑃𝑖 (𝛼𝑗 )𝑣 [1 − 𝑃𝑖 (𝛼𝑗 )𝑣 ] {ln

𝑃𝑖 (𝛼𝑗 )

(10)

2
𝑣

[1−𝑃𝑖 (𝛼𝑗 ) ]

}

(11)

𝑣

when 𝑙𝑧 is calculated for assessors, the values are summed over s and v is
equal to i. When 𝑙𝑧 is calculated for representations, the values are
summed over i, j and v is equal to s. The index s is added to 𝑃𝑖 (𝛼𝑗 ) to
indicate that each pair i,j is judged by at least one assessor s. This is to
make clear that it is possible to sum over assessor(s).
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Appendix B
Proof of SSR
𝐺2
SSR =
(1 + 𝐺 2 )
With
𝐺=

𝜎𝛽
𝑅𝑀𝑆𝐸

Fill out G in SSR

SSR =

𝜎𝛽 2
(1 + (𝑅𝑀𝑆𝐸 ) )

SSR =

If 𝑅𝑀𝑆𝐸 = √𝑀𝑆𝐸 =

∑𝑖 𝑆𝐸𝑖2
𝑛

𝜎𝛽 2
(𝑅𝑀𝑆𝐸 )

𝜎𝛽2
𝑅𝑀𝑆𝐸 2 + 𝜎𝛽2

then 𝑅𝑀𝑆𝐸 2 = 𝑀𝑆𝐸 and If 𝜎𝛽2 = 𝜎𝑣2 − 𝑀𝑆𝐸 then

𝜎𝑣2 = 𝜎𝛽2 + 𝑀𝑆𝐸 thus
SSR =

𝜎𝛽2
𝜎𝑣2

∎
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Appendix C
Table with Assessment Details (Chapter 3)
Table C1.
Assessment details of assessments used in Chapter 3.
Assessmenta

Domain

Assessor

NAc

NR

NCR NCTd

SSR

55

135

18

1224

0,81

52

136

13

890

0,74

42

35

27

474

0,88

12

147

27

2193 0,86

4

84

15

622

0,72

7

42

22

463

0,88

Groupb
Argumentative

Secondary Teachers

Writing: Having

Education

Children
Argumentative

Secondary Teachers

Writing: Organ

Education

Donation
Argumentative

Secondary Teachers and

Writing: Stress of

Education

Students

Students
Teacher
Training

Visual Skills

Secondary Arts Teachers

(visual arts)

Education

Debriefing Notes

Higher

Professors

Political

Education

European

Negotiation

Politics

Job Selection

Job

HR

(CV Screening)

Applicatio

Consultants

n
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Table C1 (Continued 1)
Assessmenta

Domain

Assessor

NAc

NR

NCR NCTd

SSR

51

42

15

308

0,62

50

42

15

306

0,66

40

201

20

200

0,83

Groupb
Job Selection

Job

Students

(CV Screening)

Application Industrial
Psychology
Group1e

Job Selection

Job

Students

(CV Screening)

Application Industrial
Psychology
Group2e

Narrative Writing

Primary

Students

Education

Teacher

0

Training
Entity

Higher

Professors

Relationship

Education

Engineering

Models

4

30

15

228

0,76

28

30

19

280

0,79

93

93

21

969

0,81

30

44

20

424

0,81

Science

Entity

Higher

Peers

Relationship

Education

(Students

Models

Engineering
Science)

Paper Evidence

Higher

Peers

Based Diagnostics

Education

(Students
Rehabilitationf
)

Advanced

Higher

Peers

Quantitative

Education

(Students

Methods

Education
Sciencesf)
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Table C1 (Continued 2)
Assessmenta

Domain

Assessor

NAc

NR

NCR NCTd

SSR

42

10

105

525

0,93

41

9

79

356

0,93

41

9

78

357

0,92

5

20

20

200

0,75

16

20

18

180

0,8

14

58

20

588

0,86

Groupb
Qualitative

Higher

Students

Interview

Education

Education

Techniques

Sciences
Group1g

Qualitative

Higher

Students

Interview

Education

Education

Techniques

Sciences
Group2g

Qualitative

Higher

Students

Interview

Education

Education

Techniques

Sciences
Group3g

Mood Boards

Higher

Professors

Education

Interior
Architecture

Mood Boards

Higher

Peers

Education

Students
Interior
Architecture
Group1

Mathematical

Secondary

Teachers

Education

Secondary

Problem Solving

Education

Task1

Maths
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Table C1 (Continued 3)
Assessmenta

Domain

Assessor

NAc

NR

NCR NCTd

SSR

14

58

18

518

0,86

9

22

19

206

0,77

35

22

30

328

0,67

Groupb
Mathematical

Secondary

Teachers

Education

Secondary

Problem Solving

Education

Task2

Maths

Self-reflection

Higher

Professors

Internship

Education

Medicine

Self-reflection

Higher

Laymen

Internship

Education

Medicine

Medicine
Note. NA = number of assessors; NR = number of representations; NCR = number of comparisons per
representation; NCT = number of comparisons in total.
aAssessments
bWe

with the same name had the same representations but a different assessor group.

specifically distinguish between student groups and peers because not all assessments were peer

assessments.
cApproximately;
dBecause

the number of comparisons for the majority of representations.

of note c and missing data this might not be completely equal to (number of representation *

comparisons per representation) / 2
eOfficial

title of program: Personnel Management and Industrial Psychology.

fOfficial

title of program: Physical Medicine and Rehabilitation.

gOfficial

title of program: Training and Education Sciences.
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Appendix D
Plots of SSR against correlation

Figure D1. Plot of Scale Separation Reliabilities (SSR) against
Pearson’s r correlations.
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Figure D2. Plot of Scale Separation Reliabilities (SSR) against
Pearson’s r correlations squared.
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Appendix E
Table with Assessment Details (Chapter 4)
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Education

Writing:

Education

Writing:

Education

Writing:

Secondary

Education

Visual Skills

(visual arts)

‘Stress of Students’

Secondary

Argumentative

‘Organ Donation’

Secondary

Argumentative

‘Having Children’

Secondary

Context

Argumentative

Assessment a

Text

Text

Arts Teachers Image

(Group 1c) h

Education

Secondary

Teachers

(Group 1b) h

Education

Secondary

Teachers

(Group 1a) h

Education

Secondary

Text

type

group b

Teachers

Representation

Assessor

Assessment details for assessments used in Chapter 4.

Table E1

2193

474

890

1224

NC

147

35

136

135

NR

13

39

50

54

NA c

30

27

13

18

NCR d,e

11.3

0.8

2.6

2.5

NRA

Experts

Experts

Experts

Experts

experience f

Assessor

None

Comparative

Comparative

Comparative

Feedback g

.86

.85

.74

.81

SSR

HR

Selection:

HR

Selection:

HR

(CV Screening)

Job Selection

(CV Screening)

Job Selection

(CV Screening)

(Group 2) i

Psychology

Industrial

Students

(Group 1) i

Psychology

Industrial

Students

Consultants

HR

Selection:

Job Selection

European

Politics

Education

Political

Text

Text

Text

Text

type

group b

Professors

Representation

Assessor

Negotiation

Higher

Context

Debriefing Notes

Assessment a

Table E1 (Continued 1)

305

308

463

622

NC

42

42

42

84

NR

29

28

7

4

NA c

15

15

22

15

NCR d,e

1.4

1.5

6

21

NRA

Novices

Novices

Experts

Experts

experience f

Assessor

Comparative

Comparative

Comparative

None

Feedback g

.67

.61

.88

.72

SSR

Education

Relationship

Education

Evidence Based

Diagnostics

Students

Higher

Paper

n (Group 1) j

Rehabilitatio

Science

Models

Engineering

Students

Higher

Entity

Engineering

Science

Education

Relationship

Professors

Models

Higher

(Group 1)

Training

Teacher

Education

Text

Text

Text

Text

type

group b

Students

Representation

Assessor

Primary

Context

Entity

Narrative Writing

Assessment a

Table E1 (Continued 2)

986

280

228

2000

NC

93

27

27

201

NR

90

28

4

40

NA c

21

21

17

20

NCR d,e

1

1

6.8

5

NRA

Peers

Peers

Experts

Novices

experience f

Assessor

Pro-Con

Pro-Con

Pro-Con

None

Feedback g

.81

.79

.76

.83

SSR

Education

Quantitative

Education

Interview

Education

Interview

Techniques

Higher

Qualitative

Techniques

Higher

Qualitative

Methods

Higher

Context

Advanced

Assessment a

Table E1 (Continued 3)

(Group 3) k

Sciences

Education

Students

(Group 2) k

Sciences

Education

Students

(Group 1) k

Sciences

Education

Video

Video

Text

type

group b

Students

Representation

Assessor

341

507

424

NC

9

10

44

NR

31

33

29

NA c

76

101

19

NCR d,e

0.3

0.3

1.5

NRA

Novices

Novices

Peers

experience f

Assessor

Comparative

None

Pro-Con

Feedback g

.94

.94

.80

SSR

Mood Boards

Mood Boards

Interior

Education

Interior

Education

(Group 1)

Architecture

Students

Higher

Architecture

Professors

(Group 4) k

Sciences

Education

Image

Image

Video

type

group b

Students

Representation

Assessor

Higher

Education

Interview

Techniques

Higher

Context

Qualitative

Assessment a

Table E1 (Continued 4)

180

200

331

NC

20

20

9

NR

15

5

31

NA c

18

20

74

NCR d,e

1.3

4

0.3

NRA

Peers

Experts

Novices

experience f

Assessor

Pro-Con

Pro-Con

Pro-Con

Feedback g

.75

.75

.92

SSR

Development (Group 1)

Training (Group 1

Competence 2)

Development (Group 1)

Training (Group 1

Committee

Professional

Headmaster

Selection

Selection:

Selection

Competence 1)

Professional

Headmaster

Committee

Selection

Selection:

Selection

Educational

Innovation

Jury

Educational

Jury

Innovation

Selection:

(Group 2)

Architecture

Interior

Education

Portfolio

Portfolio

Text

Image

type

group b

Students

Representation

Assessor

Higher

Context

Project Proposals

Mood Boards

Assessment a

Table E1 (Continued 5)
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60

211

NC

20

20

6

20

NR

6

6

5

17

NA c

20

20

20

21

NCR d,e

3.3

3.3

1,2

1.2

NRA

Experts

Experts

Peers

Peers

experience f

Assessor

Pro-Con

Pro-Con

Pro-Con

Pro-Con

Feedback g

.75

.80

.71

.76

SSR

Professional

Headmaster

Committee

Education

Problem Solving

Education

Problem Solving

Education

Internship

Medicine

Higher

Self-reflection

(Task 2)

Secondary

Mathematical

(Task 1)

Secondary

Mathematical

Medicine

Professors

Maths

Education

Secondary

Teachers

Maths

Education

Secondary

Teachers

Text

Text

Text

Text

type

group b

Selection

Representation

Assessor

Training (Group 2) Development (Group 2)

Selection:

Context

Selection

Assessment a

Table E1 (Continued 6)
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546

559

130

NC

22

58

58

16

NR

38

14

14

13

NA c

19

19

19

16

NCR d,e

2.2

1.14

4.14

1.23

NRA

Experts

Experts

Experts

Experts

experience f

Assessor

Pro-Con

Comparative

Comparative

Pro-Con

Feedback g

.79

.86

.86

.81

SSR

Education

Internship

Primary

Education

Primary

Education

Informative

Writing

Informative

Writing

Medicine

Higher

Context

Self-reflection

Assessment a

Table E1 (Continued 7)

Group) l

Training

Sciences (No-

Educational

Students

Group) l

(Training

Sciences

Educational

Students

(Group 1)

Text

Text

Text

type

group b

Novices

Representation

Assessor

1799

1350

326

NC

183

183

22

NR

8

5

38

NA c

18

15

30

NCR d,e
experience f

Assessor

22.9 Experts

36.6 Novices

0.58 Novices

NRA

Pro-Con

Pro-Con

Pro-Con

Feedback g

.87

.79

.67

SSR

Education

Writing

Education

Writing: ‘Having

Secondary

Education

English Writing

Skills

Mixed n

‘Stress of Students’

Children’ and

Secondary

Argumentative

Handwritten m

Primary

Context

Informative

Assessment a

Table E (Continued 8)

Raters o, p

Internal

Board

Examination

Flanders

Education

Secondary

Teachers

(Group 3) l

Sciences

Educational

Text

Text

Text

type

group b

Students

Representation

Assessor

325

1150

1575

NC

37

105

183

NR

12

25

7

NA c

18

22

17

NCR d,e

Experts

Novices

experience f

Assessor

2.85 Experts

4.2

26.1

NRA

Pro-Con

None

Pro-Con

Feedback g

.86

.80

.83

SSR

Context

Secondary

Education

Secondary

Education

Assessment a

English Writing

Skills

English Writing

Skills

Table E1 (Continued 9)

test) o, p

Raters (Post-

External

Board

Examination

Flanders

test) o, p

Raters (Pre-

External

Board

Examination

Text

Text

type

group b

Flanders

Representation

Assessor

194

296

NC

37

37

NR

13

16

NA c

10

16

NCR d,e

2.8

2.2

NRA

Experts

Novices

experience f

Assessor

Pro-Con

Pro-Con

Feedback g

.69

.78

SSR

Education

Writing Different

Issues” s

(Group 3) r

“Environmental

Teacher

Training

Education

Reasoning /

Students

Scientific Inquiry:

Higher

Argumentative

Issues”

(Group 3) r

“Environmental

Teacher

Training

Education

Reasoning /

Students

(Group 2)

Training

Teacher

Text

Text

Text

type

group b

Students

Representation

Assessor

Scientific Inquiry:

Higher

Argumentative

Years q

Primary

Context

Informative

Assessment a

Table E1 (Continued 10)

284

246

852

NC

33

33

253

NR

16

12

12

NA c

15

17

7

NCR d,e

1.6

2.4

16.8

NRA

Peers

Peers

Novices

experience f

Assessor

Pro-Con

Pro-Con

None

Feedback g

.74

.68

.53

SSR

Speech

Production

Production: Stress

in Two-Syllable

Speech

Production

Production:

Pronunciation of

Speech

Production

Production: Stress

in Two-Syllable

Words Experiment

Research:

Speech

Words Pilot

Two-Syllable

Research:

Speech

Words Pilot

Research:

Context

Speech

Assessment a

Table E1 (Continued 11)

Novices

Trained

Audiologists t

Audio

Audio

Audio

type

group b

Audiologists

Representation

Assessor

9038

630

913

NC

1089

45

100

NR

101

14

12

NA c

17

28

18

NCR d,e

10.3

3.2

7.1

NRA

Experts

Experts

Experts

experience f

Assessor

None

Comparative

None

Feedback g

.74

.91

.81

SSR

ization

Research:

Teacher

Professional- Supporters u

ization

Education

Inclusive

Classroom

Practices Primary

Education

Professional- Supporters u

ization

Practices

Secondary

Education

Teacher

Classroom

Pedagogical

Research:

Academics,

Pedagogical

Academics,

Inclusive

[Subset] v

Professional- Supporters u

Practices Primary

Pedagogical

Teacher

Classroom

Video

Video

Video

type

group b

Academics,

Representation

Assessor

Research:

Context

Inclusive

Assessment a

Table E1 (Continued 12)

239

54

265

NC

15

15

23

NR

30

9

27

NA c

32

7

23

NCR d,e

0.5

1.7

0.8

NRA

Experts

Experts

Experts

experience f

Assessor

Pro-Con

Pro-Con

Pro-Con

Feedback g

.87

.50

.77

SSR

Education

Patient Dossiers

Primary

Education

Primary

Education

Letter 1

Writing Formal

Letter 2

Animation,

Education

(Group 2) w

Students

University

(Group 1) w

Students

University

Animators

Professional

Professors

Construction

Students

n (Group 2) j

Rehabilitatio

Text

Text

Video

Text

Text

type

group b

Students

Representation

Assessor

Higher

Writing Formal

Animation Skills

education

Personal Branding Higher

Higher

Context

Physiotherapeutic

Assessment a

Table E1 (Continued 13)

196

1211

336

1037

680

NC

20

125

50

92

89

NR

28

123

8

105

136

NA c

20

19

13

23

15

NCR d,e

0.7

1

6.3

0.9

0.7

NRA

Novices

Novices

Experts

Experts

Peers

experience f

Assessor

None

None

None

Pro-Con

Pro-Con

Feedback g

.81

.82

.72

.80

.71

SSR

Estimation

Number

Assessment a

Research

Context

Table E1 (Continued 14)

(Group 2)

Image

type

group b

Novices

Representation

Assessor

2969

NC

20

NR

16

NA c

297

NCR d,e

1.1

NRA

Novices

experience f

Assessor

None

Feedback g

.99

SSR

Experts were or experts in (assessment in) the specific field or assessors who receive specific training. Novices were complete novices and/or did not receive any formal training in

of feedback asked; Comparative: “Why is Representation A better than Representation B?”; Pro-Con: “Describe for each representation some good points and some working

Official title of program: Educational Science: Foundations and Practice of Education.

l

subject the Flanders Examination Board has a set of regular raters (Internal Raters). This group is extended with freelance domain experts (External Raters) to cover peak

name in Dutch Agentschap voor Hoger Onderwijs, Volwassenenonderwijs, Kwalificaties en Studietoelagen: Examen Commissie

Official title of programs: Bachelor’s Degree in Elementary School Teaching and Bachelor’s Degree in Kindergarten School Teaching

This assessment only differed from the other in that peers could also judge their own works. Correlations between the scale estimates of both assessments did not reveal any large

r

s

This group contains two assessors extra than the previous group audiologists.

These three assessor groups partly overlapped.

The representations in this assessment were a subset of the representations in the first “Inclusive Classroom Practices Primary Education” assessment.

These group exist of randomly recruited university students.

t

u

v

w

differences in results.

This is a completely different assignment and context than the other “Informative Writing” assessments.

q

moments.

p Per

o Official

These texts were the same as presented in Argumentative Writing: Having Children and Argumentative Writing Student Stress but the topics were included in the same assessment.

Official title of program: Training and Education Sciences.

k

the texts were the same texts as in the previous two “Informative Writing” assessments but in their original handwritten version.

Official title of program: Physical Medicine and Rehabilitation.

j

n

Official title of program: Personnel Management and Industrial Psychology.

i

m

These three assessor groups partly overlapped.

h

points.”

g Type

assessing. Peers were fellow students who did the same assignment or who were one year further?

f

in the analysis the unrounded values were used.

NCR = NC / NR * 2;

e Rounded;

Approximately; the number of assessors that completed at least 1/3 of their comparisons.

d

Groups with the same name had the same assessors unless otherwise stated.

with the same name had the same representations but a different assessor group.

c

b Assessor

a Assessments

representations per assessor.

Note. NC = number of comparisons in total; NR = number of representations; NA = number of assessors; NCR = number of comparisons per representation; NRA = number of
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Appendix F
Critical Appraisal Tool for Judging the Clarity of Algorithm
Descriptions
In what detail should an algorithm be described in order for someone to
understand and implement it? With someone we mean a practitioner or
beginning researcher with minimal foreknowledge and a basic
knowledge in mathematics and statistics. With foreknowledge it is
meant, knowledge that is specific for the research domain in which the
algorithm is developed or the article is written. It means that the
description of the algorithm is understandable without the need to
search for extra references within or outside the research domain of the
article under consideration.
1. Is it clear how many steps the algorithm comprises?
 Stated or enumerated
 Single rule: I do not need any (important/mandatory)
preparation step(s) before I can implements/execute this
rule
2. Are the prerequisites for each step (the single step) clear? [nonmathematical]
 The initial state is described or can be derived: I know what
information I need before I start with the algorithm.
i. initial state = situation before any selection is done

APPENDIX F

227
ii. information

=

items/representations/stimuli,

number

of

non-mathematical

constants, start items, …
 or not important: It does not really matter what the start
conditions are
 I know all the information I need to apply the rule
3. Is (Are) the step(s)/rule(s) clearly described? [procedural/nonmathematical]
 The description is on such a level that no extra search is
needed to be able to implement the algorithm.
 Domain specific knowledge is explained enough.
i. Not looking up references should not prevent me from
implementing the algorithm.
4. Are the (underlying) mathematical models/calculations clearly
explained or not required to implement the algorithm?
 The model/calculation is made explicit on such a level that I
can implement the algorithm.
 All parameters are explained on such a level that I can
implement the model/formula: i.e., I know where I can get
the values required to do the maths.
 I know what are common values for constants or how they
can be determined.
i. It can be derived that one needs to find out (through
experience or simulations) what a suited value is.
 No advanced mathematical knowledge is required to do the
maths: e.g., integral calculations, derivations, …
i. Exception: if there are statistical packages available to
conduct the calculations, e.g., in the light of statistical

228

APPENDIX F
estimation, then it can be considered like the
calculations are not required.
ii. Exception: the statistical approach, i.e., frequentist or
Bayesian

statistics.

Knowledge about a specific statistical approach
depends on one’s education. Most people are taught
frequentist statistics. However, it is conceivable that
one’s statistics education was Bayesian oriented. Or
one

may

know

both.

From research articles it cannot be expected to explain
the basics of a whole statistical approach. Therefore, if
the basics of the used statistical approach, frequentist
or Bayesian, is not explained (in enough detail), this
cannot be taken as an argument for a low quality
description. It should thus not lead to a “no” on this
question.
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Appendix G
Overview of Included Algorithms
Algorithms indicated with a star (*) are conditionally included based on
the critical appraisal (details see main text)
1. Fixed Step Size Staircase (Hill, Hauser, & Schalk, 2014) or UpDown method (Hirose, 2011)
2. Stochastic approximation (SA; Faes et al., 2007)
3. Accelerated Stochastic Approximation (ASA; Faes et al., 2007)
4. Modified Binary Search (MOBS; Anderson & Johnson, 2006)
5. History based selection* (Barla et al., 2010)
6. Square design (Li, Barkowsky, & Le Callet, 2012)
7. Square and Spiral design* (Li et al., 2012)
8. Categorization Sort (Kemp & Grace, 2016)
9. Adaptive Generalized Pólya Urn (GPU) design (with the k-up/kdown rule; Mugno, Zhus, & Rosenberger, 2004)
10. Fixed Step Size Staircase with random component (Doll et al.,
2014)
11. Elo-type algorithm with fixed 𝛽𝑖 (Doebler et al., 2015)
12. Elo-type algorithm with changing 𝛽𝑖 (Doebler et al., 2015)
13. Elo-type algorithm with changing 𝛽𝑖 and uncertainty tuneing
(Doebler et al., 2015)
14. Simulated Annealing Algorithm (Lu, Cong, & Zhou, 2014)
15. Maximal Likelihood estimation (Karmali, Chaudhuri, Yi, &
Merfeld, 2016)
16. Parameter Estimation by Sequenial Testing (PEST) with
symmetric step size (Karmali et al., 2016)
17. PEST with asymmetric step size (Karmali et al., 2016)
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18. Bias Corrected Maximal Likelihood-estimation (Karmali et al.,
2016)
19. Minimum Expected Posterior Variance (MEVP; Montgomery &
Cutler, 2013)
20. ZEST (Alcala-Quintana & Garcia-Perez, 2007)
21. Maximal Fisher information (MFI; Bass, Morris, & Neapolitan,
2015)
22. MFI with feedback control(Weissman, 2006)
23. Maximum Information per time unit (Fan et al., 2012)
24. Efficiency Balanced Information Criterion (Han, 2012)
25. Efficiency Balanced Information Criterion over Interval* (Han,
2012)
26. Adjusted progressive method* (Wang & Huang, 2011)
27. Fisher information over an interval [summed; A-optimal] (FII;
Passos, Berger, & Tan, 2007)
28. FII [product; D-optimal] (Passos et al., 2007)
29. Fisher Information over an interval with feedback control*
(Weissman, 2006)
30. Maximum Information Stratification Method With Blocking
(MIS-B; Barrada et al., 2010)
31. Likelihood weighted Fisher information* (Barrada et al., 2010)
32. Posterior Weighted Fisher Information* (MPI; Bass et al., 2015)
33. MPI with theta/b interval blocking (Penfield, 2006)
34. Maximum Expected Information (MEI) with theta/b interval
blocking (Penfield, 2006)
35. Bayesian Adaptive Testing* (Frey & Seitz, 2011)
36. Kullback-Leibler Information over an interval version A* (KLII;
Chen et al., 2000)
37. KLII version B* (Chen et al., 2000)
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38. Likelihood weighted Kullback-Leibler information* (Barrada et
al., 2010)
39. Posterior weighted Kullback-Leibler Information* (Chen et al.,
2000)
40. PSI method (Remus & Collins, 2007) or Bayesian Mutual
Information Selection* (Kujala et al., 2010)
41. Expected Cost Balanced Bayesian Mutual Information Selection*
(Kujala et al., 2010)

