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Abstract

Due to the new industrial revolution or innovation in Cyber-Physical Systems and Internetof-Things in general, the number of embedded devices in such environments increases
exponentially. Controlling this increase of computing resources requires the use of new
technologies such as multi-core processors and embedded virtualization. Combining both
technologies makes it possible to reduce the number of the embedded systems by combining multiple separated systems into one powerful system.
Those powerful systems hosts multiple tasks and are in most cases under the control
of an operating system. The execution order of the tasks is orchestrated by the scheduler
of this operating system. The scheduler uses a scheduling algorithm to assign a priority
to each task. A wide variety of scheduling algorithms exists and it is the responsibility
of the software developer to select the best fit for a specific application. Selecting a
scheduling algorithm for single-core systems is relatively easy because of the limited
design space. However, for multi-core systems in combination with virtualization, this
becomes rather complex. This is because the degrees of freedom increases (multiple cores
and scheduling levels) and this translates into a dramatic increase of the design space.
As there is no general optimal scheduling algorithm for every application, the selection
of the scheduling algorithm has to be made for every application individually. Currently,
scheduling algorithms are selected manually during the implementation stage. Analysing
each scheduling algorithm at this stage of the design process comes with a high cost and
is time consuming.
To reduce the costs of this selection process, this dissertation proposes a new analysis
methodology. The main goal of this analysis methodology is to reduce to design space as
soon as possible during the design process. In an early stage we explore the whole design
space at a high abstraction level. Based on limited data we are able to reduce the design
space at this high abstraction level at a low cost and only retain the high potential
scheduling algorithms. At the lower abstraction levels we further reduce the design
space, to eventually select the optimized scheduling algorithm at the lowest abstraction
level from the available design space. For this only a small portion of the design space
must be analysed at this high cost abstraction level. The gathered information about
the optimized scheduling algorithm from the analysis methodology is provided to the
traditional scheduling analysis at the implementation stage. This will reduce the costs
of the design process of selecting an optimized scheduling algorithm for the application.
We evaluate this analysis methodology based on four experiments with an increasing
i
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complexity. First, we evaluate on a multi-core embedded system without virtualization.
In the second experiment, we included the virtualization technology. In this experiment
we used a powerful general purpose system as target platform. In the third experiment we
evaluate on an embedded multi-core system with virtualization. In a final experiment, we
prove that the analysis methodology is capable of analysing applications with multi-level
nested virtualization.
The results of the experiments prove that: (1) the performance of a scheduling algorithm is application depended with the result that virtualized embedded multi-core
applications can have a different optimized scheduling algorithm. (2) It is possible to
reduce the design space of scheduling algorithms at an early stage of the design process
and further reduce this during the design process of the application using our analysis
methodology. This reduces the total cost of the design process dramatically.
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Samenvatting

Door de nieuw industriële revolutie of in het algemeen de innovatie in Cyber-Fysieke
systemen en Internet of Things-omgevingen, is de toename van het aantal embedded
systemen in zo een systemen exponentieel. Om deze toename van computerkracht te
beheersen, zijn nieuwe technologieën nodig zoals multi-core processoren en embedded
virtualisatie. De combinatie van beide technologieën maakt het mogelijk om het aantal
embedded systemen te doen dalen door meerdere afzonderlijke systemen te bundelen in
één krachtig embedded systeem.
Deze krachtige embedded systemen hosten meerdere taken onder de controle van een
besturingssysteem. De uitvoervolgorde van de taken wordt bepaald door de scheduler
van het besturingssysteem, die op zich gebruikt maakt van een scheduling algoritme om
aan elke taak een prioriteit toe te kennen. Er bestaan meerdere scheduling algoritmes
en het is de verantwoordelijkheid van de softwareontwikkelaar om het meest geschikte
scheduling algoritme voor de applicatie te selecteren. Het selecteren van een scheduling
algoritme voor single-core systemen is relatief eenvoudig vanwege de beperkte set van
mogelijke scheduling algoritmes. Voor multi-core systemen in combinatie met virtualisatie wordt dit echter complex. De reden hiervoor is dat graden van vrijheid toenemen
(meerdere processor kernen en scheduling lagen) en dit vertaalt zich in sterke stijging
van de ontwerpruimte van scheduling algoritmes. Doordat er geen algemeen optimaal
scheduling algoritme bestaat voor iedere applicatie, wordt er voor elke applicatie individueel een geoptimaliseerd scheduling algoritme geselecteerd. Momenteel, wordt deze
selectie handmatig uitgevoerd tijdens de implementatie fase van het ontwerpproces. Het
analyseren van de hele set van scheduling algoritmes tijdens deze fase van het ontwerpproces komt met een enorme kost en is tijdrovend.
Om de kosten van het selecteren van het scheduling algoritme voor complexe embedded systemen te reduceren, introduceren we in dit proefschrift een nieuwe analyse
methodologie. Het hoofddoel van deze analyse methodologie is het reduceren van de
ontwerpruimte in een zo vroeg mogelijke fase van het ontwerpproces. Tijdens een vroege
fase verkennen we de hele ontwerpruimte van alle mogelijke scheduling algoritmes op een
hoog abstractieniveau. Op dit abstractieniveau reduceren we de ontwerpruimte tegen een
lage kost en selecteren we enkel scheduling algoritmes met een hoog potentieel. Bij de
lagere abstractieniveaus reduceren we de ontwerpruimte verder, om uiteindelijk op het
laagste abstractieniveau het meest geoptimaliseerde scheduling algoritme te selecteren.
Het analyseren van een scheduling algoritme op dit abstractieniveau gaat gepaard met een
iii
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hoge kost. Doordat we slechts een klein deel van de ontwerpruimte moeten analyseren,
blijven deze kosten beperkt. De verzamelde informatie gaande over het geoptimaliseerde
scheduling algoritme kan worden gebruikt in traditionele analyse tijdens de implementatiefase van het ontwerpproces. Hierdoor worden de kosten voor het selecteren van het
geoptimaliseerde scheduling algoritme van een applicatie beperkt.
We evalueren deze analyse methodologie door middel van vier experimenten met een
toenemende complexiteit. Eerst evalueren we de analyse methodologie op een embedded multi-core systeem zonder virtualisatie. In het tweede experiment combineren de
multi-core en virtualisatie technologie. In dit experiment maken we gebruik van een
desktopsysteem met een krachtige multi-core processor. In het derde experiment maken
we gebruik van een embedded multi-core systeem met virtualisatie. In het laatste experiment tonen we aan dat de analyse methodologie in staat om een systeem te analyseren
met meerdere virtualisatie lagen, nl. geneste virtualisatie.
De resultaten van de experimenten bewijzen dat: (1) de prestaties van een scheduling
algoritme applicatie afhankelijk is. Met als gevolg dat gevirtualiseerde embedded multicore applicaties een verschillend geoptimaliseerd scheduling algoritme kunnen hebben.
(2) Het mogelijk is om de ontwerpruimte al vanaf een vroege fase van het ontwerpproces
te reduceren en zelfs nog verder te reduceren in de volgende fases gebruik makende van
de analyse methodologie. Dit vermindert de totale kost van het ontwerpproces enorm.
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Chapter 1

Introduction

Embedded systems are widely used in today’s mechatronic systems, largely due to decreasing cost of resources such as computing power and communication bandwidth.
Trends indicate an evolution towards more powerful embedded systems in the mechatronic context. This evolution has two main drivers:
1. The shift from traditional mechanical controlled systems towards more powerful
electronic control (e.g. x-by-wire);
2. The merger of Cyber-Physical Systems (CPS) and Internet-of-Things (IoT).
This evolution leads to an exponential growth of the number of embedded systems
in modern mechatronic applications. It also results in additional functionality in the
electronic control units. This evolution, however, also has a downside. The high reliability
of mechanical control is harder to realize on electronic control units (software). Additional
logic needs to be provided to the control units to conform to all safety regulations.
The evolution fits with what is referred to as the next industrial revolution: Industry
4.0 [HPO16]. In the present-day environment, everything is being connected to the
internet to collect and share data. This connection to other devices and/or clouds will
result in improved efficiency, accuracy and economic benefits. Smart cities, smart grids,
autonomous vehicles are just a few examples of the high potential of this connected world.
However, CPSs are often designed as a closed system. Particularly when real-time and
deterministic behaviour must be guaranteed. By this we mean that each application
should not only be functional correct, but its behaviour should always be the same and
we should be able to prove that it will finish before a specific deadline. By closed systems
we mean that every potential scenario is included in the design and every component has
to be engineered to guarantee this behaviour. IoT, on the other hand, is an open world
where the environment changes dynamically and components are added and removed at
run-time. Combining both platforms in a safe and reliable manner is hard with current
technologies.
With the current embedded systems and technologies the complexity becomes an issue
in designing mechatronic systems. The increasing demand for computing power, would
1
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require an increase in the number of embedded systems. However, this offset with the
use of multi-core technology, because the multi-core technology increases the computing
power on a single chip. This translates into more powerful embedded systems. On current
embedded systems, each individual system has it own application. With the combination
of CPS and IoT, the current embedded systems can not handle this mix of heterogeneous
applications, because of interference in resource management between applications. If
for example an IoT application demands more resources or crashes, it has an adverse
effect on the CPS application which could cause deadline misses. These issues makes
it impossible to combine multiple applications on a single embedded system, regardless
of the available computing power. Virtualization technology provides the possibility to
implement multiple applications on a single embedded system in such a way that the
applications can not interfere with another. Virtualization enables multiple operating
systems to run on the same hardware simultaneously, parallel and independently. Beside
partitioning multiple applications on one embedded system, the virtualization technology
provides a solution to other issues:
• Portability: hardware changes imply that the application(s) must be adjusted
towards the new hardware platform. Virtualization abstracts the hardware towards
guest operation systems (OS) and their applications. This makes it possible to
change the hardware platform without changing the guest OSs and applications,
which decreases the development time and costs.
• Partitioning: virtualization makes it possible to hosts multiple guest OSs on one
hardware platform, with secure partitioning of guest OSs for both real-time and
general purpose. The partitioning of guest OSs is possible for computing resources
(CPU), as well as for spatial resources (memory). Both spatial and temporal partitioning of guest OSs, provide a secure environment for the applications.
• Integration: implementation of additional functionality on an embedded system
requires that the whole system is analysed to guarantee the multiple applications
can operate together in terms of resources. In virtualization, the resource supply
of a guest OS can be simplified, which makes it possible to check if additional
functionality can be added. This makes it also possible to migrate guest OSs
between hardware platforms. For IoT applications, which are dynamically in terms
of resources usage, this enhances an optimized placement depending on the required
resources.
• Redundancy: hardware redundancy requires multiple embedded systems hosting
the same application(s). With the current embedded systems, software redundancy
also requires this. However, with the virtualization technology one embedded system can host the same application multiple times in a different guest OS in a secure
partition. Which makes it possible the analyse the results of both applications independently of one another on one embedded system. This reduces the number of
required embedded systems in a CPS.
Although the multi-core and virtualization technology provide a solution to a number
of critical issues, both technologies were not initially designed for embedded systems.
The requirements of a personal computer or cloud infrastructures differ from those of
embedded systems. Personal computers and cloud computing are optimized towards the
2
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average computing performance and throughput. For embedded systems, (hard) realtime behaviour is a key concern. In this thesis we mean with the concept of real-time:
tasks which an execution that must not only be functionally correct, but the output
has to be produced within a predefined amount of time, i.e. before a deadline. The
determinism of the system results in a controllable execution of the task.

1.1

Motivation

To execute multiple tasks, a scheduler in combination with a scheduling algorithm are
needed to schedule the real-time tasks in a sequence that enables each task to meet its
deadline. Schedulability analysis is performed during the design of the embedded system
to guarantee that for given set of tasks and scheduling algorithm it is possible to meet the
deadlines. Schedulability analysis for single-core embedded systems is rather straightforward. A scheduling algorithm is selected based on its properties (maximum utilization,
type of tasks,... ) [LL73]. With the introduction of the multi-core and virtualization
technology, the degrees of freedom for the scheduler have been increased. This necessitates the development of new scheduling algorithms and techniques to handle those
degrees of freedom. First, with the multi-core technology, the number of cores increases
and this requires new scheduling algorithms to schedule the application on the multiple cores efficiently [DB09]. Secondly, virtualization technology introduces a hierarchical
scheduling structure [DLS97]: 1) scheduling the application inside the guest OS on the
virtual resources, and 2) scheduling the virtual resources of the guest OSs on the physical
resources. New techniques need to be used to analyse the hierarchical scheduling structure. In this context, it becomes hard or even impossible to have a scheduling algorithm
that is optimal for all applications. Due to the high number of scheduling algorithms for
multi-core platforms and the active development of real-time and embedded virtualization, implementing all the different scheduling algorithms directly on the target platform
will be too costly and time consuming. This thesis will introduce a methodology to cope
with this problem.
Figure 1.1 displays the V-model. The V-model is a commonly used software design methodology for real-time applications. More information is given in section 2.5.
Changing the scheduling technique at the end of the design process requires going back
several steps in this design process, which comes with a great cost. Without information
about the performance of the scheduling algorithm on the application, selecting the right
scheduling algorithm at the implementation stage, is some what a gamble. However, different analysis techniques (formal analysis and simulation-based analysis) exist to gather
information about the scheduling algorithms for the application at an earlier stage of
the design process. With the results of the analyses, more information will be available
at the implementation stage. This will benefit the selection of the scheduling algorithm
for the application. Eventually this will reduce the costs and the timespan of the design
process. Based on this our methodology will make a difference.
For the virtualization technology, however, the implementations of those analysis
techniques are limited. The design of the scheduling techniques is an active research
topic and implementation of those scheduling techniques in simulation environments and
at the implementation level is limited [CSR12]. This makes it difficult to use information about the schedulability analysis from formal and simulation-based analysis in the
implementation phase of the design process.
3
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Figure 1.1: The V-model: a software design methodology [Roo86].

We can summarize this motivation to two issues: first, the need to analyse the application at early stage of the design process to select an optimized scheduling algorithm.
Second, the absence of analysis tools to analyse the schedulability during the design
process for real-time virtualization.

1.2

Contributions

The main contribution of this thesis is a new real-time scheduling analysis methodology
for virtualized embedded multi-core systems. This methodology is designed to select an
optimized scheduling technique for a given application context. This context includes
the taskset, scheduling levels, the target platform and other parameters (section 3.2.4).
At the highest abstraction level, a formal analysis calculates the schedulability of candidate scheduling algorithms using an abstract system and application description. This
information is already available during an early stage of the development process, see
Figure 1.1. This often leads to a strong reduction of the design space of scheduling algorithms. At the second abstraction level, simulation is used to evaluate deadline behaviour
of the candidates. Again a fraction of candidates is eliminated. At the lowest level, at
the final stages of the design process (Figure 1.1), scheduling techniques implemented
on the target platform are analysed for the given applications. Figure 1.2 displays this
analysis methodology.
The result of this analysis methodology for an application will be an optimized
scheduling algorithm or combination of scheduling algorithms which requires the lowest amount of resources to schedule the tasks without deadline misses at all abstraction
levels.
Other contributions made in this thesis are:
1. A number of tools to analyse an application context and a set of scheduling
4
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Figure 1.2: The analysis methodology with three abstraction levels of analysis.

algorithms. I designed and implemented a simulator, based on hsSim [CSR12], to
simulate real-time scheduling in virtualization using the scheduling techniques of
the formal analysis. Another tool I developed for the analysis methodology is an
embedded hypervisor, Xvisor-RT [DMBH17], with support of real-time scheduling
in multiple virtual machines (VMs) on a multi-core target platform. The hypervisor
is also designed to support processor sharing between multiple VMs.
2. Taskset-generator [DAH+ 16]: analysing an application requires task information. Analysing the application at the lowest abstraction level and at an early stage
of the design process is difficult because the actual implementation of the application is not yet fully available. Both the formal analysis and simulation-based
analysis only require the task parameters, but the deployment-based analysis requires executable tasks. Therefore we designed a taskset-generator which generates tasks for all analysis levels. This taskset-generator generates, based on the
task parameters, executable tasks with realistic source code and an execution time
approximating the worst-case execution time (WCET) to analyse the worst-case
scenario for the scheduling algorithm.

1.3

Outline

Chapter 2 of this thesis describes the background on the multi-core and virtualization
technology and real-time scheduling. We also give an overview of the available scheduling techniques for a real-time workload for both technologies. We explain the analysis
methodology in Chapter 3 with all the abstraction levels of analysis. Each abstraction
level is explained with the advantages and disadvantages of the analysis technique. To
use the analysis methodology for an application context, we need for each abstraction
level the appropriate analysis software. This implementation together with the implementation of the taskset-generator are elaborated in Chapter 4. We evaluate the analysis
methodology through multiple experiments in Chapter 5. In Chapter 6 we conclude this
thesis and give an overview of the future work for the contributions made in this thesis.
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Chapter 2

Background

In this chapter several techniques, technologies and concepts in the context of real-time
systems, multi-core processors, virtualization and schedulability are explained. They are
used throughout the other chapters in this thesis.
Section 2.1 elaborates on the multi-core and virtualization technology. Both technologies are gaining more attention for embedded systems. For real-time embedded systems
scheduling is an important part, but also in other systems such as servers, personal
computers, switches, routers, ... . Section 2.2 explains the task scheduling mechanism
for the different technologies of the first section including the single-core technology.
In section 2.3 our interpretation of a real-time system is put apart together with for
each technology the realization of real-time scheduling and the available scheduling algorithms. The task model used in the thesis is also proposed in section 2.3. The ability
to calculate and analyse the schedule of a set of jobs with a given scheduling algorithm,
is called the schedulability analysis. This set of jobs is scheduled with a certain goal
in mind (deadlines, throughput, user fairness, . . . ). The schedulability analysis differs
per scheduling algorithm. Depending on the used technology (single-core, multi-core,
virtualization, . . . ), different scheduling algorithms are used. Schedulability analysis for
each technology is explained in section 2.4 with the goal of meeting all job deadlines.
Software design methodologies used to design applications are elaborated in section 2.5.

2.1

Introduction

Both the multi-core and virtualization technology were originally introduced in personal
computers and server infrastructures. Multi-core processors are used to increase the
processing power of a single processor by using multiple execution cores. With multiple
cores, multiple tasks can be executed in parallel which increases the throughput of the
processor. The virtualization technology makes it possible to share computing resources
of a single system between multiple operating systems (OSs). With virtualization the
computing resources are used more efficiently because multiple OSs operate simultane7
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ously. With the growth of the number of cores in a processor, the usage of virtualization
increased.

2.1.1

Multi-core technology

In the early 2000’s Intel, AMD, IBM, Sun and other microchip vendors introduced microchips with multiple execution cores, a multi-core central processing unit (CPU). Due
to the decreasing improvements of the rate of the processor clock speed, CPUs with
multiple execution cores gained more interest. With the possibility of parallel computing
on a single chip, the overall throughput improved and simultaneously have an acceptable power consumption [KOH09]. For single-core processors, techniques to improve
clock frequency where at their physical limitations in terms of heat dispensation and
power consumption [BFH+ 13]. Current techniques to build integrated circuits can not
withstand more frequency scaling [Kis02]. With a growing interest in multiprocessor
architectures, the multi-core processor became popular for commercial activities.
Different computer architectures with multiple processors already existed. The most
common architecture is a symmetric multiprocessing system (SMP) [Tan07]. In a SMP
system, multiple processors with a same architecture are connected through a system bus
and share the main memory, see Figure 2.1. Each processor has its own private memory
in the form of cache memory. In an SMP architecture the processors are controlled by
a single OS. Because of the usage of one OS, applications with a workload bigger than
one processor can be shared between the available cores. Multi-core processors can be
categorized as an SMP architecture in a single chip which connects to the system bus
with the main memory and other external components. All the cores in the chip have
the same architecture. This means that a task has an equal execution time on each core
if the cores have the same clock speed. For different clock speeds, the execution time
scales linearly.
The alternative to SMP, is the asymmetric multiprocessing system (AMP) [Tan07].
In an AMP system the processors can have different architectures and their own address
space. The processors do not work together as one processing unit, this means that
each processor can be controlled by a different OS, which results in a situation where a
task or application is statically assigned to one processor. Figure 2.2 displays an AMP
architecture with a master processor and multiple slave processor which are controlled
by the master processor. The AMP architecture is mostly used in embedded systems
where each processor is assigned a specific task. And each processor can be optimized
for this specific task. For example a dedicated DSP processor or the separation of the
user interface (UI) tasks from the real-time tasks [KOH09].
A special type of multi-core processors are the many-core processors [Vaj11]. Manycore processors are multi-core processors designed for high parallel computing. A manycore processor contains a high number of independent processors (10, 100 or even more
than 1000). Where multi-core processors are focussed on both parallel and serial computing, a many-core processor focuses on parallel computing. Therefore the many-core
processors are used for applications with high parallel processing. Many-core systems are
typically design with a tiled architecture. A tile contains a few cores, shared caches and
memory. Communication between tiles is through the network interface to share data
with a low latency [Bor07]. Figure 2.3 displays a many-core architecture with two tiles,
which are connected by two busses.
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Figure 2.1: The SMP architecture with main memory and I/O. (Source:
wikipedia.org/wiki/Symmetric_multiprocessing)

https://en.

Figure 2.2: An AMP architecture with a master and multiple slave processors. (Source: https:
//blogs.igalia.com/vjaquez/2011/07/13/diving-into-syslink-v2/)
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Figure 2.3: A many-core architecture with two tiles of processors [ZLG+ 14].

2.1.2

Virtualization technology

System virtualization enables hosting multiple operating systems concurrently on one
hardware platform. This is realized by abstracting the hardware resources towards the
OS by using virtual hardware resources. A system virtual machine or virtual machine
(VM) is the collection of the virtual hardware combined with an OS. Hence, due to
the fact that the VMs are located on the same physical machine, each VM is isolated
from another in terms of performance (temporal) and memory (spatial). Because of this
isolation between virtual machines, virtualization can fully utilize the capabilities of the
hardware platform by combining multiple systems on it in a secure manner. This makes
it very suitable for servers: the idea of ”one server, one application” was shifted towards
”one server, multiple applications”. This reduces the number of servers to run the same
set of applications. The virtualization technology is the core for cloud computing: the
ability to dynamically provide resources as VMs in a couple of seconds is one of the core
properties in cloud computing [UNR+ 05, Chi08].
The virtual machine monitor (VMM) or hypervisor, manages the VMs on a single
hardware platform. The hypervisor is in control of sharing the hardware between the
multiple VMs. It forms an extra software layer between the hardware and the VMs,
Figure 2.4. The resources and the time a VM can use each resource, is defined in the
hypervisor. This applies also for the processor, each VM is provided with a certain percentage of the processor capacity. Because the hypervisor controls the physical resources
towards the VMs, it creates a second scheduling level from the application’s point of view.
Together with the OS scheduler of the VM, it forms a two level hierarchical scheduling
structure [vS13].
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Figure 2.4: The hypervisor adds an extra layer on top of the physical hardware to enable
virtualization.

Types of virtualization
The virtualization technology can be implemented in different ways. Each type of implementation handles virtualization differently. Depending of the target hardware of the
hypervisor, one or more types of virtualization are possible. All the different types, are
ascending from the definition of classic virtualization [PG74]. To be compliant with classic virtualization, they identified three goals for the architecture to be able to support
classic virtualization:
1. Equivalence: applications in a VM should be indistinguishable when executed in
a virtual environment or directly on the machine
2. Resource Control: the hypervisor should be in complete control of all virtualized
hardware
3. Efficiency: most instructions should be executed directly on the CPU, without
involving the hypervisor.
This is translated to a more practical evaluation to analyse the processor architecture.
CPUs have different operating modes. These modes place restrictions to the operations
or instructions which a certain process tries to execute. When the CPU is in kernel
or system mode, it has unrestricted access to the underlying hardware, registers and
memory. This mode is generally reserved for the most important code (kernel code) of
the OS. If the CPU is in user mode, it has restricted access to the hardware, registers
and memory. These mode or modes are for application processes. This makes it possible
to run an OS in a higher privilege level compared to the application to keep control of
the system.
Computer instructions can be categorized into privileged and unprivileged instruction.
Privileged instructions must by executed in kernel mode and cause a trap, an exception,
11
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Figure 2.5: When sensitive instruction are all privileged instructions (a), the CPU architecture
supports classic virtualization according to Popek and Golberg criteria [PG74]. If not (b),
software or hardware-based techniques are necessary to enable virtualization.

when executed in user mode. From the virtualization point of view, instructions can
be categorized into sensitive and non-sensitive instructions. The sensitive instructions
contains two subcategories [PG74]:
• Control sensitive: sensitive instructions that changes the underlying hardware
resources
• Behaviour sensitive: sensitive instructions of which the behaviour or results
depends on the configuration of the underlying hardware resources.
Instructions which does not belong to one of the above categories, are marked as
non-sensitive instructions. A processor architecture supports classic virtualization if the
sensitive instructions are a sub group of the privileged instructions; all the sensitive
instruction would trap, so the hypervisor can emulate the instruction for the VM. Figure 2.5a shows the requirement to support classic virtualization. When the architecture
supports this, full virtualization, when the guest OS in the VM is not aware of being
executed in a virtualized environment, can be applied without modifying the guest OS
and target platform.
Figure 2.5b displays the case when not all sensitive instructions are privileged. These
instructions will not trap and could cause problems for other VMs. Those instructions
are called critical instructions, for example the x86 instruction set architecture counts
17 instructions which are critical instructions. To enable virtualization to such CPU
architectures three solutions are available:
• Binary Translation: the hypervisor inspects the stream of instructions of the
guest OS and changes the instructions with safe instructions if the instruction is a
critical instruction. Several optimization techniques are used to reduce the overhead
of the translation, such as caching the previous translated instructions. Because the
12
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instruction stream is inspected by the binary translator, the privileged and sensitive
instructions could also be detected and changed. This prevents the more expensive trap-and-emulate action. This resulted that the privileged and non-sensitive
instructions could execute without intervention. This software-based technique
allows full virtualization; no guest OS modifications are necessary [Pro02].
• Paravirtualization: instead of changing the instructions on the fly as in the previous type of virtualization, the paravirtualization technique requires a change in
the source code of the guest OS. The critical instructions are replaced with hypercalls to the hypervisor directly. The hypervisor receives those calls and emulates
the instructions. The hypercalls are also used for other privileged instructions to
handle the emulation of the instructions more efficient. Paravirtualization is the
best solution compared to the native speed of the instructions of the guest OS.
However, it requires modifying the guest OS, which is not always possible, e.g.
Microsoft Windows [VMw08].
• Hardware-assist virtualization: in 2005 and 2006, Intel and AMD implemented
a hardware-based solution to let the critical instructions trap when executed by a
VM. A higher privilege level is added, the root mode (ring -1). The hypervisor runs
in this mode. This makes the VM running in its intended privilege level ring 0 (guest
mode). With the vmrun instruction the guest mode is active, the hardware loads
the VM state and the VM can execute instructions. Whenever the VM instructions
cause an exception, set by the hypervisor, the exit instruction is executed which
switches the root mode. Then, the hypervisor diagnoses the exit and emulates the
instructions [AA06]. In the virtualization mode (hypervisor at level -1) all sensitive
instruction causes the VM to exit. However privileged instruction which are not
sensitive can execute without causing on exit to the hypervisor.
Each type has advantages and disadvantages. Binary translation needs no support
from the hardware because the critical instructions are handled on a software-based manner and no modifications in the guest OS are necessary to enable this. However, binary
translation is performed at runtime, which introduces some overhead and handling I/O
intensive applications can be a challenge. The virtualization of the instructions in paravirtualization is handled at compile time. This requires modifications to the guest OS,
which is not always possible. However, no hardware specific requirements are needed.
With the last type, the guest OS runs unmodified. However, the hardware must support
this type of virtualization [Pro02].
A hypervisor can be either directly installed on the hardware, such as an OS, or
installed on the OS as an application [Gol73]. The first type of hypervisor is referred in
the literature as a ”Type 1” hypervisor. The latter as a ”Type 2” hypervisor. In this
thesis we only use Type 1 hypervisors because of the higher efficiency due to the direct
access of the hardware.
Virtualization vs containerization
Containerization is a technique to virtualize applications. A container contains beside
the application also the binaries, libraries, configuration files, etc. required by the applications. The advantage of a container that the application inside the container can
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be executed on multiple platforms without making each platform compatible with the
dependencies of the application. This eliminates the problem ”It works on my machine!”. Docker is an opensource implementation of containerization and is the most
used containerization engine because of the easy integration and management of containers [Mer14].
Compared to virtualization, containerization has some advantages and disadvantages. The selection depends on the needs of the application. Containers in general
are lightweight compared to VMs because a virtual machine contains beside the application and the libraries also the guest OS operating systems. This has an effect on the
performance, however it makes it possible to virtualize the hardware towards the VM.
Compared to VMs, containers are less isolated from each other in terms of performance
and memory, containers share the same underlying operating system, which means sharing the same kernel. This increases the risk that multiple containers can interfere each
other, leading to unpredicted behaviour. Virtualization can host multiple VMs with a
different guest OS, which makes it possible to execute multiple real-time applications
with each there own real-time operating system.
Containerization offers some benefits to applications, however, we believe that virtualization is still the best choice in our domain, where strong isolation between multiple
applications is a key concern. The advantage of hosting different guest OS’s is more
important than the bigger overhead virtualization introduces.

2.2

Task scheduling

Applications running on an OS are not allowed to decide for themselves when they need
to be executed on the processor. This behaviour would lead to a chaotic execution of
tasks with no controlling mechanism. This controlling mechanism is called the scheduler.
The scheduler controls which task or application can be executed on the processor. The
task notifies the scheduler when it is ready for execution and is placed in a queue. The
order of execution is based on a priority. Each task has a priority and depending on this
priority it is placed at a specific location in the queue. The first task of the queue is
selected for execution when the current task on processor is finished or pre-empted by the
scheduler. The priority is assigned to a task by the scheduling algorithm. Depending on
the scheduling algorithm, the priority can be fixed for each task on start-up, is assigned
each time a job of a task enters the queue or can even change when the job is in the
queue.
Scheduling algorithms can be categorized if it is a pre-emptive or non-preemptive
scheduling algorithm. A pre-emptive scheduler can switch between jobs even when the
current job is not finished yet. The round-robin scheduling algorithm is an example for
a pre-emptive scheduling algorithm [Kle64]. A non-preemptive scheduling algorithm will
only switch jobs if the current job is finished, such as the first-come-first-served (FCFS)
scheduling algorithm [Kle64]. Some tasks or specific sections of tasks (critical section) do
not allow to be pre-empted. A critical section is a part of a task which contains operations
regarding shared resources. In concurrent programming, pre-empting the task during the
critical section could lead to misbehaviour of the application. This has to be taken into
account when selecting the scheduling algorithm.
With the introduction of multi-core and virtualization technology, new scheduling
techniques and algorithms were developed to make use of the new technologies. First, we
14
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handle scheduling on a single-core processor. Next, scheduling on a SMP multiprocessor
system is explained. Finally, we explain the scheduling mechanism in the virtualization
technology.

2.2.1

Uniprocessor

At first, no scheduler was needed because computers were designed to perform a single
task. However, with the introduction of multiprogramming things changed. With multiprogramming multiple programs are loaded in the main memory so the processor could
switch between them. For the users it appears that the programs run in parallel. Because
of multiprogramming, the usage of the processor increases because multiple programs are
executed alternately. If for example one program is waiting for the output of I/O, the
processor can execute the other program(s) to avoid idle time of the processor. In order
to realise this, a scheduler is used to control which program is executed by the processor.
The scheduler is in charge of selecting the task or job to be executed and when the
running task must switch with another task. To select the next task, the scheduler relies
on a scheduling algorithm. The scheduling algorithm decides the order of execution
of the available jobs in the job queue. For a single-core processor only one task can be
executed at the same time. A popular scheduling algorithm is the first-in-first-out (FIFO)
or also known as the first-come-first-served (FCFS) scheduling algorithm [Kle64]. For
the FIFO scheduling algorithm the task which entered the run queue first, is executed
first. When the first task is finished, the task which entered second is executed and so
on. The Round-Robin (RR) scheduling algorithm schedules the tasks with fixed time
slices [Kle64]. Each task in the run queue is scheduled for one of more time slices. After
the last task is scheduled, the scheduler starts again with the first task. Depending on
the execution time of a task, the task is scheduled a number of times before it completes.

2.2.2

Multiprocessor

Multi-core processors allow the execution of multiple tasks at the same time, this implicates that an operating system (OS) had to be adapted towards this parallel executing
of multiple tasks. One of the components that had to be adapted was the scheduler. For
a multi-core processor, the scheduler is able to schedule tasks on all cores simultaneously
and tasks can migrate between cores.
For multi-core processors, the basic concept of a scheduler is still similar, but different
implementations were developed. For most types of systems the concept of a single run
queue still remains. All the tasks are placed in the queue, and when a core becomes idle,
the first task of the queue gets executed on the available core. This scheduling mechanism
is called the global scheduling technique. The partitioned scheduling technique creates
for each core of the processor a queue. This implies that a decision mechanism must
first decide in which queue the task will be placed. After the decision, the task is
placed at the right location in the queue of the core based on its priority. Notice that
only the tasks from the queue where the task is assigned to, can have influence on the
location of the task in the queue. Both scheduling structures have their advantages and
disadvantages depending the goal of the scheduler [CFH+ 04]. For example, when the
goal of the scheduler is to optimize the throughput, the global scheduling structures
will have a more balanced workload. This is because the decision of the task to core
assignment will be taken just before the execution of the task. This makes the global
15
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(a)

(b)
Figure 2.6: For multiprocessor scheduling two scheduling structures are mostly used: (a) the
global scheduling structure and (b) the partitioned scheduling structure. However, hybrid structures also exist.

scheduling technique work-conserving: the scheduling algorithm does not allow an idle
processor whenever their are still tasks to be executed. However, combinations of both
scheduling structures also exist [KY08, BZLW12, GCB13]. Figure 2.6 displays both
scheduling structures. Both are explained in detail in section 2.4.2.
In the ideal situation each task that needs to be executed is independent. This means
that a task can be executed at any moment without taking other tasks or resources
into consideration. However, most tasks depends on other tasks or need input and
output resources during execution. With multi-threaded programming and concurrent
execution, a programmer needs to tackle some challenges to develop a functional correct
application. Deadlock, starvation, live-lock, race conditions are some of these challenges.
However, mutual exclusion and other concurrency control properties, are providing a
solution towards this problem if they are implemented correctly [HS11].
In the analysis methodology we assume that all tasks are independent; no dependencies on other tasks and I/O. However, when modifying the scheduler of an OS or the
virtualization software, concurrency must be taken into account. Because the multi-core
processor has an SMP architecture, the selection of scheduling techniques is limited to
scheduling techniques for processors with the same architecture and clock speed.
Currently, multi-core processors are no longer considered as a new technology for general purpose systems. However, for embedded and real-time systems the multi-core technology is not fully matured, e.g. mechatronic devices. Techniques for scheduling tasks
with a deadline on multiple cores is still active research [AEDC16, GGCG16, NHP17].

2.2.3

Virtualization

Due to the extra software layer for virtualization, as shown in Figure 2.4, a hierarchical
scheduling structure with two levels is introduced. This means that the tasks of an
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Figure 2.7: Task scheduling in virtualization. On top the VMs are located, they schedule the
tasks on the VCPUs of the hypervisor. The VCPUs are scheduled by the hypervisor on the
PCPUs.

application running on the OS, are not directly scheduled on a physical core of the
processor. The tasks are first scheduled, by the task-level scheduler, on a virtual core, and
in succession the virtual core is scheduled, by the system-level scheduler, on a physical
core. Figure 2.7 displays the hierarchical scheduling structure for task scheduling in
virtualization. For the rest of the thesis, we use VCPU to indicate a virtual core and
PCPU for a physical core.
As displayed in Figure 2.7, the hypervisor is in control of scheduling the VCPUs
on the PCPUs. At the creation of a VM, the VM can set its parameters concerning
the VCPUs. After the VM is started, the scheduler of the hypervisor selects which
VCPU is scheduled on each PCPU. The number of VCPUs a VM has and how much
processing power each VCPU can have, is defined in those parameters. In virtualization, the majority of scheduling algorithms are based on a proportional share (PS) algorithm [BDF+ 03, vS13, Mol07]. PS algorithms allocates CPU in proportion with the
number of shares (weights) that haven been assigned to that specific VM. Proportional
implies that when the share of VM1 is twice the share of VM2, VM1 will receive twice as
much CPU resources when both VMs are active. However, when VM1 is idle, VM2 has
the full CPU available as long VM1 is idle. This makes the shares in the PS algorithm
relative to each other and only take into account other active VMs. However in some
cases, hypervisors want to limit the PCPU usage of a VM, for example in a Service Level
Agreement (SLA) or to lower the power consumption. This can be achieved by using
caps for the PCPU usage. This is defined with the maximum percentage of the PCPU
resources a VM can use. For example 50% means that the VM can only use the PCPU
for maximum of 50% of the time in a certain time interval even when no other VCPU is
scheduled. For a multi-core processor, this cap can be above 100%. This means that a
VM also can have more than one VCPU. It is usual that the number of VCPUs of the
VMs is bigger than the available number of PCPUs.
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To be able to use virtualization in the analysis methodology, we must adapt the
scheduling algorithm in the hypervisor. The PS scheduling algorithm is not able to
provide PCPU resources for a specific time in a specific time interval, which real-time
systems requires. The weights of VMs are relative to each other and the caps of VMs
are not time bounded. This makes it hard to suffice to applications with strict timing
requirements inside the VMs.

2.3

Real-time scheduling

As told before, a scheduler and scheduling algorithm are used to optimize the system
towards a defined performance indicator such as task deadlines and data throughput.
In this section we focus on task deadlines, also known as real-time scheduling. However, the concept real-time has different interpretations, we explain in this section the
interpretation we adopted. As mentioned in chapter 1, the introduction of multi-core
processors and virtualization for embedded systems has increased the number scheduling
algorithms. In this section scheduling algorithms for single-core processors, multi-core
processors and hierarchical scheduling are briefly explained. It shows the large amount
of available scheduling algorithms. Analysing all scheduling algorithm at the deployment
phase is too costly and time consuming. Despite the fact that a relatively high number
of scheduling algorithms is given below, the list of scheduling algorithms is even longer.
We limited our list to the most important algorithms. The main goal is to show the
enormous set of possible choices.

2.3.1

Real-time system

Our analysis methodology will be used to analyse an application with real-time tasks.
But what do we mean with real-time and how does this affect the scheduler of the system?
The concept real-time has multiple interpretations depending on the context of the
application:
1. Real-time stream processing: in big data analyses, large amounts of data are processed. Parts of these data are processed directly when they become available.
Based on the outcome of the analysis, one can act immediately to changing conditions. The main focus is fast processing of the incoming data. Stream processing
found its origin in the financial market, where they need to act rapidly towards the
changing landscape [SZ05].
2. Real-time simulation: a computer model of a physical model which is simulated
at the same speed as the actual physical process. It is a discrete event simulator
with fixed steps where time moves forward in steps of equal duration [Fis78]. This
means that the calculations for the model must be processed in a smaller time as
the fixed time step to be able to keep the real-time simulation. Training simulation
and simulation games are very known implementations of this type of simulation.
3. Real-time computing: in a real-time system, tasks have time constraints. Beside the
functionality, each task must guarantee response within those time constraints, also
referred as the deadline of the task. The correctness of such systems does not only
depend on the functional behaviour, but also on the temporal behaviour [SAA+ 04].
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Critical systems fail if a task can not be completed within its deadline. Examples
of such systems can be found in CPS and Industry 4.0 domains. For example
the anti-lock brakes (ABS), the system monitors every few milliseconds the wheel
speeds of the car. If one or more wheels decelerate rapidly (just before the moment
the wheel locks) when decelerating the car, the ABS system comes to action. The
calculations must be within strict time constraints in order to react on time before
the car starts slipping.
When we mention real-time in this thesis, it refers to the concept of real-time computing. A task must be executed before the given deadline to ensure the temporal correctness. The consequences of not meeting the deadline depends on the system. Based
on those consequences, the system can be classified as [Ben94]:
• Soft real-time: the quality of the outcome of a task degrades in time when the
deadline is not met. When the system misses too many deadlines, eventually the
performance of the system will degrade. However, the system will not fail when
missing deadlines. Capturing temperature, wind, humidity and other sensors at a
weather station is an example of soft real-time. It is no problem that one of the
sensor’s data is later compared to the other sensors. The data degrades the longer
the delay and has no value when the next sensor readings are captured.
• Firm real-time: the quality of the outcome of a task drops to zero when the
deadline is not met. However the system will not fail. As with soft deadline,
the performance of the system will degrade when too many deadlines are missed.
Streaming video is an example of such systems. Frames need to appear in the
correct sequence for the viewer. When a deadline is missed, it causes jitter. Now,
whenever the frame is received at a later point in time, the frame has no value and
thereby isn’t displayed.
• Hard real-time: with hard real-time deadlines, the quality of the outcome of
the tasks is zero when missing the deadline. But more importantly, if one of
the deadlines is not met it leads to total system failure and even to catastrophic
consequences. Tasks in a hard real-time system need to meet the deadlines at any
system load with all means necessary. An example a real-time system with hard
deadlines, is the ABS system of a car.
In this thesis we focus on scheduling algorithms for systems with hard real-time deadlines. This means that a scheduling algorithm is only used when it can meet all deadlines.
For the remainder of the thesis when we use ”a real-time system”, we mean a real-time
system with hard deadlines.
In order to guarantee the temporal correctness of the tasks, the system needs information about the tasks. The most important information is the execution time of the
tasks, more precisely the worst-case execution time (WCET). It is the longest possible
execution time of the task. Even if the possibility is really low for the task to have this
execution time, it must be taken into account when analysing the system. Based on
the WCET, the system load of the tasks can be calculated. Several techniques exists to
get the WCET of a task [PB00, AHQ+ 15]. WCET analysis is still an active topic for
research [FAH+ 16, KM17, HHDL17, LDH17]. Extracting the WCET from the source
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code of a task is not part of this work. We assume that the WCET of a task is known
and can be used in the analysis methodology.

2.3.2

Task Model

A real-time system is composed of applications that contain tasks. Each task has its own
functionality and deadline within the system. The collection of tasks is the taskset. The
task model of a task contains the properties of the task, but not the functionality.
A taskset τ contains n tasks τ1 , τ2 , ..., τn which are executed on a continuous time
model on the processor. Each task τi can be either periodic, sporadic or aperiodic. A
periodic task is repeated every T time units. This interval of T time units is fixed and
will not change during the execution. A sporadic task is also a reoccurring task. However
the time interval T indicates the minimal time between two consecutive instances of the
task. Finally, an aperiodic task has no minimal time between two instances; the task can
be released at any moment in time (i.e. event based, interrupts,...). The computational
demand of periodic and sporadic tasks can be upper bounded by the (minimal) time
interval the task is released. However, for aperiodic tasks, this upper bound is hard to
find. Furthermore they have often soft deadlines or even no deadlines [SB96]. Therefore,
in this thesis we only consider applications with periodic and sporadic tasks. Because the
periodic tasks are a special type of sporadic tasks, we apply our analysis techniques on
sporadic tasks, which covers periodic tasks. In the rest of the thesis we refer to sporadic
tasks if we use the term task.
Each task is characterized by a triple (Ci , Di , Ti ), where Ci is the worst-case execution
time, Di the relative deadline of the tasks and Ti the minimal period of the task. The
deadline Di can be one of three types: 1) implicit deadline if Di = Ti , 2) constrained
deadline if Di ≤ Ti or 3) arbitrary if Di > Ti . A periodic or sporadic task generates
each Ti time units a job Ji,k , where the index k refers to the k-th instance of task τi . A
job Ji,k executes for Ci time units and must finish before the absolute deadline di . This
deadline is calculated by the release time of the job (ri,k ) and the relative deadline of
task τi : di,k = ri,k + Di . The response time of job Ji,k , is the time difference between
the finish time fi,k , when job Ji,k finished the computations, and the release time ri,k .
The worst-case response time (WCRT) of task τi is: Ri = max {fi,k − ri,k }. A task is
1≤k≤j

schedulable if every job finishes its computations before the deadline Di , Ri ≤ Di .
i
The utilization of a task is defined as Ui = C
Ti . It is the computational load of the
task towards the processor. Theoretically, a processor is capable of handling a load of
maximum 1. We assume that the utilization of a task is no larger P
than 1. The utilization
of a taskset is defined as the sum of all task utilizations: U = τi ∈τ Ui . The taskset
utilization gives roughly a lower bound for the number of processors needed. To represent
to number of processors, we use m.
In this work we assume no task depends on another. This means that a job of a task
can execute whenever it becomes available for the scheduler. It does not have to wait for
another job to be completed because the input does not depend on another job’s output.
Each task can be pre-empted at any time during the execution. This means no critical
sections are present in the task’s code. Because of the pre-emption, a job can directly
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switch with another higher priority job. However, the cost of pre-emption is not zero, a
context switch has to be performed, which takes time [LDS07].

2.3.3

Uniprocessor

Similar to the introduction of task scheduling, real-time task scheduling was first introduced on single-core processors [SAA+ 04]. The system is provided with a set of tasks
and must execute them before its deadline. The scheduler is responsible for execution
order of the tasks on the processor. It uses a scheduling algorithm for selecting the next
task soon as the processor becomes available. The scheduling algorithm gives each task
a priority. Based on this priority the task is inserted at the right place in the run queue.
This priority can be static or dynamic. A static priority is given before the system starts
and never changes during the runtime of the system. A dynamic priority changes during runtime and is updated by the scheduling algorithm. Depending on the scheduling
algorithm, one or more parameters of the task are taken into account to calculate the
priority.
Scheduling algorithms
Lui and Layland presented two scheduling algorithms (RM and EDF) for scheduling tasks
with real-time constraints on an uniprocessor [LL73]. Both algorithms are still used in
today’s real-time systems because of their efficiency, applicability and simplicity.
The Rate Monotonic scheduling algorithm The RM algorithm is a static priority
algorithm which assign the priority to a task based on its period. A shorter period results
in a higher priority. The algorithm is made for tasks with a deadline equal to the period
of the task. Because the period of task does not change when the system is operational,
the priority of a task does not change during the runtime of the system [LL73].
The Earliest Deadline First scheduling algorithm The EDF algorithm is a dynamic priority algorithm which assigns the priority to a job based on the absolute deadline. The job with the deadline closest to the current time of the processor gets the
highest priority. Because the assignment of the priority is based the absolute deadline of
a job, this priority can only be assigned to the job at runtime. The EDF algorithm is an
optimal scheduling algorithm for uniprocessor systems [LL73, Der74].
The Deadline Monotonic (DM) algorithm In order to weaken the requirement
D = T of the RM algorithm, [LW82] presented the deadline monotonic algorithm. The
requirement for the relative deadline of a task is D ≤ T . The priority is statically assigned
to a task based on its relative deadline. The task with the smallest deadline will get the
highest priority. The DM algorithm performs identical to the RM algorithm if for each
task D = T . Therefore, the DM scheduling algorithm generalizes the RM scheduling
algorithm.
Least Laxity First (LLF) or Least Slack Time (LST) algorithm This algorithm
assigns the priority based on the slack time S of the job [Der74]. The slack time is
defined as the temporal difference between the relative deadline D and the remaining
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computation time C 0 . The slack time s = D − C 0 . The job with the smallest slack time is
assigned with the highest priority. When the slack time of a job is zero, it gets the highest
priority and needs to be executed immediately without being pre-empted by other jobs
to meet its deadline. Notice, that the slack time s changes during the runtime of the
job, this implies that the LLF algorithm is a dynamic algorithm. On an uniprocessor,
the LLF algorithm is an optimal scheduling algorithm, such as the EDF algorithm .
Fixed Priority (FP) algorithm This algorithm is the overall algorithm for the static
scheduling algorithms, e.g. the RM and DM algorithm. Those algorithms assign static
(fixed) priorities to the tasks and these priorities do not change during the runtime of the
system. However, the priorities could also be assigned manually or by other algorithms.

2.3.4

Multiprocessor

Compared to a single-core system, where only one task is executed at the same time,
multiple tasks execute concurrently on a multi-core processor. Depending on the type
of scheduling (partitioned or global) the algorithm must be able to support this. A
partitioned scheduling algorithm uses a single-core scheduling algorithm for each core
to schedule the tasks. However, distribution techniques are necessary for an optimal
distribution of the tasks between the cores. This distribution depends on the scheduling
algorithm used on the core and the task parameters. For global scheduling algorithms
the tasks are placed in one queue. The single-core scheduling algorithms can be used
to schedule the tasks. However, analysing such a schedule differs from the analysis for
the algorithm on a single-core processor. Beside the single-core algorithms, modified
algorithms or even new scheduling algorithms were introduced.
Scheduling algorithms
The multi-core technology caused the introduction of new scheduling algorithms with
support of multiple execution cores. For scheduling algorithms, the multi-core processor
has the same architecture as a multiprocessor architecture with identical processors.
Therefore in the literature the scheduling algorithms are designed, analysed and evaluated
for a multiprocessor with identical processors. This covers also the multi-core processor.
The scheduling algorithms can be classified on the level of task migration. Algorithms
can allow no task migration; these are called partitioned scheduling algorithms. On the
other side, algorithms can allow tasks to migrate at any point during the runtime; these
are called the global scheduling algorithms. Scheduling algorithms which are the combination of both also exist; when a job is assigned to a processor, it must complete its
execution on that processor. However, the next job can be assigned to another processor.
For partitioned scheduling algorithms, each task is allocated statically to a processor. This allocation of the tasks can be done either manually or based on an algorithm
(section 2.4.2). When a task is assigned to a processor, the utilization of the processor
increases with the utilization of the task. Depending on the scheduling algorithm used
by the processor, the maximum utilization differs. The assignment algorithms are based
on bin packing heuristics. The goal is to assign the tasks to a minimal set of cores
with respect to the maximum utilization of the scheduling algorithm. These bin packing
heuristics are mostly used to assign tasks to cores [Joh74]:
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• First-Fit (FF): tries to assign the task to the first processor where it fits to. The
algorithm always starts again with the first processor.
• Next-Fit (NF): tries to assign the task to the processor where the last task was
assigned to. If not, it tries the next processor.
• Best-Fit (BF): tries to assign the task to the processor with smallest utilization
left where is fits to.
• Worst-Fit (WF): tries to assign the task to the processor with biggest utilization
left.
For each heuristic, a slightly changed version exists [Joh74]. First reorder the tasks
Ci+1
i
according to their utilization so that C
Ti ≥ Ti+1 , 1 ≤ i ≤ n and then use one of the bin
packing heuristics. This could results in a better assignment of the tasks to the cores.
Some scheduling algorithms are designed for partitioned scheduling on multiprocessors which are not explained in this thesis: Rate Monotonic Small Tasks (RMST) and
Rate Monotonic General Tasks (RMGT) [BLOS95], Refined-RM-FF and Refined-RMBF [OS95], First-Fit-Decreasing Utilization-Factor (FFDUF) [DD86a] and Next-Fit-M
(NF-M) [DD86b].
Global scheduling can be classified into two groups. The first group contains the
uniprocessor algorithms without any adaptations. The second group contains the adapted
uniprocessor algorithms and algorithms designed specifically for multiprocessor scheduling.
The first group contains the Global EDF (G-EDF), Global RM (G-RM), Global DM
(G-DM) and Global LLF (LLF). The scheduling policy is identical to the corresponding uniprocessor algorithm. Unlike on a uniprocessor, the G-EDF is not an optimal
scheduling algorithm on a multiprocessor. The worst-case performance of the uniprocessor algorithms on multiprocessors is rather low (section 2.4.2).
The second group of scheduling algorithms contains modified uniprocessor algorithms.
m
EDF-US[ 2m−1
] This scheduling algorithm is EDF-based. When a task has an utilizam
tion higher than the threshold 2m−1
, it gets the highest priority. Tasks with a utilization
lower than the threshold are scheduled in an EDF fashion. These tasks will always have
a lower priority than the high utilization tasks [SB02].

EDF(k) The EDF-based scheduling algorithm assigns the highest priority to the k − 1
highest utilization tasks, with 1 ≤ k ≤ n. The other tasks are scheduled by the EDF
algorithm [GFB03]. This scheduling algorithm has the same behaviour as the EDF
algorithm when k equals 1.
PriD Goossens et. al. also proposed the PriD algorithm. This algorithm computes
the minimum number of processors (mmin ) required to schedule the tasks with the
EDF(kmin ) algorithm [GFB03]. The following equation is used to calculate mmin
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kmin is the value of k which minimizes the right-hand side of Equation 2.1. With this
value, mmin can be calculated by:
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with 1 ≤ kmin ≤ n.
Earliest Deadline until Zero Laxity (EDZL) is another scheduling algorithm based
on the EDF algorithm [Suk94]. The tasks are scheduled with the EDF algorithm until a
task reaches the moment when it needs to be executed at that moment, without being
preempted, in order to meet its deadline (zero laxity). At that moment the corresponding
task gets the highest priority.
Modified Least Laxity First (MLLF) The MLLF algorithm is based on the LLF algorithm. The LLF suffers from a high number of pre-emptions and context switches [OY98].
If a laxity-tie occurs the MLLF allows the task to continue to run without pre-emption
as long the deadlines of the other tasks are not missed.
Proportional Fairness (PFair) scheduling is an optimal scheduling algorithm based
on fluid scheduling where each task makes progress proportional with its utilization [BCPV96].
The tasks are periodic and have implicit deadlines. The algorithm divided the timeline
into equal sections or slots. At the beginning of each section it select m tasks to be
scheduled on the processors, such that the accumulated processor time allocated to each
task τi will be either dtui e or btui c. A number of scheduling algorithms are based on the
PFair algorithm:
• The Early-Release fair (ERFair) algorithm [AS00]
• The Pseado Deadline (PD) algorithm [BGP95]
• The Pseudo Deadline with two tie-breaks (PD2 ) algorithm [AS01]
The McNaughton algorithm McNaughton introduces a scheduling algorithm for periodic jobs in a given time interval on a multiprocessor platform [McN59]. The algorithm
can be explained as follows: consider n jobs to be scheduled on m processors in a time
interval (t1 , t2 ] of length t such that no job is scheduled simultaneously on two or more
processors. The order of the jobs is not important. McNaughton’s algorithm schedules
a job on the first non empty processor, placing them from left to right. For example
the (k − 1)st job is scheduled on processor i until time instant t3 with t1 ≤ t3 ≤ t2 ,
the k st job is scheduled on processor i in the time interval (t3 , t2 ]. The remaining time
units of job k are scheduled on processor i + 1, starting at t1 . Figure 2.8 shows a job set
{J1 , . . . , J6 } schedule on 4 processors in a time interval (t1 , t2 ]. The maximum resource
time of a job is t2 − t1 , so no job is scheduled on more then two processors and never
scheduled simultaneously on two processors.
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Figure 2.8: Schedule of job set with McNaughton’s Algorithm. (Source: http://rtime.felk.
cvut.cz/scheduling-toolbox/manual/algorithms-scheduling.php)

Two conditions must be fulfilled to successfully schedule a job set under the McNaughton algorithm. Theorem 2.1 explains these conditions.

Theorem 2.1. Consider n jobs with the following execution times: c1 , . . . , cn , must be
scheduled
in a time interval (t1 , t2 ] on m homogeneous processors. If
Pn
c
≤
m(t2 − t1 ), then the necessary conditions to guarantee schedulability of the
i
i=1
job set is that for all i, ci ≤ t2 − t1 .
If one of these conditions is not met, the job set cannot be scheduled. When ci > t2 −t1
then the ith job can not be scheduled unless P
the job is simultaneously scheduled on more
n
then one processor. This also applies for
i=1 ci > m(t2 − t1 ) cannot be scheduled
because the total processor demand in (t1 , t2 ] is greater then the total processor capacity.
Theorem 2.1 shows that McNaughton’s algorithm is optimal for scheduling job sets in a
given time interval.
Largest Local Remaining Execution time First (LLREF) is an optimal scheduling algorithm for periodic tasks with implicit deadlines. The algorithm is based on the
fluid scheduling model and the fairness notion [CRJ06].
Some scheduling algorithms allows task-level migration only; the job is executed on
only one processor, however, the next job released by the task can be executed on another
processor. Scheduling algorithms that allow the combination of tasks which are assigned
to a fixed processor and tasks that are allowed to migrate between processors are also
part of this type of scheduling algorithms. Scheduling algorithms which do not fit one of
the three categorises are also included in this section.
EDF with task splitting and K processors in a Group (EKG) The goal of the
scheduling algorithm is to reduce the number pre-emptions of the jobs during execution [AT06]. First, the tasks are split, based on the utilization, into two groups: the
heavy tasks and the light tasks. The heavy tasks are given their own set of processors.
The light tasks are assigned to one or more processors.
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Earliest Deadline and Highest-priority Split (EDHS) The scheduling algorithm
distributes the tasks over the processors for partitioned scheduling [KY08]. The tasks are
scheduled on the processors with the EDF algorithm. However, when a task’s utilization
does not fit to any of the processor available utilization (1 − UτassignedT asks ), the task
is divided over the processors. On each processor the task is allowed to executed for a
certain budget. When the budget is exceeded, the task migrates to the next processor.
On each processor, the migrating task gets the highest priority. The scheduling algorithm
in [BZLW12] loses the constrain of one task that can migrate between the processors.
Reduction to Uniprocessor (RUN) A recent scheduling algorithm reduces the multiprocessor scheduling problem to a series of uniprocessor scheduling problems [RLM+ 11].
At the uniprocessor level, the tasks are scheduled with the EDF algorithm. The RUN
algorithm is an optimal scheduling.
U-EDF The scheduling algorithm is based in the EDF scheduling on uniprocessors
[NBN+ 12]. It uses the assignment of the EDF algorithm and extends this horizontally
and vertically for the multiprocessor. A slightly different EDF algorithm is then used to
schedule the tasks on the processors.

2.3.5

Virtualization

Because of the hierarchical scheduling structure in virtualization, both levels must support real-time scheduling in order to make the whole system real-time. The problem to
tackle is how to assign the PCPU resources to the VMs so that each task meet their
deadline. Because the deadlines of the tasks are fixed moments in time and the current
method of assigning resources to VMs is fraction based, new scheduling techniques are
required to assign the PCPU resources to VMs at fixed timings [vS13]. Inside the VM,
scheduling tasks on the VCPU, the single-core (for one VCPU) or multi-core (for multiple
VCPUs) scheduling algorithms can be used.
Scheduling techniques
In a hierarchical scheduling structure, the multiple scheduling levels means that a combination of scheduling technique must be analysed. This makes it even harder to find an
optimal combination of algorithms, especially if the scheduling algorithms differ between
the child components (VMs). The set of available scheduling algorithms are already discussed in previous sections. Depending on the configuration of the component the right
type of scheduling algorithm is selected.
The techniques to calculate the amount of resources each VM needs, are designed
for hierarchical scheduling structures. There is no direct link to virtualization in these
scheduling techniques. The goal of the scheduling techniques is to calculate for each child
component (VM) the number of resources (Θ) it demands every period (Π). An interface
represents these resources to the parent component (hypervisor). More information about
the analysis can be found in section 2.4.3.
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Uniprocessor analysis techniques
The Periodic Resource Model (PRM) provides a resource model that gives the strict
number of computing units Θ the component can use during a period Π [SL03]. This resource model includes the task-level requirements, which implies that a child component
only reckons with the given partition of the resource model in the schedulability analysis.
For both RM and EDF scheduling algorithms, the number of computation units can be
calculated for a given period.
The Explicit Deadline Periodic resource model (EDP) generalizes the PRM
model by using constrained deadlines (deadline ≤ period). It claims to have a smaller
bandwidth ( Θ
Π ) compared to the PRM model for the same taskset and scheduling algorithm [EL07]. This is because the worst-case gap when no resources are supplied towards
a component is tightened.

Multiprocessor analysis techniques
In Section 2.4.3 we showed the multiprocessor periodic resource (MPR) model [ESL09].
This model creates m0 tasks from the interface and each task has the same interface Π.
This means that the Θ computation units are consumed concurrently with as maximum
m0 number of computation units at one time unit.
The multiprocessor bandwidth interface (MBI) uses the overall bandwidth interface hω, Πi [LA09]. The bandwidth ω is calculated for the interface for the given period
Π. The interface includes all the timing information of the respective component. For
the interface to tasks transformation, the model creates bωc dedicated virtual processors.
The mth processor is a partial processor and has an utilization of ω − bωc with a period
of Π. The advantage of this interface model, is the constant supply of resources towards
the component.
The Parallel Supply Function (PSF) makes it possible to assign different periods
to the interface-tasks of a component [BBB09]. It supports very general supply mechanisms, which do not necessarily have to be periodic. The PSF model is composed of a set
m
of functions {Yk=1
}, with Yk (t) is the minimum supplied resources in the interval t with
at most k processors providing the resources concurrently. The advantages of the PSF
model that it can describe almost all types of supply mechanism, and thereby the model
can also generate the MPR tasks. This has the advantage that the schedulability analysis techniques for child components with the PSF model, can be used for the MPR model.
The bounded-delay multipartition (BDM) model is characterized with: hm, ∆,
{β1 , ..., βm }i [LB10]. Where ∆ is the worst-case delay; the longest interval where no
resources are supplied towards to component and β1 , ..., βm are the cumulative utilizations of the virtual processors. βk is the minimum cumulative utilization on k processors.
Based on the delay and utilizations, the parameters of the interface tasks are calculated.
The Generalized Multiprocessors Periodic Resource model (GMPR) is an
extension of MPR model [BBT12]. In this model multiple values of computation units
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are calculated with a given period: hΠ, {Θi , ..., Θm }i. Where Π is the time period and
Θk the minimal resource supply within the time interval and with a degree of parallelism
of maximum k processors. Because this model is the generalization of the MPR model,
its bandwidth is smaller than or equal to the bandwidth of the MPR model for the same
system.

2.3.6

The scheduler in an OS

While the scheduling algorithm selects the order of the task to execute, it is the scheduler
of the OS which actually schedules the task on the processor. In most OSs, the implemented scheduling algorithm is invoked by the scheduler to select the next task from the
queue and to compare the selected task with the current scheduled task. This action
requires processing power and results in an overhead.
Implementation of a scheduling algorithm
Other functionality is added to scheduling algorithm. Not every detail or action is described for the scheduling algorithm. For example, if a job is not completed before its
deadline, two actions could happen: the job is executed until it is completed, or the job
is stopped and removed from the queue. Another example is the action of the scheduler
if two jobs have the same deadline or period when assigning the deadline. For some
scheduling algorithms this results into the same priority, so other parameters are compared to select which task is executed first. This behaviour is added to the scheduler by
the developer must be taken into account when analysing the application.
The impact of the scheduler
The scheduling of the RTOS or hypervisor requires resources and will have impact on the
system. This impact is called the overhead of the scheduler. It is the time the scheduler
needs to performs it actions. During this time, the processor can not scheduling tasks of
the application. This overhead depends on the implementation of the scheduler. There
are two ways an OS could implement the scheduler: event-driven and quantum-driven.
An event-driver scheduler reacts on certain events such as job releases, job completions
and priority changes. It reacts with no delay and reschedule immediately if necessary. A
quantum-driver scheduler, on the other hand, gets invoked on a regular base. This base
is a fixed time quantum Q or a multiple of this quantum. This has an impact on the
reaction on the events of tasks. When a task releases a job, the scheduler reacts to this
event at the start of a new quantum, this causes a delay. The advantage of a quantumbased scheduler, is that it is easier to implement; the scheduler only has to act on fixed
points in time. This impact, from both types of scheduling mechanism, could by injected
in the higher abstraction levels to create more realistic analysis. Brandenburg et. al.
made this translation towards the schedulability analysis for multiprocessor scheduling
techniques [Bra11].

2.4

Schedulability Analysis

In order to use a scheduling algorithm to schedule a taskset on a real-time system, it
must be proven that the algorithm is able to meet the deadline of each task on the
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system every time. This evaluation is called the schedulability analysis. The analysis
evaluates the scheduling algorithm for a real-time application. It assumes the worst-case
scenario for the algorithm; the WCET of each task and the worst-case release time for
the tasks are used in the analysis. For sporadic tasks, the analysis assumes that each T
time units a new job arrives. The schedulability analysis depends on the mathematical
model of scheduling algorithm, which differs for each scheduling algorithm. This section
handles the schedulability analysis for the uniprocessor and multiprocessor scheduling
algorithms. The analysis for a hierarchical scheduling structure, which uses both uniand multiprocessor scheduling algorithms, is also discussed in this section.
In order to proceed in this section, terms specific for schedulability analysis are
used [DB09]
• Feasible: a schedule σ is feasible, if it satisfies a set of constraints. Those constraints can be timing (activation, deadline, period, jitter), precedence (order of
execution between tasks) or resources (synchronization for mutual exclusion). A
taskset τ is feasible, if there exists a scheduling algorithm that produces a feasible
schedule for τ .
• Schedulable: a taskset τ is deemed schedulable with a scheduling algorithm A, if
the algorithm produces a feasible schedule σ for taskset Γ.
• Optimal: a scheduling algorithm A is optimal, in the sense of feasibility, if it
produces a feasible schedule if there exists one.

2.4.1

Uniprocessor

Most techniques for the schedulability analysis were developed for processors with one
execution core. With the shift toward multiple tasks on one computer, the need for
scheduling algorithms to schedule multiple critical tasks in a hard real-time environment
increased. Together with the introduction of the scheduling algorithms, a schedulability
analysis was proposed to prove the schedulability of the algorithm.
Liu and Layland proposed a schedulability analysis for fixed priority scheduling algorithm, the rate-monotonic (RM) algorithm, and a dynamic deadline driven priority
scheduling algorithm, the Earliest Deadline First (EDF) scheduling algorithm [LL73].
Both analyses are for periodic tasks with implicit deadlines. For single-core systems it
has been proven that the worst-case scenario or critical instant of a task to be released,
is simultaneously with all its higher priority tasks. At this moment both the processor
demand and interference of the higher priority tasks is maximized. This means that if
each task of a taskset is schedulable at its critical instant, the taskset is schedulable in
every other scenario. In other words, for single-core systems the taskset is analysed when
all the tasks are released simultaneously; when each task is at his critical instant.
For single-core scheduling algorithms, two schedulability analysis techniques are possible. The first technique is the schedulability tests. These tests are only based on the
utilization of a taskset and thereby applicable on all tasksets. The second technique
is an exact schedulability analysis to analyse a specific taskset. The first technique is
relatively easy compared to the second technique, however, the schedulability tests are
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Figure 2.9: Three different types schedulability tests based on the utilization bound of the
scheduling algorithm.

not available for every scheduling algorithm.
The first analysis technique, the schedulability tests, consists of three tests. Depending on the scheduling algorithm these tests may or may not available. A schedulability
test is always represented with an utilization bound for the taskset utilization. This
utilization bound can be either a lower bound or upper bound depending on the schedulability test. The utilization bound of a schedulability test can be either a necessary,
sufficient or exact condition.
Figure 2.9 shows the different types of conditions for a scheduling algorithm.
A sufficient schedulability test can be used to analyse if a taskset is schedulable
with the scheduling algorithm. However, the test can not prove that a taskset is not
schedulable if the utilization of the taskset if greater than the bound. For example, the
Rate Monotonic (RM) scheduling algorithm, the upper bound for the utilization is:
U=

n
X
Ci
i=1

Ti

1

≤ n(2 n − 1)

(2.3)

Equation 2.3 displays the utilization bound where every taskset is schedulable with
RM if the equation is correct. If we increase n towards infinity, equation 2.3 tend to1
wards an upper bound of limx→∞ n(2 n − 1) = ln2 ≈ 0.69315 . . . % processor utilization.
However, there exits tasksets with a higher utilization and still be schedulable. The necessary schedulability test is the opposite of the sufficient. The test can only prove
if a taskset is not schedulable if the taskset utilization is greater than the utilization
given by the test. The exact schedulability test is both sufficient and necessary. If
the utilization of the taskset is smaller than or equal to the utilization bound of the
scheduling algorithm, the taskset is schedulable. If not, the taskset is not schedulable.
For the Earliest Deadline First (EDF) scheduling algorithm there exists an exact test:
U=

n
X
Ci
i=1
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Equation 2.4 shows the exact test for the EDF algorithm. If the taskset utilization
is smaller than or equal to 100%, the taskset is schedulable.
The second analysis technique is the parameter-based schedulability analysis. If,
for certain a scheduling algorithm no schedulability test exists or is not sufficient, the
schedulability of a taskset can be calculated via parameter-based schedulability analysis
of the scheduling algorithm. The parameter-based analysis uses the task parameters
(deadline, period and WCET) directly in the analysis. It calculates for the taskset if it
is schedulable or not. The parameter-based analysis could be categorized as an exact
schedulability test for one taskset. For example, for RM algorithm a sufficient test exist
but to know if a taskset with an utilization greater than the given utilization bound, the
worst-case response time for each task is calculated by iteration to check if the taskset
is schedulable or not:
'
&
X
Rl−1
l
Ck , with Ri0 = Ci
(2.5)
Ri = Ci +
Tk
τk ∈HP (τ,τi )

With l the number of iteration and HP (τ, τi ) the higher priority tasks for task τi .
The iteration is terminated if Ril−1 = Ril for some l or if Ril > Di , whichever occurs
first. For the first iteration Ri0 = Ci , because this is for each task to minimum worstcase response time. The taskset is schedulable if for each task τi the following condition
applies: Ri ≤ Di . For the EDF algorithm, the schedulability test is already an exact
test, so no taskset specific analysis is necessary to check of the taskset is schedulable or
not for a single-core processor.

2.4.2

Multiprocessor

For processors with multiple execution cores, the schedulability analysis is more complex
due to the concurrent execution of multiple tasks. Depending on the algorithm configuration, partitioned or global, the analysis differs. For partitioned scheduling algorithms,
the analysis from the single-core processors can be used. However, the task distribution
algorithm to distribute the tasks among the cores, must be analysed too. For the global
scheduling algorithms, new analysis techniques were developed. These novel techniques
mostly generalize the number of cores, and can thereby be used for single-core processor
analysis as well.
Partitioned scheduling algorithms
As displayed in Figure 2.6b, each core has a dedicated run queue with tasks. The tasks
are assigned via a distribution algorithm. These task distribution algorithms are based
on bin packing algorithms. A bin packing algorithm distributes tasks, with a certain
volume, over a finite set of bins [Joh73]. The goal of such an bin packing algorithm is to
minimize the number of bins or in case of a scheduling algorithm it tries to minimize the
number of cores. The volume of a sporadic task can be translated as the utilization of
i
the task ( C
Ti ). The maximum utilization of a processor core depends on the scheduling
algorithm selected to schedule the tasks on that core. For the EDF algorithm, tasks can
utilize the core upto 100%. For the RM algorithm is depends on the taskset, a safe limit
would be the upper bound of the sufficient schedulability test (section 2.4.1).
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Finding the minimum cores is an NP-hard problem [GJ79], which makes the practical
use for utilization-based testing limited and very pessimistic [OB98]. Analysing the task
distribution and the tasks assigned to the cores specific for a taskset and utilize the
whole task model gives a more precise result. When an optimal uniprocessor scheduling
algorithm is selected as scheduling algorithm on the cores, the utilization of the assigned
tasks will be schedulable as long the total utilization is lower than 100%. However, for the
fixed-priority algorithms, the assigned tasks to a core must be analysed for schedulability
each time a task enters the queue of the core. If the assignment of the new task results
in an unschedulable situation, the task must be assigned to another core.
Global scheduling algorithms
Simular to the uniprocessor and partitioned scheduling algorithms, two types of analysis
to test the schedulability of a taskset for global scheduling algorithms exist. However, the
utilization-based schedulability analysis for global scheduling is too pessimistic or even
not possible. The performance of the scheduling algorithm decreases rapidly if a taskset
has a combination of low and high utilization tasks. Dhall gave an example of a taskset
for the global EDF algorithm which is not schedulable and has a low utilization (Dhall’s
effect): n = m + 1, ∀i ≤ m : Ti = Di = 1, Ci = 2 and τm+1 : Ti = 1 + , Ci = 1 [DL78]. If
we schedule this taskset and release the tasks at the same moment, job Jm+1,1 will miss
the deadline. For small values of , the utilization is very low compared to the maximum
utilization of the available processors.
For the parameter-based analysis, the period, WCET and deadline are used to calculate the schedulability of a taskset. This gives a more detailed result for the schedulability
of the taskset. But, the result is only applicable for the specific taskset. The common
procedure is to calculate for each task the demand of the higher priority tasks or jobs and
its own demand of computing power over a given time interval. If the demand of processing power is smaller than or equal to the supply of computing resources, the task is
schedulable. This has to be done for each task, to analyse the whole taskset [BCL08]. For
global multiprocessor scheduling algorithms, the critical instant is much harder to find
compared to single-core processors. The problem is that the moment of the maximum
demand of the higher priority tasks does not imply that the interference is maximized at
that moment. Therefore an upper-bound of the interference of the higher priority tasks
has to be found. If the critical instant is known, the worst-case interference of the higher
priority tasks for each task can be calculated [GY12].

2.4.3

Hierarchical scheduling structure

Schedulability analysis techniques for real-time scheduling in a hierarchical scheduling
structure, has been proposed in the literature [DL97, DLS97, MFC01, FM02]. The
hierarchical scheduling structure is represented as an open-system model. This model
allows sharing of information (deadlines, job queue state, ...) between both levels of
scheduling. Virtualization, however, introduces an extra constraint for the analysis; the
run-time communication between both scheduling levels must be as sparse as possible
with respect to isolation and security between the VMs and the hypervisor. Depending
on the applied virtualization technology, communication at run-time is allowed. For
the full virtualization and hardware-assist virtualization technology no communication
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is possible, because no changes to the kernel of the guest operating systems are made.
This results in a guest operating system which is not aware of its virtualized hardware.
For the para-virtualization technology, exchanging information between the scheduling
levels is possible, because the kernel has been modified to be able to run the guest
operating system in a virtualized environment. The benefits of the communication must
be significant to outweigh the processing cost of the information [GAdS+ 14].
Hierarchical scheduling overturns the assumption of the schedulability analysis that
the processor or processors are continuously available at an uniform rate and exclusively
for the tasks to schedule. However, in the hierarchical scheduling model, the processor
is only partially available because it must be shared between multiple systems. Each
system has its own set of tasks and scheduling algorithm. Since infinite task slicing is
practically impossible, resources are assigned by another scheduling algorithm on top
of all the systems. The assignment of resources towards the systems must be static.
Because of the timings of the real-time tasks, the system must receive the resources
within a given interval (period). Therefore, fractional-based resource assignment does
not provide specific timings when the resources are delivered; 40% of the processor can
be given in the form of 4 time units every 10 time units or 80 time units every 200 time
units. For the system this makes a huge difference, it all depends on the tasks parameters.
Component-based design decomposes a system into components allowing the reduction of a single complex system design problem into multiple single system designs.
Each component is analysed separately and represented by a component interface that
abstracts and hides the internal complexity. These interfaces are used for composing the system for the system analysis [LLB06]. Real-time systems can benefit from
component-based design, if components are assembled without violating compositionality
on timing properties. If timing properties can be analysed compositionally, componentbased real-time systems allow components to be developed and validated independently.
Component-based real-time systems often involve hierarchical scheduling frameworks
that support resource sharing among components under different scheduling algorithms.
These frameworks can be represented as a tree of nodes, where each node denotes a component comprising of some real-time workload and a scheduling policy [EL08]. In other
words, component-based design can be used to do schedulability analysis on hierarchical
scheduling structures. In this thesis we use the term child component for components
which are supplied with partial resources from a lower scheduling level. The component
which is directly supplied with the dedicated resources, is the parent component.
Hierarchical scheduling on a multi-core platform can be viewed as virtual cluster-based
scheduling. To understand virtual cluster-based scheduling, we first explain physical
cluster-based scheduling. In physical cluster-based scheduling, the processors are divided
in clusters each with their own scheduling algorithm and tasks. In a system with m
processors a cluster is a set of m0 processors, where 1 ≤ m0 ≤ m [CAB07]. Global
scheduling (one cluster with m0 = m) and partitioned scheduling ( m clusters with
m0 = 1) are the extremes of physical cluster-based scheduling. Tasks are statically
assigned to a cluster, within the cluster the tasks are globally scheduled. The restrictive
factor is that the m0 processors of the physical cluster are mapped one-to-one on m0 of
the m processors of the system. In virtual cluster-based scheduling the m0 processors
are dynamically mapped on the m processors. Figure 2.10 displays physical and virtual
cluster-based scheduling. Scheduling tasks in a virtual cluster, is like scheduling the tasks
globally on the m processors with maximum m0 processors simultaneously. The m0 is
called the concurrency factor [EL08]. The advantage of virtual cluster-based scheduling
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is the sharing of processors between clusters. Virtual cluster-based scheduling requires
a hierarchical scheduling structure, with an intra-cluster scheduler (guestOS) and an
inter-cluster scheduler (hypervisor).

Figure 2.10: The CPUs are statically mapped to the clusters when using physical cluster-based
scheduling, no change over time. In virtual cluster-based scheduling the CPUs are dynamically mapped to the clusters, i.e. the assigned CPUs changes over time. A virtual cluster has
maximum m0 out of m CPUs at one time unit

In virtual cluster based-scheduling the combination of the scheduler, the set of tasks
and the cluster can be described as a component. The resources required to schedule
the component is called the component’s interface. The component’s interface holds
all the constraints about the task-level concurrency of the component, so no task is
scheduled simultaneously on two or more processors. The interface demands enough
resources for the intra-cluster scheduler to schedule the tasks of the component, the intercluster scheduler does not have to worry about the timing constraints of a component.
Figure 2.11 shows the 6 steps of the compositional schedulability analysis (CSA). The
first step gives the overview of the system to analyse. In the second step, the lower
components are analysed. In the third step for each of those components an interface
is calculated which represents to component and includes the timing constraints. Those
interfaces are transformed to a workload (tasks) in the fourth step and the interface of
the system component is calculated (step five). When the interface is schedulable on the
available resources, the overall system is schedulable (step six).
In a given time interval, a dedicated processor can clearly provide a processor supply
equal to the time interval. But when a processor is shared between clusters, it provides
a processor supply less or equal to the interval length. We call this a partial processor.
The supply a processor provides to a component can be calculated using the component’s interface. Easwaran et. al. presented a multiprocessor periodic resource (MPR)
model [ESL09]. A MPR model µ = hΠ, Θ, m0 i specifies that an identical, unit-capacity
multiprocessor platform provides Θ units of resource supply in every Π time units, where
the Θ units are supplied with concurrency at most m0 ; at any time instant at most m0
physical processors are allocated to the corresponding component. We select for our
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Figure 2.11: Six steps to analyse a hierarchical scheduling structure through compositional
schedulability analysis.

methodology the MPR model to calculate the interfaces of the components because of
the support of multiple scheduling algorithms.
The supply bound function sbf of an interface, provides a lower bound to the amount
of processor supply the interface guarantees in a given time interval. So sbfµ (t) is equal
to the minimum amount of processor supply the interface µ provides to a component in
a time interval of length t. The demand bound function dbf, calculates the maximum
demand of a task set in a time interval. For a particular scheduling algorithm, a given time
interval and the amount processors m0 , the worst-case resource demand of a component
can be defined as the maximum amount of resource units needed in that interval to
schedule the component’s tasks. For a component, a task set is schedulable if at all times
the worst-case resource demand is equal to or less than the supply bound function. With
this equation and a given value of Π, the minimum required Θ and concurrency m0 can be
computed for a component. This computation has to be performed for each component.
The interfaces of the components are used in the inter-cluster schedulability analysis.
First the interfaces are transformed in to periodic tasks (VCPUs), the number of tasks
of a component is equal to the value of m0 of the interface. For all components these
tasks are generated based on the interface. The schedulability analysis for the intercluster scheduler computes whether the generated tasks are schedulable under intercluster scheduling algorithm. When these tasks are schedulable, the overall system is
schedulable.
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2.5

Software design methodologies

Our analysis methodology analyses applications at multiple abstraction levels. Depending on the development stage in the design process, the application can be analysed at
one or more abstraction levels. At each stage more information becomes available about
the application specifics. Depending on the available information, the application can be
analysed at the right abstraction level. The section gives an overview on the development
stages of the design process and an overview an the different development methodologies.
The purpose of a software development processes is to improve its efficiency, quality and correctness. The development process is split in to different stages for better
process and product management starting from the requirements stage upto to the final
delivering stage. Maintenance of the software is also often included in such development
process. A software design methodology is a framework to plan, structure and control
the software development process. The design methodology helps the developers to control the development process of the software product without highlighting the technical
aspects. Several design methodologies exists to guide the software development process.
Each stage represents a different part of the development process.

2.5.1

Overview of methodologies

Software is needed in different areas of application, each with different specifications and
requirements. Due to this versatile usage of software, different design methodologies
exits with each there advantages and disadvantages. Depending on the software and the
area of application, a design methodology is chosen. In this section we elaborate these
software design methodologies.
Waterfall model
The waterfall model is the traditional model of software development [Roy70]. It is a
linear and sequential development model where each stage has distinct goals. When
a development stage is completed, the development goes into the next stage without
turning back to previous stages, see Figure 2.12.
1. Requirement analysis: at the initial stage the system requirements are collected
by analysing the needs of the users. This outputs the ideal system in terms of
performance and functionality.
2. Architecture design: this stage is also referred as high level design. The system
design is exploded into software modules with defined interfaces and connections
with other modules and the outside world.
3. Modular Design: this stage is also referred as low level design. In this stage all
the internal details about the system modules are specified.
4. Implementation: at this stage the actual coding and implementation take place.
Based on the design specifications of previous stages, the modules of the systems
are implemented with best suitable programming language. The code is reviewed
and optimized numerous times before the final version is delivered.
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Figure 2.12: Waterfall model: the classic software design methodology [Roy70].

5. Verification: unit tests designed in the design phase of the system modules are
executed on the code. The system is also testing against the user requirements
6. Maintenance: the system is evaluated of conformity with the defined requirements and on non-functional issues, such as the performance and compatibility.

This requires a lot of planning up front of each stage and setting a deadline for each
stage. The advantage is that it is a simple design model with strict timings. However,
the verification of the code takes place after the implementation stage, which makes it
really hard for revisions and changes. Despite the disadvantages, the waterfall model
remains the most popular design methodology for software development [PWB09].
V-model
A common used software design methodology for mechatronic systems is the V-model [Roo86].
The V-model is a sequential development methodology, based on the waterfall model,
used during the software development life cycle (SDLC), see Figure 2.13. The levels on
the left side of the model, are verified and validated by the stage on the same development level at the right side of the model. Each level has it own specific contribution the
total development process.
The stages of the model lead towards a finished product. Because the V-model is
based on the waterfall-model, some stages are similar with the waterfall model. Below
the stages are briefly explained:
1. Requirement analysis: at the initial stage the system requirements are collected
by analysing the needs of the end-users. This analysis describes the ideal system
in terms of performance and functionality.

37

2. Background

Figure 2.13: V-model: a design methodology for software development [Roo86].

2. System design: at this stage the developers process to requirements. They figure
out the possibilities and techniques usable to fulfil the user needs. If one or more
of the proposed requirements by the users is not feasible, the user get informed and
a solution is found.
3. Architecture design: this stage is also referred as the high level design. The
system design is exploded into software modules with defined interfaces and connections to other modules and the outside world. At this stage, the integration
tests are developed and documented.
4. Modular Design: this stage is also referred as the low level design. In this stage all
the internal details about the system modules are specified. With this information
about the internal design, the unit tests are designed to eliminate the faults and
errors at a later stage.
5. Implementation: at this stage the modules are implemented based on the design
specifications of previous stages. The code is reviewed and optimized numerous
times before the final version is delivered.
6. Unit testing: first, the code of the modules are tested by unit tests designed in
the design phase. This will eliminate bugs at code level.
7. Integration testing: to test the architecture of the systems, the integration tests
analyse the communication and the coexistence between the different system modules.
8. System testing: to test the system design, system tests are executed to test the
entire system functionality and interactions with external systems.
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Figure 2.14: The spiral model: extended waterfall model with prototyping iterations and risk
management. (Source: https://en.wikipedia.org/wiki/Spiral_model)

9. Operating Testing: when the system is implemented in the user’s environment,
the system is evaluated on conformity with the defined requirements and on nonfunctional issues, such as the performance and compatibility.
Like the waterfall model, this model is not designed for changes in the requirements
during the design process and is thereby less flexible. It is most suitable for small projects
which have less probability of making changes during the development process.
Spiral model
The spiral methodology is an extension of the waterfall model; the model adds prototyping and risk management [Boe88]. The design methodology first generates prototypes
with an increasing functionality. Every prototype is tested and reviewed against the
requirements. For each prototype the risk is calculated. This risk covers the further
development of the software such as developing costs, operation cost or other costs which
result in an undesired final product. Figure 2.14 displays this process.
As with the waterfall model all the design requirements are collected into detail. In
the first iteration a limited design of the software product is developed. This is a scaledowned version of the final product. This prototype is reviewed and a second prototype
is designed and developed. This prototype is reviewed as the first prototype and if
necessary another prototype is designed. If not and the risk allows it, the final product
is developed.
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Iterative model
In iterative software development software is designed in multiple cycles. It is similar to
the spiral model, but with much shorter cycles. In each cycle several stages of the development process are run through for small parts of the software. The model is designed
to cope with current changes of the requirements and has constant communication with
the end user. During each cycle, software features are added until the final product is
developed. An iteration-based design process does not require a big planning and full
product design before the implementation of the software. This eliminates unforeseen
problems which only show up during the coding stage. Because of the multiple cycles
it is harder to define deadlines of the final product. However, it has been proven for
commercial software products, that the quality increases with this design methodology.
Agile software development Agile software development is an iteration-based software design methodology where each cycle or iteration lasts for about one week to four
weeks. The goal is to deliver at the end of each iteration a working product. Each
iteration focuses on another aspect of the software product. In agile development the
communication between designers and product owner is important and is preferably faceto-face. The product owner will send somebody who will act on their behalf for taking
decisions during the iterations. At the end of an iteration, the working software product
is presented to this product owner for feedback and adaptations to the requirements. The
team of developer and tester are working close with each other to improve the efficiency.
The most popular agile frameworks are Scrum [Sch97] and Kanban [PP03].
Extreme programming Extreme programming (XP) is a methodology for creating
software in an environment with constant changes in requirements or even not fully
defined requirements at the beginning [Bec07]. XP relies on five essential principles:
communication, simplicity, feedback, respect and courage. Constant communication between designers and customers. Keep the design simple as possible and clean. Feedback
is improved by testing their software direct from the beginning of the project. They
deliver the software to the customers as early as possible and implement changes as suggested. The big difference with Agile programming is that in XP the developers will
always work in pairs with periodic switching. This results in constant peer-review and
code-inspection which reduces the number of software bugs. It also develops a shared
sense of ownership of the product. With this XP is able to courageously respond to
changing requirements and technology.

2.5.2

Schedulability analysis in the design process

To design real-time systems, the V-model is still the most used software design methodology. The system requirements of real-time system do not change during the design
process and the software is subject to a set of tests before implemented. This makes the
V-model best suited. The spiral model and iterative software design methodologies are
not fitted for the design of real-time systems because of the constant refinement of the
requirements and adding feature after feature. This makes it very difficult to keep track
of each software module and even harder to evaluate and verify the end product. This
makes it also hard to gather schedulability information during the design process of the
application.
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With the V-model, the transition of the specifications towards tasks or jobs is defined during the architecture design stage. During this stage timing information becomes
available for an early schedulability analysis. Often an abstract description of the target platform is (partially) given and can also be used for the schedulability analysis.
Methodologies, such as the Optimum methodology [MTPG11], COMET [Gom06] and
the proposed method by Borde et.al. [BRC+ 14], enrich the schedulability analysis with
information about timing constraints and computational cost by providing techniques
and tooling for the software designer to gather this information.
During the early schedulability analysis, an early selection of an optimized scheduling
algorithm can be made. Other analysis techniques, such as simulation and implementation, can be performed to validate the selection of scheduling algorithm. However,
during the next design stages and especially in the implementation stage, changes and
optimizations are applied to the software. Beside software changes, more details about
the target platform is also available at these stages of the design process. These introduce changes of the timing characteristics of the tasks and require that the application
has to be analysed for schedulability once more [NIE+ 17]. Nevertheless, a schedulability
analysis at the implementation stage produces a more precise result. However, changing
the scheduling algorithm for a target platform results that the schedulability has to be
analysed again for the whole system. Selecting another scheduling algorithm can have
an impact the allocation of the different tasks. In order to validate this new allocation
the designer has to validate the system again. The cost of the action increases if the
development is at a later stage of the design process. Gather information about the most
optimized scheduling algorithm at an early design stage is of high value, because only
the most promising scheduling algorithm must be analysed again at later stages of the
design process.

2.6

Conclusion

In single-core real-time embedded systems, the scheduling algorithm is selected in the
implementation stage. This is can be done because it is relative easy to analyse the system
for schedulability even without knowing all the task parameters (section 2.4.1). With
the new technologies introduced in embedded systems, multi-core processors and the
virtualization technology (section 2.1), this brings an exponential increase in the number
scheduling algorithms with it (section 2.3). A second finding of these new technologies
is that no scheduling algorithm is optimal for all applications; each application must be
analysed to find the most optimized scheduling algorithm specific for the application.
Analysing the schedulability of a system with multiple real-time VMs and shared
PCPUs has been theoretically proven and different analysis techniques has been developed, as discussed in section 2.4.3. However, lower analysis levels, such as simulation
and implementation, lacks support for those scheduling techniques and thereby prevent
the flow of analysing scheduling algorithms for real-time virtualization through the whole
line of analysis levels.
In the next chapter we propose the new analysis methodology to find an optimized
scheduling algorithm for an application at an early stage of the design process via multiple
abstraction level of analysis. The analysis tools for each abstraction level are proposed
in chapter 4
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Chapter 3

Analysis methodology

In this chapter we propose a new analysis methodology to determine the most optimized
scheduling algorithm for an application. With optimized we mean the scheduling algorithm from the available set of scheduling algorithms which is best fitted for the analysed
application based on the selected performance indicator(s). The need to create this new
methodology was triggered by:
1. The overview of the multiprocessor scheduling algorithms. This enormous design
space of scheduling algorithms, each with their advantages and disadvantages, indicates that there is no general optimal scheduling algorithm for all applications,
especially when combined with virtualization technology.
2. Analysing each scheduling algorithm at the implementation phase of the design
process is time consuming and results in high costs. If the scheduling algorithm
needs to be changed afterwards it would force the developer to go through several
steps of the design process again.

3.1

Introduction

The analysis methodology offers a solution for both problems by: 1) analysing each
application separately to find the scheduling algorithm which gives the best results for
the performance indicator(s) the developers wants to optimize to. 2) Using techniques
to analyse the application in an early stage of the design process, giving the designer
information on which scheduling algorithm could be a potential candidate and which
is definitely not. As a result only the best candidate scheduling algorithms have to be
analysed on the target platform.
This resulted in a new analysis methodology where an application is analysed at multiple abstraction levels during the design process of the application to select the most
optimized scheduling algorithm. It contains three abstractions levels to analyse the set of
scheduling algorithms. Figure 3.1 displays the three abstraction levels prior to the traditional analysis. The formal analysis level, is the highest abstraction level with the lowest
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cost to analyse the application for a set of scheduling algorithms. The middle abstraction level, the simulation-based analysis level, simulates the system with the application
and scheduling algorithm. At the lowest abstraction level, the deployment-based analysis
level, the application and scheduling algorithm are implemented on a hardware platform
to analyse the schedulability. To be able to analyse the application without an actual
implementation, we generate executable dummy tasks with the same characteristics of
the tasks of the application. Deployment-based analysis is the most realistic analysis
methodology, but it comes with the highest cost.
The goal of the analysis methodology for an application is to explore the whole design
space of scheduling algorithms at the formal analysis level with a low cost and reduce this
set towards the lower abstraction levels where only a few, but highly potential, scheduling algorithms are analysed at a high cost. Compared to the current methodology where
the scheduling algorithms are analysed during the implementation phase, our analysis
methodology reduces the total cost of the design process by gathering information about
the schedulability at an early stage of the design process prior to the traditional analysis. This scheduling information can be used during the traditional analysis during the
implementation of the application to select the most optimized scheduling algorithm for
the application.
Another problem that our analysis methodology tackles is the compatibility between
the multiple abstraction levels. Most research is focused on one of the abstraction levels,
and is optimised for the corresponding level. Combining all the abstraction levels, gives us
the opportunity to make the higher abstraction levels more realistic by adding additional
information about the system to those abstraction levels. The most important ones are
the scheduling and migration overheads, but also the behaviour of the scheduler when
a deadline miss occurs or when tasks have an equal period. Because we analyse the
application at all the abstraction levels, we can use one input and output set to be used
at all abstraction levels. This makes it possible to compare and reproduce the results at
all abstraction levels.

3.1.1

Selection of the most optimized scheduling algorithm

Figure 3.1 displays the design space of scheduling algorithms at the beginning of the
higher abstraction level leading to the most optimized scheduling algorithm in the end
of the lowest abstraction level. At the highest abstraction level, formal-based analysis,
we select a scheduling algorithm or combination of scheduling algorithms based on two
criteria, the schedulability and resource demand. The first selection criterion, the most
important one, is meeting all the deadlines of the tasks of the application on the available resources. For a hard real-time application, missing one deadline is unacceptable and
makes a scheduling algorithm unsuitable. If all the scheduling algorithms are analysed,
a subset remains. We apply the second criterion if the subset is still too large to analyse
in the next abstraction level. The second criterion selects a scheduling algorithm based
on its efficiency in resource demand to schedule the application. The remaining algorithms are ranked based on this criteria and the most promising algorithms are selected
to be analysed at next abstraction level. At the second abstraction-level, simulationbased analysis, more information about the schedule of the tasks is gathered and more
information about the system can be included. Based on the results of this analysis,
the scheduling algorithms can be ranked again and the most promising scheduling algorithms are selected. This results in a second reduction of the design space. At the
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Figure 3.1: The three abstraction level to analyse applications to select the most optimized
scheduling algorithm

lowest abstraction level, deployment-based analysis, the remaining design space is analysed on the target platform which outputs the most optimized scheduling algorithm for
the application.
The number of scheduling algorithms discarded between each abstraction level differs.
Between the formal analysis and the simulation-based analysis mostly a bigger set of
algorithms will be ruled out compared to the transition between the simulation-based
and deployment-based analysis, because at the formal analysis the schedulability of the
scheduling algorithm is analysed, which can already rules out a big set of scheduling
algorithms. If only a small subset is not deemed schedulable on the available resources,
the second criterion will select only the most promising scheduling algorithms. This is
essential because the cost of the formal analysis is much lower than the simulation-based
analysis which is much cheaper than the deployment-based analysis.

3.1.2

Analysis methodology with the virtualization technology

As mentioned in section 2.1, the virtualization technology introduces a hierarchical
scheduling structure with two scheduling levels with real-time constraints at each level.
This impacts the search for an optimized scheduling algorithm: it shifts from finding one
optimized scheduling algorithm, towards finding an optimized combination of scheduling
algorithms. When both technologies, multi-core and virtualization, are combined, the
set of possible combination of scheduling algorithm increases exponentially. This points
out even more the need for the abstraction levels; as a lot of combinations can be eliminated by the formal analysis. So only a handful of combinations are analysed in the
simulation-based analysis and the deployment-based analysis. In this thesis we limited
the selection of the most optimized scheduling algorithm to one scheduling algorithm
across all the VMs. This means that each VM has the same scheduling algorithm. So, if
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we select for example the G-EDF scheduling algorithm for the tasks-level scheduler, this
means that every VM will be analysed for the G-EDF scheduling algorithm.
In our analysis methodology, the virtualization technology is used on a standalone
system. So no interaction between other systems is necessary, in other words no network
activity is required. The analysis methodology focusses on real-time scheduling of the
processor resources in an hierarchical scheduling structure. Other resources, such as
memory and I/O, are also adapted to this hierarchical structure, but are not handled in
this work.

3.1.3

Assumptions and target hardware

In this thesis we make some assumptions in the environment where the analysis methodology and the toolchain operates in. This creates an environment which does not fully
reflect the actual environment where the analysis methodology is designed to operate
in. However, with the made assumptions it is still possible to analyse and validate our
analysis methodology.
First, we assume that WCET is known at an early stage of the design process and
does not change during the remaining stages. Calculating or measuring the WCET
of a task on a multi-core processor very complex and still active research. This can
only be done when the actual code of the task is available. However, during the design
process timing requirements of tasks are gathered. Several methodologies allows to collect
this information and give an estimated timing analysis [MTPG11, BZNP15, MFPB16,
NIE+ 17, Huy17]. This timing information can be used in our analysis methodology.
Second, we assume that each task of an application is a periodic task with no dependencies
to other tasks or I/O and no critical sections. This means that each job of each task
can be executed from the moment it is released, that each job can be preempted and
resumed at any moment in time. Because a job does not depends on other jobs or I/O,
self-suspension or priority changes due to synchronization protocol for shared resources
can not occur.
Multi-core in combination with virtualization requires a powerful embedded system
to handle and support this. In this thesis, we aim for embedded systems with a powerful
multi-core processor as target platform for the applications. These embedded systems
are designed for relative heavy applications and mostly a combination of applications
are deployed on these systems. Processors for these high-end embedded systems are also
starting to support virtualization extensions to increase the performance and meanwhile
lower the overhead of virtualization. Low-end embedded systems, which mostly focus on
a long battery life or are designed to execute one task only, are not part of our intended
target platforms or virtualization in general.

3.2

Abstraction levels

The goal of our new analysis methodology is to analyse the application at multiple
abstraction levels during the design process of the application. It contains three abstractions levels where the set of scheduling algorithms can be analysed at depending on
which stage of the software development process is in. The formal analysis is the highest
abstraction level where the schedulability analysis is calculated for each scheduling algorithm. This output of this analysis is the amount of resources needed to schedule the

46

3.2. Abstraction levels
application for each scheduling algorithm. The next abstraction level, simulation-based
analysis, simulates the system with the application and scheduling algorithm. With a
simulation it is easy to check for conflicts (deadline misses) and to verify the result of the
previous abstraction level. At the lowest abstraction level, deployment-based analysis,
the application and scheduling algorithm are implemented on a hardware platform to
analyse the scheduling algorithm. We use dummy tasks to analyse the application on
the hardware platform in order to analyse it at early stage of the design process before
the actual coding is done. This makes it possible to analyse the worst-case scenario for
the scheduling algorithms, which is not possible with the actual tasks of the application.
In addition to analysing the application for deadline misses, the scheduling algorithm can
also be analysed on other performance indicators, such as overhead, number of context
switches,... .
Each of these abstraction levels are elaborated in detail in the sections 3.2.1 - 3.2.3.
Because we apply the analysis methodology in real-time virtualization, we explain the
abstraction levels with the analysis of hierarchical scheduling structures. To analyse an
application, more information is needed beside the tasks. All this information, including
the taskset, we call the application context. Section 3.2.4 elaborate this application
context.

3.2.1

Formal analysis

At the highest abstraction level, the schedulability analysis is calculated for the combination of scheduling algorithms with the given application. This analysis is hardware
independent. Because no specific information about the hardware is necessary, the analysis can take place at an early stage of the design process. This gives us the advantage
of selecting the combinations of scheduling algorithms for the future analyses at a low
cost and complexity.
Because we need to analyse one specific application, we apply parameter-based analysis to calculate the schedulability (section 2.4). In order to calculate the schedulability of
the whole system, hypervisor and VMs, we apply the compositional schedulability analysis (CSA). To analyse an application with a certain combination of scheduling algorithms,
we need the following:
1. The task model of each task in the application: to be able to calculate
the schedulability specific for the application, the parameters (WCET, period and
deadline) of each task must be known. When all parameters are known an exact
schedulability analysis can be calculated.
2. The schedulability analysis of the algorithms: depending on the scheduling
algorithm, the order of the jobs differs. This means that a formal description of
the scheduling algorithm is needed to calculate this order and to know how much
time it takes to finish a job. For each scheduling algorithm or group of scheduling
algorithms, this formal description is different.
3. The information about the maximum computational resources available
for the tasks : for single-core systems the maximum available resources is 1 CPU.
For multi-core systems, this is the number of processors. This information about the
hardware must be known in order to calculate the schedulability. If this information
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is not given, the results of the schedulability analysis, demand of resources, can not
be compared with the available resources. Worst-case, a selection could be made
on the scheduling algorithm with the lowest number of processors needed.
When having all this information, we first calculate the amount of virtual resources
each VM needs to schedule the real-time tasks with the selected scheduling algorithm.
Next, we calculate for the selected scheduling algorithm of the hypervisor, the amount
of physical resources needed to schedule the virtual resources within their timing constraints. The calculated virtual resources (the VCPU parameters) will be used in the
lower abstraction levels to initialise the VCPUs in the simulation and the hypervisor.
In order to calculate the schedulability of the scheduling algorithm and tasks with the
CSA theory, the schedulability analysis must be modified towards an analysis where it
is possible to use partially available resources. For multiprocessor scheduling algorithms
this is more complex compared to the single-core processor analysis. For the schedulability analysis of the EDF scheduling algorithm, this is not a big effort. The number of
resources a taskset τ , scheduled by EDF, demands for a time interval t on a single-core
processor is [SL03]:
dbfτ (t) =

n j
X
tk
Ci
Ti
i=0

(3.1)

This is the demand bound function (dbf ) which calculates the worst-case demand of
resources, in time units, for a time interval t for a taskset τ . For dedicated resources, the
taskset is schedulable with the EDF scheduling algorithm if: dbfτ (t) ≤ t. For a partial
resource, this demand of resources must be smaller or equal to the resource supplied
by the parent component to the child component. A parent component provides Θ
resources every Π time units. This is represented by an interface $Γ(Θ, Π). In order to
know if a taskset is schedulable with a certain interface Γ(Θ, Π), the worst-case resource
supply for time interval t must be bigger or equal to the worst-case demand of resources:
dbfτ (t) ≤ sbfΓ (t) [SL03]. The sbf for a given interface Γ is calculated by Equation 3.2.
Figure 3.2 displays this.
$
%
t − (Π − Θ)
sbfΓ (t) =
Θ + s
(3.2)
Π
where

$

% !
t − (Π − Θ)
s = max t − 2(Π − Θ) − Π
,0
Π

(3.3)

With Θ the time units (resources) the VCPU gets every period Π and Γ(Θ, Π) the
interface of a periodic resource model (PRM). The supply bound function (sbf) calculates
the minimum resource supply during the time interval t, with Θ the budget and Π the
period of the VCPU. First, we always assume that the time interval t starts just after
the budget is exhausted and that the budget was supplied to the child component at the
beginning of the period Π. So, for Π − Θ time units no resources are supplied to child
component.
$
% Next, the number of periods in the remaining time interval is calculated by
t−(Π−Θ)
Π
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Figure 3.2: The minimum resource supply for PRM for time interval t [SL03].

%

$
time interval, t − (Π − Θ) − Π

t−(Π−Θ)
Π

, is smaller or bigger than Π − Θ. If smaller,

no extra resources are supplied to the child component. If bigger, the extra resources
supplied to the child component is the remaining time interval minus Π − Θ. This is
represented by s .
For fixed priority scheduling algorithms, the parameter-based analysis is used to calculate the worst-case response time Ri of each task in the taskset on a dedicated resource
supply (Equation 2.5 on page 31). If the response time Ri is smaller or equal to their
relative deadline, the task is schedulable on a dedicated resource. For a partial resource,
Equation 2.5 is modified [SL03]:
Ril (Γ) = tbfΓ (Iil )
where

&
Iij

= Ci +

X
τk ∈HP (τ,τi )

'
Rl−1 (Γ)
Ck
Tk

(3.4)

(3.5)

Equation 3.4 gives the worst-case response time for each task on a partial resource.
The iteration l stops if for a certain l: Ril (Γ) = Ril−1 (Γ) and to start the iteration:
Ri0 (Γ) = tbfΓ (Ci ). The time bound function (tbf) gives the maximum time, which is
the worst-case time, to get t resources from a partial resource Γ(Θ, Π). This can be
calculated by Equation 3.6 and is visualized in Figure 3.3.
$ %
t
+ t ,
(3.6)
tbfΓ (t) = (Π − Θ) + Π
Θ
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Figure 3.3: The time bound function for PRM for t resources [SL03].

where
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(3.7)

otherwise

First, we assume again that it takes Π − Θ time units until the first resource is supplied. Next, the number of periods is calculated to receive t resources (b Θt c). If there is
a remaining budget left, we assume that the resources are supplied as late as possible.
This means that the resources are supplied after Π − Θ time units.
As shown for the EDF and FP scheduling algorithms, the parameter-based analysis
for a dedicated resource, is adapted towards a schedulability analysis for a partially
available resource to use the scheduling algorithm in the CSA theory. Notice that the
schedulability analysis for a partially available resource is a general schedulability analysis
which also can be used for dedicated resources. A dedicated resource can be represented
with interface Γ(Π, Π). The next step is to select the interface for each child component
at which the taskset is schedulable for the selected scheduling algorithm. To calculate the
budget Θ for a given period Π for a taskset scheduled by the EDF scheduling algorithm,
Equation 3.2 is lower bounded by:
lsbfΓ (t) =

Θ
(t − 2Π + 2Θ) ≤ sbfΓ (t)
Π

(3.8)

With Equation 3.1 and 3.8, the budget Θ is calculated by [SL03]:
p
(t − 2Π)2 + 8Πdbfτ (t) − (t − 2Π)
(3.9)
Θ≥
4
By upper bounding Equation 3.6, the budget Θ can also be calculated for FP scheduling algorithms:
ltbfΓ (t) =
50

Θ
Ii + 2(Π − Θ) ≥ tbfΓ (t)
Π

(3.10)

3.2. Abstraction levels
where
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The budget Θ can be calculated for each task of the taskset and the maximum Θ is
selected:
!
p
−(Ti − 2Π) + (Ti − 2Π)2 + 8ΠIi
Θ = max
(3.12)
∀τ ∈τi
4
When for each VM the budget Θ is calculated, with a given period Π, the resource
models can be transformed towards periodic tasks with for each task Ci = Θi and
Ti = Πi . For this taskset the schedulability can be calculated for the selected scheduling
algorithm of the hypervisor. These tasks are scheduled on a dedicated resource, 1 PCPU
for single-core, and thereby the schedulability analysis for dedicated resources can be
used. However, it is possible in future research that more scheduling levels are added,
therefore we also calculate a budget Θ for this taskset. For a two-level scheduling structure, the whole system is schedulable if Θ ≤ Π for the parent component.
For multiprocessor scheduling algorithms the budget Θ can not be calculated with one
formula. First, unlike single-core processors, the critical instant where the tasks demand
the worst-case resource demand is much harder the determine [LMM98]. As a result the
schedulability analysis analyses the schedulability over a certain time interval. Secondly,
an extra parameter is added to the schedulability analysis: the number of processors
m. If the taskset of a VM has an utilization bigger than 1, more than one VCPU is
needed to schedule the tasks. This means in order the find the optimal resource model,
two parameters must be found: m and Θ for a given Π. This is realized by iterating
over both parameters until the demand of resources is smaller or equal to the supply
of resources within a certain time interval [ESL09]. However, some combinations of
parameters can be ruled out without analysing them. The sbf provides more resources
if a budget is scheduled on the minimal possible VCPUs [ESL09]. So, if for example a
taskset is not schedulable with a budget of 40 time units with a period of 20 time units
on 2 VCPUs, the number of VCPUs m is increased with 1. This means that the next
budget Θ to analyse the schedulability for is 41; there is no need to start from any lower
value for Θ. Another optimization is that, we can set a initial number of VCPUs m and
budget Θ based on the utilization of the taskset.

3.2.2

Simulation-based analysis

In the second abstraction level, the application is analysed by simulation. At the formal analysis we only can analyse the schedulability of the scheduling algorithm for the
application. However, when multiple scheduling algorithms are capable of scheduling
the application, the selection of the most optimized scheduling algorithm is selected
on other performance metrics, which can be gathered with the simulation-based and
deployment-based analysis. With the simulation-based analysis we analyse the combinations of scheduling algorithms that were selected in the formal analysis. We simulate
the application for a given time interval and outputs the timings (start, preemptions,
finish) of each job in that time interval. This abstraction level can be used to validate
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the formal analysis on schedulability, but it allows us to analyse other criteria of the
scheduling algorithms, such as for example the number of preemptions and migrations.
This gives us an estimation of the impact of scheduling overhead. An example is given
in Figure 3.4. Four tasks are scheduled by the EDF scheduling algorithm on a dedicated
resource. With this timing information it is easy to check for deadline misses: when all
jobs are finished before their deadline or the release of the next job (implicit periodic
tasks) of the respective task, no deadline misses occur.

Figure 3.4: Example of the simulating output. The simulation contains 4 tasks scheduled using
EDF.

The simulation of real-time scheduling algorithms is a commonly used analysis technique to validate the schedulability for a given application scheduled by a selected
scheduling algorithm. Beside the schedulability, more information (preemptions, migrations, ...) can be extracted using the simulation-based analysis which can be not
be gathered at the formal-based analysis. Beside extra information gathered about the
tasks, more information about other components (networking, memory, I/O, ...) can be
added to the simulation and can be analysed together with the tasks.
In order to perform a simulation a task model of each task of the application and the
simulation model of the scheduling algorithm and the target platform are needed. The
simulation-based analysis requires only the task’s parameters of the application. For each
scheduling algorithm, the decision logic must be implemented. This decision returns the
task with the highest priority depending on the selected scheduling algorithm. Finally, a
model of the target platform and the scheduling mechanism of the RTOS and hypervisor
are needed. The minimal requirement of the target platform is the number of physical
processors. More information can be added to make the simulation more precise. The
model of the scheduling mechanism, not the scheduling algorithm, is needed to be able
to let the simulator mimic the real world situation of the system as close as possible.
In the next sections, we explain discrete and continuous simulation, two types of
simulations. We also handle the simulation of a hierarchical scheduling structure and
end with the advantages and disadvantages of simulation-based analysis.
Discrete-event and continuous simulation
Two types of simulations are used for the simulation of real-time scheduling algorithms:
1) discrete-event simulation (DES) and 2) continuous simulation (CS). A discrete-event
simulation can be defined as [Nan93]:
Definition 3.1. Discrete event simulation utilizes a mathematical/logical model of a
physical system that portrays state changes at precise points in simulated time. Both the
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nature of the state change and the time at which the change occurs mandate precise description. Customers waiting for service, the management of parts inventory or military
combat are typical domains of discrete event simulation.
A discrete-event simulation (DES) is a event-based simulator; the simulator only
takes action when an event occurs and it marks a state change in the system. Between
two events no action is needed in the system, this makes it possible to jump to the next
point in time when the next event occurs. DES is designed for systems which changes at
fixed points in time. For simulating a real-time scheduling algorithm via DES, long and
short durations are handled at the same core because the simulation jumps from event
to event no matter the time in between. The events in such a simulation are the release
of a job and the finish of a job.
The second type of simulation, continuous simulation, can be defined as [Nan93]:
Definition 3.2. Continuous simulation uses equational models, often of physical systems, which do not portray precise time and state relationships that result in discontinuities. The objective of studies using such models do not require the explicit representation
of state and time relationships. Examples of such systems are found in ecological modeling, ballistic reentry, or large scale economic models.
Continuous simulation (CS) simulates every time step of the system and changes the
output. Continuous simulation finds it applicability in system with constant changing
physics. This can also be applied on real-time scheduling algorithms, the simulator’s
timer increases with the minimal time interval, decreases the execution of the jobs which
are executing and checks for job releases, if jobs are finished and deadline misses. A
disadvantage of a continuous simulation is that the simulator checks for event changes
at every step.
Choosing between both simulation techniques to simulate real-time scheduling, the
DES technique provides the most suitable solution; when a task or tasks are scheduled,
the scheduling algorithm has no decisions to make until the job is completed or a new
job is released. Because the timings of those events are know, the simulator can jump
directly to the next event, which shorten the simulation time.
Simulation of scheduling in virtualization
In order to simulate a hierarchical scheduling structure, the simulator must support
multi-level scheduling. For each level a different scheduling algorithm is selected. On
the upper scheduling level, the task-level, multiple VMs are created, each with their
own scheduling algorithm and taskset. This taskset contains a subset of the tasks of
the application. Each VM also contains a set of VCPUs. A VCPU is configured with
a budget and a period calculated in the formal analysis. Those parameters must be
available for the simulator. The VCPUs are scheduled by the scheduling algorithm of
the lower scheduling level, the system-level scheduler. A VCPU can be seen as a task that
triggers another scheduler whenever it is scheduled. Assume a single-core system with
two VMs containing one VCPU and one task, where the first VM has a VCPU with a
budget of Θ = 10ms and period Π = 20ms and a task with an execution time C = 40ms
and period T = 100ms. The second VM has a VCPU with a budget of Θ = 15ms and
period Π = 30ms and a task with an execution time C = 80ms and period T = 200ms.
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For each scheduling level the timings are logged to be analysed later. Figure 3.5 displays
the schedule of the tasks and the VCPUs. We clearly see that a task is stopped, white
block between two grey blocks, whenever the VCPU of the respectively VM runs out of
budget and stops executing. The task resumes the moment the VCPU resumes.

Figure 3.5: Simulation results of two VMs with each one VCPU and task

To simulate a multi-core system with multiple VMs each with multiple VCPUs, this
becomes more complicated. For example if a VM has two VCPUs, three VCPU allocation
scenarios are possible: 1) the VM has no VCPUs available, so no tasks can execute, 2)
VCPU1 or VCPU2 is active, which means the task scheduled on the respectively VCPU
continue its execution and 3) both VCPUs are active, which means that the VM can
execute tasks on both processors.
Advantages and disadvantages
As mentioned before the simulation-based analysis can be used to verify the formal
analysis and to mimic the system as close as possible to the real world implementation.
However, not every aspect of the system can be tested at this abstraction level. The final
decision for the scheduling algorithm must still be made at the lowest abstraction level.
Interrupts, latencies, scheduling and migration overhead, operating system overhead, etc.,
can only be partially implemented in the simulation of the system. Also optimizations
directly in the hypervisor, such as exchanging whether the VMs have tasks to schedule
or not between both scheduling levels, are not included in simulation.
Adding scheduling algorithms to the simulation software, requires adding the decision
algorithms of the scheduling algorithm. Most simulation software separates the functionally regarding the scheduling algorithm from the other logic, which eases the process of
implementing new algorithms and requires only a small amount of time to implement
such a scheduling algorithm. Like the formal analysis, the simulation-based analysis only
needs the task’s parameter and only limited information about the target platform. This
allows analysing application with the simulation-based analysis at an early stage of the
development process.

3.2.3

Deployment-based analysis

The deployment-based analysis is the lowest abstraction level in the analysis methodology. This analysis gives the most realistic results, but is also specific for one target
platform in combination with a hypervisor and RTOS. This makes it difficult to analyse
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a big set of scheduling algorithms, which would lead to high costs. Therefore the set is
reduced, in the previous abstraction levels, to an acceptable number of combinations of
scheduling algorithms which perform best in the formal and simulation-based analysis.
Each combination of the downsized set is analysed for schedulability and other criteria
which reflect the performance of the scheduling algorithms. At the end, the most optimized combination of scheduling algorithms is selected for the application.
In the analysis methodology we realise the analysis of the application on the target
platform before the actual coding of the modules by using dummy tasks. These dummy
tasks are created by the taskset-generator (section 4.2). This gives us the advantage to
analyse the schedulability of the application at an early stage of the design process. The
second reason we use these dummy tasks is to analyse the worst-case scenario. In the
formal and simulation-based analysis, we assume that the tasks have an execution time
equal to their WCET. If the scheduling algorithm can schedule this worst-case scenario,
the algorithm is also able to schedule the, more realistic, scenarios where the execution
time is shorter than the WCET. However, this worst-case scenario is never analysed on
the target platform. In the analysis methodology we solve this problem by generating
dummy tasks with an execution time estimating the WCET of the task.
To be able to analyse the scheduling algorithms, a hypervisor must be running on
the target platform and the VMs must be installed with a RTOS. The hypervisor must
support real-time scheduling and be able to schedule the tasks on multiple cores of the
processor. The process of adding a new scheduling algorithm to the hypervisor, depends
on the selected hypervisor. The parameters for the VCPUs are the parameters calculated
in formal analysis. These are set when the VMs are created. In the VM, a RTOS
schedules the tasks with the selected scheduling algorithm on the virtual resources. For
the OS, the tasks must produce a load for the system to keep the processor busy. This
can either the real tasks of the application or the generated dummy tasks.
During the execution of the tasks, the timings of the jobs and VCPU are logged
for the analyses afterwards. Those timings give us the information necessary to check
the system for deadline misses. Besides deadlines misses, other information (number of
preemptions, scheduling overhead etc.) can be derived from those timings for further
evaluation of the scheduling algorithm. Additional tests give us more details about other
criteria to compare the scheduling algorithms, such as the duration of the scheduling
decisions and context switches, scheduling latency and OS overhead.
Implementing a new scheduling algorithm in a hypervisor or RTOS is a complex process compared to the process in the formal and simulation-based analysis, especially for
a multi-core platform. First of all, each RTOS and hypervisor has a different architecture which means that on each platform, the same scheduling algorithm is implemented
differently. The scheduler of a RTOS and hypervisor, does not only schedule tasks from
the application, but also tasks from the OS, I/O devices and has to handle interrupts.
To reduce the impact of the scheduler, the implementation of the scheduling algorithm
must be efficient to limit the overhead. This makes it also difficult to debug such a
system, because every change in the system could lead to performance loss. This proves
that adding scheduling algorithms on the target platform is a time consuming and complex process. Being able to reduce the set of scheduling algorithms at an higher level is
essential to make this analysis methodology work.
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3.2.4

Application Context

As stated in section 3.1 there is no uniform scheduling algorithm optimal for every application. Each application needs to be analysed to find its most optimized scheduling
algorithm. Besides the tasks of the application, more information about the system architecture is needed to analyse the application. The most important is the number of
scheduling levels. If the application is executed in a virtual environment, the taskset
of each of VM must be known. The hardware platform characteristics also have a high
impact on the selection of the scheduling algorithm. All this additional information,
together with the application itself, is referred to as the application context and can be
described as follows:
• Number of scheduling levels: the number of scheduling levels has a large impact
on the selection of the scheduling algorithm, in case of two or more scheduling levels,
an optimized combination needs to be found.
• Tasks: the task model contains three parameters which define the shape of the
taskset.
– Number of tasks: a taskset can have a certain load, but this load can be the
summation of a really small number of tasks upto a huge number of tasks.
Many tasks means many preemption and context switches.
– Period of the tasks: the impact of the deviation of the periods of the tasks will
influence the tasks. Also harmonic periods will engage a better performance
on the algorithm. For example the RM algorithm can schedule load up to 100
% when the taskset contains tasks with harmonic periods [LSD89].
– Load of the tasks: some scheduling algorithms will have low performance
whenever the taskset consists of tasks with a very low load and tasks with
a very high load.
• Hardware platform: depending on the architecture and clock speed, the overhead
of the scheduler and tasks differs. This has an impact on the overhead when context
switching.

3.3

Conclusion

In this chapter we proposed our new analysis methodology finding the most optimized
scheduling algorithm. By analysing the application on multiple abstraction levels, the
set of candidate scheduling algorithms is strongly reduced towards the lowest abstraction
level. This reduces costs in the development process and makes it possible to analyse the
system in an early stage of the development process.
In our work, we apply this analysis methodology to find the most optimized combination of scheduling algorithms for virtualization technology on multi-core embedded
systems. The scheduling algorithms are selected based on the performance in schedulability and resource efficiency. However, the analysis methodology can be used for
finding the most optimized scheduling algorithm in other environments with other key
performance indicators as well. The implemented analysis tool on each abstraction level
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depends on this choice. In the next chapter we propose an analysis toolchain supporting
our methodology at each abstraction level.
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Chapter 4

Toolchain implementation

In order to apply and prove the value of our analysis methodology, a toolchain is needed.
An analysis at each abstraction level is conduced by a different type of tooling, thereby
multiple analysis tools are needed for in the toolchain. The framework presented in this
chapter implements these analysis tools. For each abstraction level one or more analysis
tools were already (partially) available. We compared and evaluated the existing tools
and selected the best tool for our framework. However, we could not adopt each tool
directly into the framework, we first had to modify them to be compatible with the
methodology. In order to be compatible with the methodology, the tools have to be
compliant to a set of properties. Besides the analysis tools, the framework also provides a
taskset-generator tool to create input for each abstraction level. This input is transformed
to the appropriate format for each level. In order to compare the results between multiple
abstraction levels, the output of each of the tools is transformed to a common format.
This chapter describes the framework and its properties. Section 4.2 elaborates on the
taskset-generator and evaluates its performance. For each abstraction level the analysis
tools are presented together with their modifications to fit the framework. Finally, the
implementation of the scheduling algorithms in each tool is described at the end of this
chapter. It also shows the increasing difficulty of adding a new scheduling algorithm from
the highest to lowest abstraction level.
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4.1

Properties of the framework

To adopt new software tools in the framework, the tools must be compliant to a set of
requirements. These requirements for the selection of the software tools are:
Open Source License When we want to modify and/or extend software tools, we
must have the source code and the license to make modifications. The Open Source
Initiative (OSI) lists the licenses for open source software on their website (https://
opensource.org/licenses/alphabetical). Beside the ability to change to source code,
open source tools improves the reachability towards other researchers to use this analysis
methodology and framework. Providing the analysis framework as open source software,
makes it also possible for other researchers to add their software tool(s) to the framework
by creating the interfaces for the tool.
Support for the CSA theory Our research covers the analysis for application contexts including virtualization and multi-core. So, for the analysis tools the most important property is the hierarchical scheduling structure and its scheduling techniques must
be supported by the selected tool. This means that on each scheduling level, real-time
scheduling algorithms must be supported. For the system-level scheduler, supporting
real-time scheduling algorithms requires the ability to set a budget and period for each
VCPU of the VM and PCPU sharing must be supported.
Multiprocessor scheduling algorithms Embedded multi-core systems are nowadays already used in real-time systems. Real-time multi-core systems require multiprocessor scheduling algorithms, which schedule real-time tasks on more than one processor.
Implementing the virtualization technology on these multi-core systems, implies that the
multiprocessor scheduling algorithms must be supported on both scheduling levels of
the hierarchical scheduling structure. Both global and partitioned scheduling algorithms
must be supported to support a big set of scheduling algorithms to analyse.
Extensibility The possibility to add new scheduling algorithms, on both scheduling
levels, is an important requirement. The tools must provide a relative easy process to
add new scheduling algorithms without knowing all the internals of the analysis tool.
This will enhance to usability for other researchers.
Input-output interfaces Each analysis tool requires a specific format or process for
their input data (tasks, VCPU and PCPU data, ... ). However, to compare the results
of the analysis tools, the same input data must be used. To solve this, the framework
provides for each tool an interface to transform the input data to the right format for
the tool. This also applies for the output data of the analysis tools. This output data is
transformed towards a common data structure to easily compare results between different analysis tools. Depending on the structure of the analysis tool, these interfaces can
be separate from the tool or included in the analysis tool.
With this set of properties we selected the analysis tools for each abstraction level.
All of them are fully or partially compliant to these properties. Finally, we adapted and
implemented the tools in order to fit them in our analysis framework.
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4.2

Taskset-Generator

This section is based on the publication presented at the 6th edition of EWiLi 2016;
the Embedded Operating Systems Workshop [DAH+ 16]. This workshop was jointly organized with the Embedded Systems week (ESWeek) conference in Pittsburgh. The
taskset-generator was developed in collaboration with Sebastian Altmeyer of the University of Amsterdam with support of the COST TACLe project.

4.2.1

Introduction

At some stages in the development process of the application only the task’s parameters
are available. The formal and simulation-based analysis only require what we call synthetic tasks for the analysis. These are in essence the task’s parameters (WCET, period
and deadline) and no real code. For the deployment-based analysis, however, a load must
be generated to analyse the scheduling algorithm on the target platform.
For this the taskset-generator has two main function:
• Generating sets of tasks each described by a tuple (WCET, period and deadline)
based on a general taskset description (section 4.2.4). This to feed the tools at each
abstraction level.
• A mechanism to translate the WCET in real executable code to feed the deploymentbase analysis level.
Not in every situation an application is given or needed to analyse scheduling algorithms. For this we included in the taskset-generator the functionality to generate
multiple synthetic tasksets each with specific characteristics which are adjustable. The
taskset utilization, range of task utilization, number of tasks are some of the parameters
which can be set to generate the tasksets. This makes it possible to create a very specific
taskset to analyse the scheduling algorithm. The pseudo-random generator ensures the
reproducibility of the same task’s parameter for each tasks in other experiments or for
other researchers.
To fulfil the second functionality, the taskset-generator should able to generate a load
for a task based on the WCET of the task. The WCET of a task is expressed in time units
and will differ when deployed on different target platforms. Therefore the task model
should be injected with different sets of task code when deployed on different platforms.
The latter feature is missing in current evaluation methods for scheduling algorithms,
making it hard to compare or reproduce their results across platforms. To broaden the
applicability, we added the functionality to generate synthetic tasksets.
The executable tasks are created by combining benchmark programs from the TACLeBench benchmark suite [FAH+ 16]. The benchmark suite is a collection of benchmark
programs used to evaluate timing analysis tools. The taskset-generator tool calculates
for each task a combination of benchmark programs. The summation of the execution
time of the selected benchmark programs equals the required execution time of the task
(within a pre-defined error margin). The tasksets and executable tasks are defined in
the tool by two types of user-defined input parameters: taskset specific parameters and
program specific parameters. The former are used to generate the synthetic tasksets, the
latter are used to select a set of benchmarks which fits the requirements of the user and
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the target platform. The selected set is used in the sequence of benchmark programs for
each task of the generated synthetic taskset.

4.2.2

Related Work

Research on task-set generation tools that generate executable tasks is rather limited.
TIMES [AFM+ 03] is a tool specifically designed for symbolic schedulability analysis and
synthesis of executable code with predictable behaviour for real-time systems. It includes
a task-set generator to integrate a set of tasks provided by the user into specific hardware
architectures. Starting from a set of tasks and their runtimes, it will analyse schedulability given a specific scheduling method and hardware architecture. After successful
analysis it will generate wrapping code around predefined tasks to create a compilable
source code project for that specific type of hardware.
Kramer et. al. presented a new benchmark generator methodology for automotive
applications [KZH15]. The automotive industry is characterized by its strong intellectual property (IP) protection. This results in a lack of realistic real-world benchmark
applications. Kramer et al. propose to solve this problem by creating new benchmark
applications based on code snippets coming from a well protected database containing
IP protected automotive applications.
Wagemann et. al. proposed GenE, a tool to generate benchmarks for timing analysis [WDH+ 15] . It combines code patterns from real-time applications that are both
representative for real-time applications and sufficiently challenging to WCET analysis
tools. In addition to the source code, the generator also provides the flow facts of the
benchmark. Based on this information it is straightforward to derive an accurate WCET
that can be used as a reference to evaluate and compare the performance of WCET
analysis techniques and technologies.

4.2.3

TACLeBench

The tool uses the TACLeBench benchmark suite as a source for the benchmark programs [FAH+ 16]. The benchmark programs are formatted using the same code formatting rules, this results in a main function consisting of three function calls. These
functions are present in every benchmark program:
• {benchmark program name} init()
• {benchmark program name} main()
• {benchmark program name} return()
The first function initializes the benchmark program, the second executes the main
functionality and the third function returns a variable for sanity checks. If the benchmark
program is selected for a task, the first and second function execute multiple times in
each job of that task. This ensures that the benchmark program always has the same
input data each time it executes. Furthermore, almost all benchmarks are platformindependent and can be compiled to and evaluated on any kind of target platform.
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4.2.4

Creating synthetic tasks

The generator generates periodic tasks with implicit deadlines. To generate the synthetic
tasksets, the tool uses the taskset specific parameters as input. The following parameters
are a minimum set of parameters:
• the range of the taskset utilization ([U tmin , U tmax ])
• the minimum and maximum task utilization ([Umin , Umax ])
• the step value between two utilizations (U tstep );
• the number of tasksets per utilization (k);
• the number of tasks per taskset (n);
• the lower and upper bound on the period (Tl , Tu );
• the level of granularity of the period (T∆ );
• the seed value for pseudorandom generators. (s)
In a first step,
Pan utilization Ui for each task τi in the taskset τ is defined based on the
constraint that i=0 Ui = Ut where Ut is the target utilization. The UUnifast-Discard
algorithm is used to generate the task-specific utilizations [ESD10]. This algorithm is
based on the UUnifast algorithm (Algorithm 1) [BB05]. The input of this algorithm is
the utilization of the taskset Ut and the number of tasks in the taskset n:
Algorithm 1: The UUnifast Algorithm
SumU = Ut ;
for i=1 to n-1 do
nextSumU = SumU * pow(rand(),1/(n-1));
U[i] = SumU - nextSumU;
SumU = nextSumU;
end
U[n] = SumU;
The output of the UUnifast algorithm is the utilization Ui for each task. The UUnifast
algorithm is designed for a maximum Ut ≤ 1. When using this algorithm for utilization
bigger than 1, the algorithm could generate tasks with a utilization Ui > 1 which is
not realistic. When the set of utilizations contains a utilization bigger than 1, the set is
discarded and a new set is generated until all the utilizations are smaller than 1. With
the UUnifast-discard algorithm the task utilizations are between 0 and 1. We added
the option the make those minimum and maximum utilization bound adaptable. The
parameters Umin and Umax can be used to adjust those utilization boundaries.
In the second step, the period of each task is defined and the execution time is
calculated for each task. The period is randomly selected between the given lower bound
Tl and upper bound Tu . Based on the generated period T and task utilization U , the
execution time C is calculated. The mininum difference between periods of two different
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tasks is defined as T∆ . To evaluate the effect of an input parameter, pseudorandom
generators are used to generate these values. This implies that, for example, two identical
tasksets, in terms of task utilization, can be generated, but with a different lower and
upper bound of the period. By keeping all other parameters fixed, all confounding effects
are avoided [DB09].
The number of generated tasksets (m) depends on the number of utilization steps
and the number of tasksets per utilization:


U tmax − U tmin
+1 ×k
(4.1)
m=
U tstep
Another advantage of the pseudorandom generator is its ability to reproduce identical
tests. An identical set of tasksets can be generated by other parties in the same domain
when using the same input parameters. The generated synthetic tasksets are used to
generated the benchmark program sequence in the next section.

4.2.5

Benchmark program sequence

The benchmark program sequence is calculated for each task. To use the benchmark programs in the taskset-generator, information regarding each benchmark must be accessible
for the tool. This is realized by a complementary description file for each benchmark.
This description file contains all necessary information of the benchmark (location, execution time,...). Based on the information in the description file and the selection criteria
given by the user, the tool checks whether the benchmark program is suitable to be used
in the benchmark program sequence. The first round of selection is based on the architecture of the target hardware; if the description file includes timing information (execution
cycles) of the benchmark program on the given architecture, the benchmark program is
selected. This selection results in a subset of the benchmark programs which are used
to calculate the benchmark program sequence for each task. By adding more information about the benchmark programs in their description file, a more precise selection of
benchmark programs is possible.
To prevent non-reproducible behaviour, each benchmark program should run at least
a minimum number of times in a row; due to cache effects and other micro-architectural
features, a program’s execution time may vary strongly. Yet, when executed in sequence,
the execution time eventually stabilizes. Hence, we also derive the minimum number
of executions until a stable execution time occurs. This means that when a benchmark
program is selected, the number of times a benchmark program is executed lies between
its minimum number and infinity. A minimum number of consecutive executions is necessary to get a reproducible execution time. For each benchmark program, the minimum
number of executions is different and does not only depend on the code of the benchmark
program, but also on the architecture of the target hardware. The value of this minimum
number of executions, has to be obtained in a measurement-based approach by executing
the benchmark program in a loop and varying the loop size. This minimum number of
executions is included in the description file of the benchmark program.
To calculate the program sequence for each task, we use an Integer Linear Programming (ILP) model to describe the optimization problem [Vie15]. This model tries to
match the sum of the benchmark program execution times with the target WCET of
the task. The number of times a benchmark program is used is equal to or greater
than zero. To build this model, the execution time of the benchmark programs must be
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known. These are calculated by dividing the number of execution cycles of a benchmark
program by the clock frequency of the processor of the target platform. The model must
also be aware of the minimum required number of executions of each benchmark program. This is included in the model as an initial cost function. If a benchmark program
is selected, a cost c (minimum number of executions multiplied by the execution time of
the benchmark program) is added once. The model is represented by the the following
equations:

maximize

k
X

(ci yi + ei li )

(4.2)

i=1

subject to

k
X

(ci yi + ei li ) ≤ E,

i = 1, ..., k

(4.3)

i = 1, ..., k

(4.4)

i = 1, ..., k

(4.5)

i = 1, ..., k

(4.6)

i=1

li ∈ N 0 ,
(
0 for li = 0
yi =
1 for li > 0

,

yi ∈ {0, 1} ,

where e0 , ..., ek is the set of execution times of the subset of benchmark programs. The
number of times a benchmark program must be executed is represented by l0 , ..., lk , and
E represents the targeted execution time of the task. The initial cost of each benchmark
program is represented by c0 , ..., ck . The ILP tries to maximize Equation 4.2, but it is
subject to Equations 4.3-4.6. Equation 4.3 bounds Equation 4.2 to a maximum value,
the wanted exection time E. Equation 4.4 applies for only positive integers as values for
li . To add the initial cost value only once and when the benchmark program is selected
(li > 0), the selection variable, yi , can only be 0 or 1 depending the value of li . This is
realized by Equations 4.5 en 4.6. The output of the ILP is for each benchmark program
the value of l; if l is bigger than zero, the minimum number of executions for that
benchmark program is added to l and the benchmark program is selected. The tool uses
the GNU Linear Programming Kit (GLPK) to calculate the ILP [Mak12]. The output
of this part is an XML file per taskset, containing the selected benchmark programs and
the number of executions of each program. Based on the selected benchmark programs
and the number of executions, the source code is generated.

4.2.6

Generating executable tasks

The final part of the taskset-generator generates the source code for each task and a
makefile for every taskset. It uses the tasksets with the benchmark program sequence of
each task as input. For each task of a taskset the initialization and main function of all
selected benchmarks are called from within the code of the task. Afterwards a makefile
is generated that compiles the tasks for the target platform. Each benchmark program
is called within a for-loop statement, where l is the loop bound. After the code of the
benchmark programs is appended, additional lines of code are inserted at the beginning
and the end of the code, depending on the user requirements. This header and footer
code can be added and/or changed in the template file. Figure 4.1 shows an example of
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Figure 4.1: Example of generated source code of a task with minimal header and footer code

generated source code. Compiling the source code files using the makefile, results in a
set of executables which can be executed on the target hardware.
These executables can be replaced after the implementation stage of the development
process by the actual task’s code to analyse the application for the optimized scheduling
algorithm. However, these tasks can also be used to test the worst-case scenario for the
scheduling algorithm because each task has an execution equal to their WCET. Creating
executable tasks with an execution time exactly equally to their WCET is not feasible.
However, creating executable tasks with an execution time longer than the WCET is not
desirable. To cope with this problem we generate tasks with an execution of 95% of the
WCET. This has no effect on analysing the worst-case scenario because the WCET of a
task has an extra safety margin of 10 - 20%.

4.2.7

Evaluation of the taskset-generator

We have generated a number of synthetic tasksets and executables using the taskset
generator. To create the executables, we first need to derive the timing behaviour of
the benchmark programs. For the purpose, we have executed and measured 10 benchmark programs to obtain their execution times and their minimum required number of
executions to have a stable execution time. After updating the description files, the
taskset-generator calculates the benchmark program sequence of each task.
Experiment Setup
We have conducted our experiments on a platform with an Intel Xeon CPU E5-2420 v2
processors at 2.20 GHz. Xen 4.5 was patched with the latest version of RT-Xen1 . The
guest domain was installed with a para-virtualized kernel. The controlling VM (Domain0) is booted with two VCPUs, each pinned on a PCPU, and 4GB memory. The remaining
1 https://sites.google.com/site/realtimexen/
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Figure 4.2: Example of a benchmark program description file

ten cores where used to run the guest domain. The scheduling algorithm of the guest OS,
patched by LITMUSRT , is a gEDF algorithm [CLB+ 06]. In our experiments tasks are
generated based on the base task from with LITMUSRT library. For tracing the tasks
in the feather-trace tool was used, which is included in LITMUSRT . To compile the
benchmark programs and the dummy tasks we apply the same compiler and compiler
optimizations.
Execution Cycles of the Benchmarks
We selected 10 benchmark programs from the TACLeBench benchmark suite. Before
these programs can be used to create executable tasks, the execution time of the benchmark must be known. To create reproducible execution times, a minimum number
of executions is required for each benchmark program (Section 4.2.5). For this, we
analyse the execution time of a benchmark program by executing the benchmarks a
statistically relevant number of times l. Typically for each benchmark we do l =
{10, 50, 100, 500, 1000, 2000} measurements. Besides the execution times, we calculate
the mean execution time T . Based on the above measurements a value l0 exists: ∀l > l0 :
l · T ≈ Tl with Tl denoting the execution time of running the benchmark l times. This
value l0 is defined as the minimum number of required executions for the benchmark
program. This results in an execution time T and a minimum required executions l0
for each benchmark program. We analysed the execution of each benchmark program,
and observed that the execution time has a standard deviation of less than 1% if the
benchmark program is executed for at least l0 times. To correct for the fluctuation of a
task’s execution time, an extra safety margin M has to be added to the number of execution cycles of the benchmark programs. We have found, by experiment, that a safety
margin M = 2% suffices to ensure that the execution time does not exceed the WCET
of the task. The calculated execution times and the minimum required executions for
the corresponding architecture (in this case x86) are added to the description file of the
benchmark program (see Figure 4.2).
Creating and Executing Tasks
After updating the description files, we generated the synthetic tasksets and the executable tasks. We generated 5 randomized synthetic tasksets S1 , ..., S5 , each with 20
tasks. For each task we executed the ILP program and generated the source code based
on the benchmark sequence of the task. For our experiment, we have compiled the tasks
as shared libraries to call the task function (Figure 4.1) in each job of the real-time task
in LITMUSRT . Because the focus of the experiment lies on measuring the execution time
of tasks, we used one guest with one dedicated core and pinned the VCPU to a PCPU
and executed the tasks one by one. The runtime of the experiment per task is 10 seconds
and we repeated the experiment 10 times. Since the aim of the experiment is deriving
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the execution times of the tasks, the period of each task is fixed to 1 second, this gives
us an equal number of measurements for each task. This results in 100 measurements
for every task of the 5 tasksets.
Results
In the generated tasksets we have three values for the execution time of a task: the generated WCET for the synthetic taskset (target WCET), the summation of the execution
time of the benchmark programs (calculated WCET) and the measured execution time on
the target platform (measured WCET). The target and calculated WCET for each task
are nearly equal for this target platform; the difference is negligible. However, the target
WCET and measured WCET differs. The results of the measured WCET compared to
the target WCET are shown in Figure 4.3. Firstly, the execution time of the tasks on
the target platform does not exceed the target WCET of the tasks. Secondly, the task
with the lowest minimum execution time is task τ9 of taskset S5 (see Figure 4.3) with
an execution time of 96.4% of the target WCET. Decreasing the safety margin M would
result in an higher lower bound of the execution time. The upper bound of the execution
time, however, would exceed the WCET and could result in an overload situation.

(a) Taskset S1
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(b) Taskset S2
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(c) Taskset S3

(d) Taskset S4

(e) Taskset S5
Figure 4.3: Results of the taskset-generator evaluation.

We can now use this taskset-generator with the known execution times of the benchmark programs on our target platform with the x86 architecture to generate executable
tasks. For our embedded platform we added the execution time of each benchmark program for the ARM7 architecture to the respectively description file to be able to use the
taskset-generator on the embedded platform.

4.3

Formal analysis: CARTS

For the formal analysis, a software tool is required to calculate the schedulability of
the application context for a combination of scheduling algorithms. For a hierarchical
scheduling structure analysed by the compositional schedulability analysis (CSA) theory
for multiprocessor systems, the tool must support this theory. The output of the analysis
and thereby the analysis tool, is the number PCPUs needed to schedule the VMs and
the parameters of each VCPU for each VM.
We selected the Compositional Analysis for Real-Time System tool (CARTS) tool to
use as the software tool for the formal analysis [PLE+ 11]. CARTS is the only analysis
tool available to calculate the schedulability analysis for a n-level hierarchical scheduling structure. Implementing the schedulability analysis ourself would be a big effort
compared to the small modifications to CARTS in other use in our framework.
CARTS is written in Java and provides a graphical user interface (GUI) to visualize the application with the interfaces and VCPUs. The current version supports the
PRM [SL03], EDP [EL07], MPR [ESL09] and ARINC653 [ELSV09] resource models. In
the GUI, the tasks, a scheduling algorithm and period for the VCPUs must be selected
for each VM. Based on those parameters and the selected resource model, the interface
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and VCPU parameters are calculated. Setting the parameters has to be done manually
and for the multiprocessor resource models, the GUI cannot be used. However, CARTS
also offers a command line interface (CLI), to set the parameters. Through the CLI the
tasks, scheduling algorithms and the period of the VCPUs can be given using a file-based
input. The calculated output is also written into a file. Figure 4.4 gives an example of
the VCPU parameters of the MPR resource model. This makes it possible to automate
the process to calculate the schedulability of the system. By default, CARTS supports
the G-EDF and G-DM scheduling algorithms.
The advantage of the schedulability analysis for partial resources is that the analysis can be applied for the dedicated resources. This opens the possibility to also use
CARTS for the multiprocessor schedulability analysis for application contexts without
the virtualization technology.

4.3.1

Modifications

Before we added the CARTS tool to our framework, we applied small modifications.
First, we added to possibility to find the optimal period for the VCPUs. The optimal
period for a VM is the period which requires the least amount of resources to schedule
the tasks with the selected scheduling algorithm. For each VM we can select the optimal
period for the VCPU(s). However, it is still possible to select a specific value for the
period of the VCPUs. For example, the McNaughton scheduling algorithm requires
that all the VCPUs of all VMs have an equal period. Second, we created an interface
for the framework to transform the format of the application’s taskset to the format
required by CARTS. Because the input file for CARTS contains the information about
the selected scheduling algorithms, an input file is generated for each possible combination
of scheduling algorithms. The period of the VCPU is also included in this file. However,
if we want the optimal period, this value is ignored. We added also the support for
partitioned scheduling algorithms by assigning tasks to each VCPU of the VM or VCPUs
to a PCPU based on one of the bin packing heuristics. Each VCPU is analysed separately
for the selected scheduling algorithm. Afterwards the VCPU parameters are added to
the right VM component to be used in the schedulability analysis of the system. Finally,
we fixed some bugs in the source code and contacted the developers of CARTS about
these fixes.

4.4

Simulation-based analysis: hsSim

At this abstraction level we need a simulator capable of simulating a multi-level hierarchical scheduling structure with the focus on task scheduling. We selected and modified
the hsSim simulation software [CSR12]. The motivation of the selection of hsSim is that
hsSim was the only simulator available to simulate real-time scheduling with multiple
scheduling levels. This results into a limited set of modifications in order to use hsSim
in our toolchain. Other simulators, such as STRESS [ABRW94], Simso [CHD14] and
FORTAS [CG11], offers a multiprocessor real-time scheduling simulator. Others, such
as UPPAAL, focuses more on verifying the timing constraints of applications including
different communications protocols and real-time controllers [LPY97]. Some of these
simulators and tools offer extra functionality regarding overheads or resource sharing.
However, the advantage of the multiple scheduling levels and the available scheduling
algorithms in hsSim outweighs the advantages other simulators offers.
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Figure 4.4: Example of the output of CARTS. The system contains 4 VMs with each 2 VCPUs.
The system needs 6 PCPU to schedule the system via the McNaughton scheduling algorithm.
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Figure 4.5: The scheduler architecture in hsSim, where tasks and partitions (VCPUs) are treated
equally.

hsSim is an extensible interoperable object-oriented hierarchical scheduling simulator. The simulator supports single-core and multi-core scheduling and has a big set of
scheduling algorithms, for single and multi-core processors. These scheduling algorithms
can be used at each scheduling level to schedule a set of tasks or VCPUs. We modified
the simulator in accordance with the properties of the framework. hsSim has an objectoriented design with the focus on using design patterns and modularity. It is designed so
that an n-level scheduling structure can be created. hsSim is a continuous-event simulator; it increases the timer with one time unit and checks to system for events from the
tasks or VCPUs. hsSim increases the timer every step with one millisecond. This means
that tasks are scheduled with an accuracy of 1 ms. A task or a VCPU is abstracted
by the AbstractTask interface. For an instance of a task or VCPU, its parent is such
an AbstractTask, which means that the scheduler treads tasks and VCPUs the same.
This makes it also possible to have tasks and VCPUs on the same scheduling level if
necessary. A class diagram of the scheduler and tasks in hsSim is displayed in Figure 4.5.
When a VCPU is scheduled, it triggers the next-level scheduler of the component where
the VCPU belongs to. Each event of a job is logged and reported through the observer
pattern. This makes it possible to add a new logger for those events.

4.4.1

Modifications

To use hsSim for the simulation-based analysis and fit hsSim in our framework, some
modification were needed. The major changes that we have introduced are:
• Compatibility with the CSA theory: the ability to access the period Π and a
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budget Θ of each VCPU. When a job of a VCPU is scheduled, the parameters of
the VCPU must be accessible from the job. This was not possible. We added the
functionality for the scheduler to access the necessary parameters of a VCPU via
a job of the respective VCPU.
• Partitioned Scheduling Algorithms: hsSim contains the option to select a partitioned scheduling algorithm for both levels of scheduling. However no actual implementation was present in hsSim. Therefore we implemented two new scheduler
objects to enable partitioned scheduling in hsSim. The MultiprocessorPartitionedScheduler object is the scheduler object that controls the individual scheduler per
core. It is also responsible for the job launches and for passing through function
calls to the individual schedulers. The individual scheduler is of object type PartitionedUniprocessorScheduler. The component (VM) must be aware which id a
VCPU has, so it can schedule the tasks on the right VCPU. Therefore each individual scheduler will be assigned the right id to identify the individual schedulers
during the simulation of the system.
• Framework compatible input interface: in hsSim the tasks, VCPUs and scheduler are defined in the main class, which mean that hsSim can not be used as an
executable jar-file. We added the option to set the tasks and VCPUs via a filebased input. This makes it possible to pass the taskset and interfaces of the VMs as
argument for the jar-file. This results in automating the process to run simulations
without any action of the user.
• Framework compatible output interface: to evaluate the results of the simulation, the timing information is logged. A set of different logging formats are
provided by hsSim. We added a new format to make it possible to analyse the
data from each level using the same tools. The format is based on the format
of feather-trace [BA07] and unit-trace [MBA09] in LITMUSRT , it collects all the
events (release, switch to, switch away and completion) of a job. The Unit-Trace
tool groups these events together for each job and task.
• Scheduler behaviour on a deadline miss: depending on the scheduler on the
target hardware (RTOS and hypervisor), the behaviour differs when the job misses
a deadline. Two scenarios are possible: 1) the job continues to execute until it is
finished or 2) the job stops immediately when the deadline miss is detected. The
first scenario will cause an effect on future jobs of the systems, their schedule would
be extended, and maybe cause other deadline misses. The second scenario will limit
this effect, however the cancelled jobs will not complete its code. This can cause
problems in the system if for example the job must return important data, which
other tasks needs to proceed. We added the possibility to select one of the scenarios
for each scheduling level. This makes it possible to have more realistic simulation
of the target platform, or to analyse the effect of both scenarios on an application.
• Microsecond-level simulation: hsSim supports tasks with an execution time,
period and deadline with a ∆t of 1 ms. Tasks in an application and of the taskset
generator can provide tasks with a ∆t of 1 µs. We converted hsSim to support
the 1 µs precision at all scheduling levels of the hierarchical scheduling structure.
Because hsSim is a continuous-event simulator, this has an effect on the execution
time of a simulation.
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• Optimization of the simulation time because we modified hsSim to support
an accuracy of 1 microsecond and hsSim is a continuous-event simulator, the execution time of the simulator increased drastically. For simulation of 30 seconds, the
simulator was not able to complete the simulation within 2 hours. However, after
optimizing the code, we reduced the execution time to an acceptable time. During
the experiments we measured a maximum of 10 minutes to complete a simulation.
A lot of parameters and conditions influence the execution of the simulation:
– The number of tasks
– The number of PCPUs
– The schedulability of the taskset: scheduling a taskset with less than the
number of CPUs needed will have a longer execution time compare to the
same taskset scheduled on the calculated number of CPUs
– The scheduling algorithm
Together these modifications make hsSim usable in our framework. We can now use
the same taskset as with the CARTS tool (after reformatting it) and the output file of
the CARTS tool (Figure 4.4) as input for the hsSim simulator. We added a new logger
which creates for each PCPU two log files: one for the jobs of the tasks and one for the
jobs of the VCPUs. This allows us to examine the tasks and the VCPUs separately to
check the schedulability of the system.

4.4.2

Simulating a taskset

To simulate an application with real-time tasks, four arguments are needed to start the
simulation: the taskset per VM, the interface for each VM, the number PCPUs and the
simulation time. First, hsSim adds the wanted number of PCPUs to the system, then
it parses the input files to create the VMs with their respective VCPUs and sets the
simulation time. Figure 4.6 shows the output of hsSim after initializing the simulation
and just before it starts simulating.
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Figure 4.6: The output of hsSim after initializing the simulation. The core parameter is only
used when a partitioned scheduling algorithm is used.

The execution time of the simulation in Figure 4.6 was 55,144 seconds to simulate
the taskset and VCPUs for 30 seconds. With a parser we can visualize the schedule of
both levels. Figures 4.7 displays these schedules for the tasks of VM1 and the VCPU of
each VM.
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Figure 4.7: Simulation output of multiple VMs with each one VCPU and the taskset of VM1.

The tasks and the VCPU of VM1 are both scheduled on PCPU0 by the P-EDF
algorithm of the system-level scheduler. Figure 4.7 shows that the tasks are scheduled
only if the respective VCPU is scheduled. A task preempts if the VCPU is preempted.
After the analysis of the timings of all tasks of all the VMs for the complete simulation,
we concluded that the taskset is schedulable and validated the formal analysis. With the
modifications to hsSim, we added hsSim to our analysis framework to be used by the
analysis methodology. Like CARTS, hsSim can be used to analyse application contexts
without the virtualization technology by scheduling the tasks directly on the PCPUs.

4.5

Deployment-based analysis

On the lowest abstraction level, the application is scheduled on the target platform. This
means that there must be a real-time hypervisor deployment where the VMs with their
RTOS can be executed on. We implemented two hypervisors in the framework to be used
by the analysis methodology. First, we implemented an existing real-time hypervisor on
a general purpose system. We used RT-Xen to schedule the VMs [XXL+ 13]. To use
the analysis methodology on embedded multi-core systems, we designed Xvisor-RT; a
real-time extension for the Xvisor hypervisor [PDSEK15]. To schedule real-time tasks in
the VMs, we use a real-time extension for the linux kernel, LITMUSRT .

4.5.1

Related Work

Real-time and embedded virtualization are both active research topics. However, most
research on hypervisors focusses on only one of those topics. Few papers consider the link
between both. In this related work we focussed on embedded hypervisors and real-time
hypervisors.
Oikawa et. al. presented the Gandalf hypervisor for the x86 CPU architecture [OIN06].
It supports para-virtualization and can host multiple RTOSs together with Linux. However, no VCPU or VM scheduling is discussed in their work. Kanda et. al. presented
SPUMONE, an embedded hypervisor, and implemented it on the SH-4A CPU [KYK+ 08].
SPUMONE is designed for single-core architectures and supports an RTOS and a gen76

4.5. Deployment-based analysis
eral purpose OS. The guest uses µITRON as RTOS and Linux as is the general purpose
OS [Sak13]. However, only one RTOS can be executed with one VCPU. The VMs are
scheduled with a fixed priority algorithm in which the VCPU of the RTOS has the highest
priority. Whenever the RTOS is idle, the general purpose OS executes. The Proteus hypervisor of Baldwin and Kerstan for the PowerPC CPU architecture is the first embedded
hypervisor that supports full virtualization, para-virtualization and the combination of
both [BK09]. It provides deterministic VCPU scheduling for real-time applications. The
hypervisor is limited to one PCPU. Gilles et. al. extended the Proteus hypervisor towards
multi-core processors (PowerPC) with support for global VCPU scheduling [GGBK13].
When a PCPU is shared between multiple VCPUs, the fixed time slice approach is applied. SParK is a hypervisor also for the PowerPC architecture [GKS+ 10]. However,
it uses para-virtualization and is limited to single-core platforms. It supports multiple
real-time VMs and provides a schedulability analysis for the fixed priority-based scheduling algorithm in an hierarchical scheduling structure. The NOVA hypervisor is designed
via a microkernel-like hypervisor with the focus on virtualization on a multi-core system
with the x86 architecture [SK10]. The small and simple design minimizes the code size
of the hypervisor in root mode. However, parts of the hypervisor are replicated on each
core in the user mode which increases overhead. The VCPUs, and threads, are scheduled
with a priority-based round robin scheduling algorithm. The OKL4 microvisor is a combination of a microkernel and a hypervisor [Hei10]. It supports only para-virtualization
to be able to support a wide range of embedded systems2 . However, the hypervisor is
not open-source. Xen is an open-source hypervisor developed in 2003 and is deployed in
many servers [BDF+ 03]. Because we use the RT-Xen hypervisor in our work, we devoted
a separate section about the architecture of Xen and RT-Xen (section 4.5.3). Masrur et.
al. modified the SEDF scheduler of Xen to support real-time VMs by adding priority
based scheduling [MDPC10]. A real-time VM gets higher priority compared to the general purpose VMs. Between the real-time VMs, a preemptive fixed priority algorithm
is used. However, a real-time VM is limited to one real-time task to guarantee correct
timing behaviour. Masrur et. al. lifted that limitation [MPG+ 11]. In this case the
VMs are limited to one VCPU and are not allowed to migrate between PCPUs. Kernelbased Virtual Machine (KVM) is a virtualization infrastructure built into in the Linux
kernel [KLL+ 07]. It enables Linux to be used as a hypervisor. KairosVM is a latencybounded real-time extension to the Linux KVM module [BBLR14]. It focusses on the
real-time scheduling extension. The extension supplies for the communication between
the guest-OS and KVM without modifying the guest OS. KairosVM is evaluated on a
x86 architecture multi-core platform.
In this work we use the CSA theory at the highest abstraction level. To be able to
use the same scheduling techniques in the lowest abstraction level, real-time scheduling
of the VCPUs must be possible across multiple VMs and cores. Therefore we selected the
RT-Xen because it is designed to support the CSA theory. However, Xen is designed for
general purpose systems and has limited support for embedded systems. The combination
of an embedded and real-time hypervisor with the support of the CSA theory is nonexisting in the state of the art. Because of this we modified the existing embedded
hypervisor Xvisor to support real-time scheduling on a multi-core platform [PDSEK15].
2 In

the current version of the OKL4 Hypervisor, hardware-assist virtualization for ARM is added.
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4.5.2

LITMUSRT

To schedule real-time task in a VM, the operating systems must support real-time
scheduling. In most system a real-time operating system (RTOS) is used to schedule the
tasks. However, open-source RTOSs are limited, especially for multi-core processors, and
have limited functionally for logging and debugging. Therefore we selected LITMUSRT ,
a real-time extension for the linux kernel [CLB+ 06]. The Linux Testbed for Multiprocessor Scheduling in Real-Time System (LITMUSRT ) focuses on multiprocessor real-time
scheduling and synchronization. The linux kernel is patched to support real-time scheduling with sporadic task models. Clustered, partitioned and global scheduling algorithms
are supported and due to modular scheduling algorithms design, new scheduling algorithm can be added. LITMUSRT was launched in 2006 and is still actively maintained
with regular updates.
LITMUSRT provides a set of scheduling algorithms, which can be changed at runtime.
This includes a user-space library which allows us to create and execute periodic and
sporadic preemptive tasks. With the feather-trace tool, the task’s events are logged
for the analysis afterwards [BA07]. LITMUSRT offers base task, a periodic task which
can be executed for a certain time. However, this task does not provide a workload to
execute. We use LITMUSRT for both RT-XEN and Xvisor-RT to schedule the real-time
application within the VMs. It allows us to use the same analysis tools to analyse the
output of the feather-trace tool.
To create a workload during the execution of base task, we use our taskset-generator
to create a executable task (section 4.2). The base task calls every period a function
called job, in this function an executable task from the taskset-set generator is activated and executed. If, for example, a VM has 8 periodic tasks, 8 instances of base task
need to be activated, where each base task instance calls one of the generated tasks
from the taskset-generator. We used two different implementations to link the tasks
from the taskset-generator to the base task. The first approach is via shared libraries.
With shared libraries, the content of the libraries can change without recompiling the
application which relies on this library. This allows us to compile the tasks from the
taskset-generator as shared libraries independently from the LITMUSRT libraries. By
loading the library via LD PRELOAD before the base task application, the correct task
is loaded and executed by base task. Because not all hardware platforms support dynamic
linking, we can also use static libraries. These libraries can also be compiled independently from the LITMUSRT libraries. However, to use them in the base task, base task
must be compiled with the associated static library. This will create a set of base task
executables. To cross compile base task, the LITMUSRT libraries must be accessible on
the cross compiler’s system.
By using one of the two techniques to execute the tasks of taskset-generator, we
can schedule our generated periodic or sporadic tasks with every scheduling algorithm
available in LITMUSRT . To implement LITMUSRT into our framework no modifications
were necessary. However, the real-time hypervisor need to support a linux-based OS
where we can use LITMUSRT to schedule to real-time application.

4.5.3

RT-Xen

On the general purpose system we implemented RT-Xen, a real-time extension for
Xen [BDF+ 03, XWLG11, XXL+ 13]. Xen is a free and open-source hypervisor. It sup78
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ports paravirtualization, which requires modification to the guest-operating system, as
well as hardware-assisted virtualization, where the guest-operating system can run unmodified. Xen uses domains as virtual machines. Domain-0 (Dom0), also called the
control domain, is the most privileged virtual machine. This domain directly interacts
with the underlying hardware. It contains the device drivers and manages the hypervisor. Unprivileged domains (DomU) are launched and controlled by Dom0. In Xen
the scheduling functionality is split into two parts: the scheduling mechanism and the
scheduling algorithm. The scheduling mechanism contains the functionally independent
of the selected scheduling algorithm. The scheduling mechanism calls the scheduling
algorithm to select the next job to execute, add a new job to the queue, etc. This makes
it possible to insert new scheduling algorithms without redesigning the whole scheduler.
Xen allows to select the wanted scheduling algorithm when the system boots up. For
each scheduling algorithm, specific commands can be added for setting or displaying
information about each VM. This makes it possible to change the VCPU parameters
during the runtime of the VM.
RT-Xen 1.0 was presented by Xi et. al. [XWLG11]. They proposed an extension for
the Xen hypervisor to enable real-time scheduling for single-core systems. They analysed
a set of different servers for the consumption and replenishment of the budget Θ of the
VCPUs together with preemptive fixed priority scheduling. They concluded that the
deferrable server performs best for real-time scheduling. The deferrable server replenishes
the budget every period of the VCPU. The budget is only consumed when the VCPU
has tasks to schedule. When there are no tasks to schedule, the VCPU is not scheduled
and no budget is consumed. Xi et. al. proposed RT-Xen 2.0 with support for real-time
scheduling on multiprocessor platforms for Xen 4.1 [XXL+ 13]. They based the scheduling
functionality on the MPR model [ESL09]. The EDF and the DM scheduling algorithm
are included and it is possible to switch between both algorithms on the fly. The ability to
set for each VCPU the budget and period individually was also implemented in the new
version of RT-Xen. Since Xen 4.5 the real-time scheduler of RT-Xen is added to Xen as an
experimental scheduler. The Real-Time Deferrable Server (RTDS) scheduling algorithm
provides an EDF-based scheduler. As from Xen 4.7 they changed the RTDS scheduler
from a quantum-based scheduler to an event-based scheduler to reduce the unnecessary
scheduling invocations and thereby reducing the scheduling overhead. RT-Xen can still
be installed on Xen as a real-time extension to include the deadline monotonic (DM)
scheduling algorithm. The latest version of RT-Xen, RT-Xen 2.2, is based on Xen 4.5
and thereby a quantum-based scheduler. The latest version supports CPU pools, which
allows to divide the PCPUs into groups or pools. Each pool can have its separate
scheduler and each domain (VM) is assigned to a CPU pool on creation and can migrate
between pools.
We implemented RT-Xen 2.2 in our framework for the analysis methodology. To
use RT-Xen in the analysis methodology, no modifications were necessary. In combination with a LITMUSRT patched linux kernel in the VMs, both levels supports real-time
scheduling. For each VCPU it is possible to select a PCPU mask. This allows the VCPU
to only get scheduled on the selected PCPUs in the mask. By setting the PCPU mask
of a VCPU to one specific PCPU, partitioned scheduling can be obtained. Because we
use RT-Xen on a general purpose system, we can use shared as static libraries to compile
the tasks for LITMUSRT . We decided to compile the tasks as shared libraries because
this does not require recompiling base task for each task.
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4.5.4

Xvisor-RT

The second implementation of real-time virtualization on the deployment-based analysis
level has the goal to create an embedded hypervisor which support the CSA theory. As
stated in section 4.5.1, most of the current embedded hypervisors are limited in their
scheduling abilities. The reason we do not choose to use RT-Xen on the embedded systems is that Xen supports only a handful of hardware platforms with the ARM architecture [AX09]. The eXtensible Versatile hyperISOR (Xvisor) is an embedded hypervisor
which supports a wide range of target platforms of different architectures. We modified Xvisor towards a real-time hypervisor to be used in the framework of the analysis
methodology. We call this modified hypervisor Xvisor-RT.
The architecture of Xvisor
The Xvisor hypervisor has been developed for embedded target platforms via a modular
design [PDSEK15]. It is a monolithic kernel, designed for one purpose: embedded virtualization. All the functionality of the hypervisor runs in root mode, whereas the VMs
execute in user mode. Because Xvisor is designed for virtualization, only the necessary
functionality has been added to the hypervisor. This results in light-weighted hypervisor with little overhead and a small memory footprint. It supports full virtualization
(hardware-assist) and para-virtualization guest systems.
Xvisor is a monolithic hypervisor, this means that all core components (CPU virtualization, guest IO emulation, Management Terminal) are located in one software layer
at the highest privilege mode. In Xvisor, the guest OS configuration is given in a device tree structure (DTS) [LB08]. The DTS contains a data structure that describes
the hardware configuration of the guest system. It contains CPU information, memory
banks and other device information. The OS is able to parse the DTS at boot time in
order to configure the kernel and load the right device drivers. Figure 4.8 displays an
example of the VCPUs configuration of a guest OS. Xvisor contains two types of VCPUs:
normal and orphan VCPUs. The first type are the guest OS’s VCPUs. The second type
are not connected to any guest OS and are used for background processing such as the
device drivers and management functions. In Xvisor each VCPU has a priority level; a
higher priority will be scheduled before the lower priority. VCPUs at the same priority
level are scheduled according to the scheduling algorithm. Those priorities can also be
changed at the DTS.
One of the reasons we have chosen Xvisor is the wide range of supported target
platforms. Xvisor support the following platforms:
• Raspberry Pi 1/2/3
• Samsung Exynos 4210-based Origen
development board

• Kyoto Micro’s KZM-ARM11-01 evaluation board (i.MX 31)
• Sabrelite development board (i.MX
6)

• ODROID-X
• BeagleBoard & BeagleBoard-xM
• SMDKC210 development kit
• i.MX 25 development kit
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Figure 4.8: DTS example of guest OS with two VCPUs

• RealView Platform Baseboard for
Cortex-A8
• CubieBoard & CubieBoard 2
• Miniand Hackberry

• ARM Versatile PB
• ARM Versatile Express A9/A15
• Xilinx Zynq UltraScale+ MPSoC
ZCU102 Evaluation Kit

VCPU scheduling in Xvisor
The default scheduler in Xvisor has a partitioned scheduling mechanism with a load balancer to spread the VCPUs over the PCPUs to balance utilization across the PCPUs.
However, since version 0.2.9 this load balancer has become optional. When a multicore hardware platform is used to host Xvisor, the VCPUs (orphans and normal) are
assigned to a PCPU. A new VCPU is assigned to PCPU with the lowest utilization.
This assignment is static and will not change during run-time unless the user intervenes.
For each PCPU, an idle VCPU is created. An idle VCPU has the lowest priority and
is only scheduled when there is no other candidate VCPU in the run queue of the respectively PCPU. The default scheduling algorithm, used on each PCPU, is a priority
round-robin [FSP00]. Because of the partitioned scheduling structure, for each PCPU a
set run queue is created: one for each priority level (default = 8). The scheduler loops
over the run queues of the PCPU. When a VCPU is available in a queue, the scheduler
selects this VCPU and schedules the VCPU for 10 ms. When the timer expires or the
VCPU changes state, the VCPU is inserted at the back of the appropriate run queue and
the same steps are executed again. When a VCPU becomes available and is inserted into
a run queue, the scheduler checks if a preemption is necessary: when the new VCPU has
a higher priority compared to the running VCPU, then the current VCPU is preempted
and the new VCPU is scheduled. Xvisor provides for each VCPU a PCPU affinity. It
indicates on which PCPU the VCPU is allowed to execute.
Xvisor splits the scheduler into two parts: the scheduling mechanism and the func-
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tionality related to the scheduling algorithm and run queues. The scheduling mechanism
initializes the parameters for the PCPUs, creates the idle VCPUs, switches VCPUs for
execution and changes states of VCPUs if required. The scheduling mechanism also
interacts with other components of Xvisor and is the only part that can access the functionality of the scheduling algorithm. The functionality of the scheduling algorithm and
run queues is separated from the scheduling mechanism because the run queues are only
accessed by functions related to the scheduling algorithm and their order is dependent on
this scheduling algorithm. Adding or selecting a VCPU from the run queue depends on
the scheduling algorithm. This separation makes it possible to switch between scheduling
algorithms from the configuration of Xvisor. It also facilitates the introduction of new
scheduling algorithms.
Real-time scheduling
In order to make Xvisor meet the framework properties, we modified Xvisor towards
Xvisor-RT. These modifications and enhancements are aimed at supporting real-time
scheduling and the CSA theory. We used Xvisor as starting point because of its small code
base and wide range of the supported embedded hardware platforms. However the default
scheduler and scheduling algorithm do not support real-time scheduling. Therefore, new
scheduling algorithms were added for real-time scheduling. The partitioned scheduling
approach and the round-robin scheduling algorithm make Xvisor incompatible with the
CSA theory. In order to be compatible, the Xvisor partitioned scheduler must be replaced
by a global scheduler. Xvisor creates a set of run queues for each PCPU and assigns a
VCPU statically to a PCPU. To enable global scheduling algorithms, a global structure
is needed. We introduce a single set of run queues for all PCPUs. When a VCPU is
added to a run queue, each PCPU can select it to execute. Besides sharing run queues
in each PCPU, the PCPUs must share a synchronization object (spinlock) so that only
a single PCPU at a time can make changes to the run queues.
Scheduling algorithms
Because of the above changes, the implementation of the current scheduling algorithm in
Xvisor had to be replaced. We implemented the Earliest Deadline First (EDF) and the
Deadline Monotonic (DM) algorithm, because they are rather straightforward to implement. However, we decided to keep the priority levels of the original Xvisor scheduler to
separate the normal VCPUs from lower and higher priority orphan VCPUs. Each VCPU
has a set of parameters in the DTS that is needed for the scheduling algorithms: a period, a deadline and a time slice (see Figure 4.8). These parameters are static and can
be accessed by both parts of the scheduler. The time slice field of a VCPU in the DTS is
the budget of the VCPU, calculated in the interface of the VM in the CSA theory. The
parameters that change over time, are stored in the additional VCPU information and
can only be accessed by the second part of the scheduler. In order to implement the EDF
algorithm, we added three parameters as dynamic parameters: the absolute deadline, a
timestamp of the VCPU’s last start and the remaining budget. The absolute deadline
of an instance of a VCPU is the moment in time when the budget must be consumed
to complete without deadline miss. In order to keep track when the VCPU is selected
to be scheduled, the timestamp of that moment is saved in the laststart parameter of
the VCPU. When the VCPU is added back to the run queue the budget gets consumed
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with the time difference between the current time and the timestamp in the laststart
parameter.
In the vmm schedalgo rq dequeue function, the budget of the current VCPU is consumed. Next, we check whether the deadline information on all VCPUs in the run queue
is up to date. If the absolute deadline is in the past, the VCPU is removed from the run
queue, a new deadline is calculated and the VCPU is added to the run queue again. For
the EDF algorithm, a run queue is sorted based on the absolute deadline of the VCPUs
with a common priority. Thus the first VCPU of a run queue will have the shortest
deadline. A VCPU is scheduled on a PCPU for one time quantum. When the PCPU’s
timer expires, the scheduler checks if the current VCPU still has the highest priority.
Each VCPU is compared with the current VCPU. Because each priority has its own run
queue, we iterate from the highest priority run queue to the lowest priority run queue.
For the G-EDF scheduling algorithm, the following parameters are checked in the given
order (cur VCPU is the current VCPU and iter VCPU is the next VCPU in the run
queue):
1. The affinity of iter VCPU: if iter VCPU is not allowed to run on the PCPU, it
can not be selected.
2. The remaining budget of iter VCPU: if iter VCPU has no budget left, it can
not be selected.
3. The priority of iter VCPU:
a) If the priority of iter VCPU is higher than the priority of cur VCPU, iter VCPU
is the next VCPU.
b) If the priority of iter VCPU is equal to the priority of cur VCPU and cur VCPU
has no budget left, iter VCPU is the next VCPU.
c) If the priority of iter VCPU is equal to the priority of cur VCPU and iter VCPU
has a shorter absolute deadline, iter VCPU is the next VCPU. If not, cur VCPU
is the next VCPU.
d) If the priority of iter VCPU is lower than the priority of cur VCPU and
cur VCPU has no budget left, iter VCPU is the next VCPU. If cur VCPU
has budget left, it is the next VCPU.
4. When there are no candidate VCPUs, including cur VCPU, the next VCPU is the
idle VCPU.
If the next VCPU is the current VCPU, no context switch is necessary and the
scheduler will schedule the current VCPU again for one time quantum. If the next
VCPU is not the current VCPU, the context of the current VCPU is saved, the new
VCPU is switched with the current VCPU and the new VCPU is scheduled. There is
one exception to this: when a PCPU is booted, it has no VCPU running. At the first
selection of the next VCPU for a PCPU, the scheduler just has to select the highest
priority VCPU in the run queue.
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Virtual machines in Xvisor-RT
A virtual machine contains two parts: the virtual hardware and the software (drivers,
kernel and ramdisk). All the virtual components for a VM in Xvisor are defined via
the DTS file. A first part contains the information about the VCPUs (Figure 4.8), a
second part is the address space of the guest where all the busses, memory and disk
related components are defined. For the software, we use the Linux kernel patched
with LITMUSRT in combination with a busybox ramdisk as file system to provide a
minimal set of executables [And08]. We added the user-space library of LITMUSRT
and the feather-trace tool to the ramdisk to use the base task for our tasks and to
trace those tasks. With no compiler and no support for dynamic linking on the target
platform, we cross compiled the tasks from the taskset-generator as static libraries. But,
before we could use the taskset-generator, the execution time of each benchmark program
on the target platform must be known. We used the same methodology described in
section 4.2.6 to gather the execution times on our target platform. Having the timings
of the benchmark programs, we are able to generate tasks which generate a realistic load
on the system during a predefined time interval
After the VMs with the real-time kernel are booted and the set of base task executables are loaded into the VMs, we can select the scheduling algorithm and start the
tasks. It is important that each task of each VM is invoked at the same moment. To
accomplish this, we make use of the synchronized time in each VM. By using a delay
script to delay the start of the tasks until a specific time, we can start this script in all
the VMs one by one with the same timestamp to launch all the tasks the same time.
After the experiments, we transfer the logs of the tasks to another system to analyse the
schedulability.

4.5.5

Scheduling overhead

Each scheduler consumes resources to calculate the next task to run, to switch tasks and
to migrate tasks. This translates into an execution period during which the CPU is not
available to schedule tasks of the application. This is called the scheduling overhead.
This overhead must be considered in the higher abstraction levels, to have a realistic
schedulability analysis [Bra11]. Scheduling overhead mostly depends on the type of
scheduler, the scheduling algorithm and the target platform. For event-based schedulers,
the scheduler takes a scheduling decision when a new job arrives or if a job is finished.
This means that at the begin and the end of a job some extra execution time is added. It
0
0
seems that the execution of the tasks is extended: Ci = Ci + ∆d , with Ci the extended
WCET, Ci the actual WCET of the task and ∆d the delay due to the scheduler. The
delay includes the worst-case execution time of the scheduler to select the next task and
to execute a context switch. The other type of schedulers are quantum-based schedulers,
this means that the scheduler periodically checks if the current task is still the highest
priority task. If not, the scheduler selects the next task which is available. The period
of the scheduler is equal to selected quantum Q. Each quantum Q the scheduler needs
some CPU resources and causes overhead. The scheduling decision and context switches
are concentrated in this quantum. As a result, a small part of the quantum is not used
to execute the task. This will increase the execution time of the tasks [Bra11]. The
0
0
Ci
execution time is extended via Ci = Qd Q
0 e, with Q = Q − ∆d , Q the quantum of the
0

scheduler and Q the extended quantum.
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Linux and thereby LITMUSRT is an event-based scheduler. On each target platform
we measured the overhead of the scheduler and extended the tasks of the taskset. We
measured the delay between two tasks. Both RT-Xen and Xvisor-RT are quantum-based
schedulers. For both schedulers we determined this overhead by measuring the difference
between the timestamp when scheduler enters and the timestamp when it exits. The
overhead is measured during the execution of a workload to create a realistic situation
where multiple Tasks or VCPUs are in the run queue.

4.6

Available scheduling algorithms

The analysis methodology can be used to determine the most optimized scheduling for
an application. However, to be able to analyse a scheduling algorithm, the algorithm
must be available at all abstraction levels of the analysis. This means that the algorithm must be available in the analysis tools of the framework described in previous
sections. Implementing a scheduling algorithm differs for each tool, not only between
different abstraction levels, but also between tools on the same abstraction level. Not
every scheduling algorithm listed in sections 2.3 of chapter 2 is available in each analysis tool. We implemented the most relevant scheduling algorithms for the evaluation of
the analysis methodology in the next chapter. However, for each tool we describe how
to implement a new scheduling algorithm. In each analysis tool we have the following
scheduling algorithms available:
• Task-level scheduler: global EDF, partitioned EDF and partitioned DM;
• System-level scheduler: global EDF, partitioned EDF, McNaughton, global DM
and partitioned DM.
For the partitioned scheduling algorithms, the taskset can be divided with different
bin packing algorithms. However, we limited our research to the first-fit heuristic because
the first-fit results into one or more dedicated VCPUs and one partial VCPU. This
distribution of the taskset will encourage PCPU sharing and possibly results in a lower
demand of resources. Others are, however, easily included if necessary. The McNaughton
algorithm (section 2.3.4) was the only scheduling algorithm which was not available in
any of the analysis tools. We added this scheduling algorithm for two reasons: 1) due
to the promising results of this scheduling algorithm to schedule VCPUs [ESL09]. 2)
To compare the difficulty of the implementation of a new scheduling algorithm at each
abstraction level.

4.6.1

CARTS

To implement a scheduling algorithm in CARTS, the schedulability analysis of the
scheduling algorithm on partial resource must be known. When this mathematical proof
is available, the scheduling algorithm can be added. CARTS provides for both scheduling levels the EDF algorithm and DM algorithm for the multiprocessor periodic resource
(MPR) model. With the P-EDF or P-DM scheduling algorithm, each VCPU has its own
taskset. This makes it possible to select the optimal period for each VCPU of the VM.
To realise this with CARTS, each VCPU is a child component to calculate the optimal
period for each VCPU.
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We added the McNaughton algorithm as a system-level scheduler in CARTS. Easwaran
et. al. modified the algorithm as a system-level scheduler [ESL09]. It performs optimal
when all the tasks have an identical period. The algorithm is based on the McNaughton’s
scheduling [McN59] algorithm. A new transformation from the component’s interface into
periodic tasks is introduced. These two adjustments improve the supply bound function
and eliminate the resource overhead.
When applying this scheduling algorithm as an inter-cluster algorithm (system-level
scheduler), some changes need to be made to the algorithm. First, consider a periodic
taskset where each task has to same period and implicit deadline:
τ = {(T, C1 , T ) , . . . , (T, Cn , T )}. Second, the time interval must equal the common
period of the tasks, (kT, (k + 1) T ]. Then for each interval all jobs of T are released at
the beginning of the interval (kT ) and all the jobs of T have their deadline at the end of
the interval ((k + 1) T ). To ensure the schedulability of the McNaughton algorithm with
such a taskset, it can be defined as [ESL09]:
Theorem 4.1.
Consider T = {τ1 = (T1 , C1 , T1 ) , . . . , τn = (Tn , Cn , Tn )}, a periodic taskset that must be
scheduled on m homogeneous processors. If T1 = . . . = Tn = D1 = . . . = Dn (= T ), then
a
condition for τ to be schedulable using the McNaughton’s algorithm is that
Pnecessary
n
i=1 Ci ≤ mT and Ci ≤ T for each i.
In other inter-cluster schedulers, the period of the interfaces differs. Suppose all
the interfaces have identical periods, then all the tasks generated from the interfaces
have identical periods. Theorem 4.1 proves that McNaughton’s algorithm is optimal for
scheduling these tasks on the physical platform. There is no resource overhead when using
the McNaughton’s algorithm for inter-cluster scheduling. Another source of overhead is
the abstraction of a component (VM) into a MPR interface and its transformation to a
periodic taskset. The cause of this overhead is the sub-optimal supply bound function
of the interfaces. Equation 3.2 on 48 has a non-zero x-axis intercept, that is why the
supply bound function (sbf) cannot guarantee Θ resource units in an interval of Π time
units [ESL09]. The bandwidth of the sbf (Θ/Π) is strictly larger than the schedulability
load of the taskset. This overhead is passed through with the transformation from a
component’s interface to a periodic tasks set. A new transformation from MPR interfaces
to a periodic taskset is presented in Theorem 4.2.
Theorem 4.2.
D
E
0
Given a MPR model µ = Π, Θ, m , the definition of the transformation to a periodic
taskset τ is as follows τ = {τ1 = (T1 , C1 , T1 ) , . . . , τm = (Tm , Cn , Tm )}, where τ1 = . . . =
τm−1 = (Π, Π, Π) and τm = (Π, Θ − (m − 1)Π, Π)
However, the McNaughton algorithm splits tasks that do not fit the remaining time
slot on CPU i (job J3 & J6 in Figure 2.8 on page 25). The remaining part of the task
will be scheduled on CPU i + 1. In hsSim, and especially in RT-Xen and Xvisor-RT, it
is hard to realize this. Task splitting could by realized by adding another VCPU and
split Θp over both VCPUs, however this will cause problems for the task-level scheduler.
Solving this would not solve the complete problem, the scheduler must guarantee that
both VCPUs will not be scheduled at same time. Therefore we limited the schedulability
of the McNaughton algorithm. A set of VCPUs is only schedulable if the partial VCPUs
fit the remaining PCPUs without the need of splitting them.
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We implemented the McNaughton algorithm in CARTS under a new resource model:
MPRMcN. We used the following formula for the new sbf for the McNaughton algorithm:
( 0
m t, if Θp = 0
sbf (t) =
(4.7)
0
(m − 1)t + yΘp + max{0, t − 2(Π − Θp ) − yΠ, otherwise}
where
Θp = Θ − (m − 1)Πy =

j t − (Π − Θ ) k
p
, for all t > Π − Θp
Π

(4.8)

This supply bound function is based on the sbf for single-core systems because there is
only one partial VCPU and one or more dedicated VCPU(s) in each interface [SL03].
The dedicated VCPUs have a continuous resource supply to the component. By selecting
the new resource model in CARTS, the interfaces and VCPU parameters are calculated
with the sbf defined in Equation 4.7.

4.6.2

hsSim

HsSim is the analysis tool with the biggest set of available scheduling algorithms for
single-core and multiprocessor systems. However, for the multiprocessor only the global
scheduling algorithm could be used. After our modifications to hsSim, we can add
partitioned scheduling algorithms. The global EDF and DM were already available on
both scheduling levels. We added the partitioned EDF and DM to hsSim for both
scheduling levels. By using the core parameter for each task and VCPU in the input
files, hsSim can allocate each task and VCPU to their assigned CPU. Like many other
simulators, hsSim separated the logic of the scheduling algorithm completely from the
scheduler functionality. This makes it rather easy to add new scheduling algorithms. We
implemented the McNaughton algorithm in hsSim is a multiprocessor algorithm. We
categorized the McNaughton algorithm as a partitioned scheduling algorithm, because
the VCPU will not change PCPU during execution. The dedicated VCPUs are assigned
to a dedicated PCPU where one VCPU will be scheduled on. The partial VCPUs are
assigned to the other PCPUs.

4.6.3

LITMUSRT

LITMUSRT contains for both RT-Xen and Xvisor-RT the task-level scheduler for the
VMs. The available scheduling algorithms in LITMUSRT are the global EDF, partitioned
EDF and partitioned fixed priority. To use the partitioned FP algorithm with a DM
priority assignment, we sort the taskset with an increasing deadline and assign the highest
priority to the first task and decrease the priority level with the next task and continue
until the last task. This priority level is passed as an argument with base task. Because
the McNaughton is only applicable as system-level scheduler, this algorithm is not added
in LITMUSRT .

4.6.4

RT-Xen

RT-Xen 2.2 adds a new scheduling algorithm to Xen. In this scheduling algorithm we
can switch between the EDF and DM scheduling policy. Both are the global scheduling
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variant of the algorithm. To create the partitioned EDF and DM algorithm, the VCPUs
are assigned to only one PCPU via the CPU affinity. This can be done after the VMs are
booted. We added the McNaughton in RT-Xen by adding a new scheduling algorithm.
Currently, we have the Xen scheduling algorithms, the RT-Xen scheduling algorithm and
the McNaughton scheduling algorithm available. We based our design on the scheduler
of RT-Xen, which is quantum-based scheduler. For the McNaughton algorithm, the
scheduler automatically assigns each dedicated VCPU to a PCPU. If the utilization of
the partial VCPUs is lower than 1, the scheduler schedules the VCPUs on the remaining
PCPU via the EDF algorithm. If not, the partial VCPUs must assigned to a PCPU
manually. The partial VCPUs are only scheduled on PCPUs with no dedicated VCPU
assigned too.

4.6.5

Xvisor-RT

We added the EDF and DM scheduling algorithm in Xvisor-RT in section 4.5.4. With
the EDF scheduling algorithm as default scheduling algorithm. As in RT-Xen, to create
the partitioned EDF and DM scheduling algorithm, each VCPU’s affinity is set to one
PCPU. We added the McNaughton scheduling algorithm by using the EDF scheduling
algorithm. Each dedicated VCPU is assigned to one PCPU and the partial VCPUs to
the remaining PCPUs. In Xvisor, a script is executed to load the kernel and ramdisk
for the VMs. We added the commandos to assign the VCPUs to their PCPUs at the
end of the script to automate the assignment. Unlike RT-Xen, manual interactions are
still necessary (1) to start VMs, (2) to execute the application and (3) to collect the
analysis results. This is because everything has to be orchestrated from the embedded
target platform itself, where RT-Xen can be remotely triggered and requires minimal
user interactions.

4.7

Using the toolchain for the analysis methodology

Having all the parts of our toolchain, the next step is to use our toolchain for the analysis
methodology to analyse applications. At this moment manual interactions are needed to
analyse the application across all the abstraction levels. In this section we explain how
to apply the analysis methodology and toolchain on an application. We assume that the
application requires virtualization, which means that we need to select a combination of
two scheduling algorithms.
First, all information or predictions with possible deviations (section 3.1.3) about the
tasks of the application for each VM must be available in order to analyse the application.
This includes the WCET, period and deadline of each task. Information about the
number of PCPUs of the target platform is needed to calculate the schedulability of
specific combination of scheduling algorithms for the application. Additional information
about the target platform and/or the hypervisor and RTOS can be used to generate a
more precise result. An example of this is the overhead of the scheduler which can be
used in the formal and simulation-based analysis.
Having all the necessary information about the application, we analyse the application at the highest abstraction level, the formal analysis. We added CARTS to our
toolchain to calculate the VCPU parameters and the number of PCPUs for a combination of scheduling algorithms. For each combination an input file is created containing
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for each VM the taskset and the scheduling algorithm and a scheduling algorithm for the
hypervisor. If a partitioned scheduling algorithm is selected for a VM, the tasks must be
assigned to a specific VCPU. If the system-level scheduler uses a partitioned scheduling
algorithm, each VCPU must be assigned to a PCPU after the interfaces of the VMs are
calculated and before the interface of the system is calculated. For each combination of
scheduling algorithms an output file is generated containing the VCPU parameters and
the number of PCPUs the system needs to schedule the VCPUs. An example is displayed
in Figure 4.4. From each output file, we collect the total utilization of the VCPUs and
the number of PCPUs to compare the combinations of scheduling algorithms for the
application at this abstraction level. This gives us an overview on how each combination
performs. We select the most promising combinations based on the number of PCPUs.
A second selection can be made on the total utilization of the VCPUs if the subset of
combinations of scheduling algorithms is still to large.
Now, we have a subset of the available combinations of scheduling algorithms to
analyse on the next abstraction level, the simulation-based analysis, using hsSim. During
this analysis level, we simulate each combination of scheduling algorithms of the selected
subset from the previous abstraction level. We modified hsSim so it can be used from
the command line using the same input file and the generated output file of CARTS.
Beside these files, hsSim needs the number of PCPUs and the time interval to simulate.
During the simulation all the events of each job of each scheduling level are logged to log
files. For each scheduling level one log file per PCPU is generated. After the simulation
we analyse these log files and extract data from it. This data contains the number of
scheduled jobs, the number of deadline misses, preemptions and migrations. We also use
these log files to recreate the schedule of the jobs to analyse the tasks in detail if necessary.
First, we validate the formal analysis by analysing the number of deadline misses. If no
deadline misses occur for the combination of scheduling algorithms, we can use this
combination for the selection. A finer selection of the most promising combinations of
scheduling algorithms can be made on the number of preemptions and migrations of each
combination.
At the lowest abstraction level, the deployment-based analysis, the application is
analysed on the target platform. Our toolchain supports two hypervisors, RT-Xen and
Xvisor-RT. First, an executable instance of each task must be generated for the target
platform using the taskset-generator. If the taskset-generator already contains the execution time of each benchmark program on target platform, these executable tasks can
be generated by the taskset-generator. If not, the benchmark programs must be executed
on the target platform and the execution times must be collected. This procedure is described in section 4.2.7. Having an executable instance of each task makes it possible to
analyse the application on the target platform for the set of combinations of scheduling
algorithm without having the actual source code of the tasks. Depending on the selected
hypervisor the application can be executed and analysed:
• RT-Xen: we created a small tool to generate a script to execute the application
on RT-Xen. The input parameters for the tool are the input and output file of
CARTS. The generated script contains to commands to create and destroy the
VMs with its VCPUs and VCPU parameters, to copy the executables to the corresponding VM, to start the experiment and, finally, collecting the log files from each
VM. Beside this script, for each VM a specific script is generated containing the
commands to start each task in the VM for a specific time interval. All the timing
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information about the jobs of the tasks is captured into the log files to be analysed
later. For each combination of scheduling algorithms, this process is repeated until
all information is captured.
• Xvisor-RT: to execute the application on Xvisor-RT, the generated tasks and
configuration files must be copied to the SD-card of the target platform. The
executable tasks are generated by the taskset-generator and compiled for the right
architecture of the target platform. The configuration files contains the DTS file for
each VM (section 4.5.4) with the correct number of VCPUs and the corresponding
VCPU parameters. The start-up commands are modified to pin the VCPUs to a
PCPU if a partitioned scheduling algorithm is selected. After Xvisor-RT is booted,
the VMs are booted and Linux in combination with LITMUSRT is loaded, the
executable tasks are copied to the correct VM and the VMs are initiated to start
the experiment. After the experiment, the log files of each VMs are copied to the
SD-card to be analysed on our system.
Because both hypervisors generate the same type of log files, we can use the same
tools to analyse them. After analysing the log files of each combination of scheduling
algorithms, the number of deadline misses, preemptions and migrations and the overhead
of the scheduler can be gathered. Based on this information, the results of the higher
abstraction levels are validated and the final decision of the most optimized combination
of scheduling algorithms is made.

4.8

Conclusion

In this chapter, we proposed our implementation of the analysis methodology. We introduced a toolchain implementing the abstraction levels of analysis into a framework.
Building this toolchain was based on specific properties needed to reach our framework’s
goal. By setting those requirements, we can analyse the same scheduling algorithm over
all the abstraction levels and compare the results of all levels.
For each abstraction level we modified and implemented an analysis tool to analyse
the application context with the selected combination of scheduling algorithms. For the
deployment-based analysis we added two real-time hypervisors. The framework together
with the analysis tools, allows us to apply our new analysis methodology and find the most
optimized combination of scheduling algorithms for an application by first analysing all
the combinations of scheduling algorithms with CARTS. After selecting the combination
with the most promising results, we can analyse those with the hsSim simulator. At
the last stage, the remaining combinations of scheduling algorithms are analysed on the
target platform using Xvisor-RT or RT-Xen depending on the hardware platform.
In section 4.5.5 we handled the scheduling overhead of the schedulers and the impact on the higher abstraction levels. The applied technique is rather basic and more
sophisticated techniques are available [BCA08, Bra11, ADM12]. However, during the
experiments, which are described in the next chapter, we noticed that the overhead
is relatively small compared to the tasks parameters. Therefore, the basic method is
sufficient for our work.
The taskset-generator allows us to analyse the application on the lowest abstraction
level by generating dummy tasks with a realistic workload. This makes it possible to
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analyse the application at an early stage during the development of the application, even
before the actual implementation stage of the application.
The analysis methodology will become more powerful as the supported number of
scheduling algorithms in the analysis tools increases. Because of the low effort required
to add a scheduling technique, this will be something that can be easily adopted by
the community. Especially for virtualization, this will have even a bigger effect because
the possible combinations of scheduling algorithms increases much faster when adding
scheduling algorithms. This will make it possible to analyse a wide variety of application
contexts. Besides adding scheduling algorithms, the framework encourages to implement more analysis tools at all abstraction levels. Therefore we published the analysis
methodology and the framework online as part of the Code Behaviour Analysis Framework (COBRA) to let other researchers use the analysis methodology and the analysis
tools or even implement their own tools into the framework. The COBRA framework is
explained in Appendix A.
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Chapter 5

Evaluation of the Analysis
Methodology

This chapter evaluates our proposed analysis methodology, using the toolchain discussed
in the previous chapter. The evaluation is based on three experiments. Their goal is to
find the most optimized scheduling algorithm or combination of scheduling algorithms
for each application context in the experiment. Each experiment focusses on a specific complexity for the analysis methodology. Figure 5.1 displays the placement of the
experiments towards the selected technologies and target platform.
In our experiments we use applications where each application consists of a number of
real-time tasks. We based the properties of the tasks and the proportions between those
properties on existing real-time applications. We notice that in some applications we
can recognize some patterns. We included some of these patterns in the applications we
analysed in the experiments. There exists applications which have a big number of low
utilization tasks, applications with only a few high utilization tasks and applications with
a couple of high utilization tasks in combinations with low utilization tasks. Beside the
task utilization, we also noticed that the variation between the period and/or deadline
of the tasks. We noticed two types of applications: applications with a small variation
between the period of the tasks and applications combining tasks with a long period
and short period. We tend to include these patterns in the applications used in our
experiments to somehow create a link between existing real-time application and the
analysed applications in this thesis.
In the first experiment we evaluate the analysis methodology on an embedded system.
However, the application contexts do not require the virtualization technology, only the
multi-core technology. In the second experiment we add the virtualization technology,
but execute the applications on a general purpose system. In the third experiment we
combine both experiments and analyse two application contexts on a multi-core embedded system with virtualization. In addition to the three experiments to evaluate the
analysis methodology, we perform another experiment where we analyse an application
with nested virtualization.
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Figure 5.1: Overview of the three experiments to evaluation the analysis methodology.

5.1

Experiment 1: Multi-core embedded system

The goal of the first experiment is the prove that the results of each abstraction level of the
analysis methodology propagates from the highest until the lowest abstraction level for
application contexts with one scheduling level. In this experiment we did not reduce the
design space at each abstraction level, but evaluated each scheduling algorithm at each
level to compare the results and validate the analysis methodology. We use application
contexts including only the multi-core technology. Each application context contains an
application with real-time tasks to be scheduled on the multi-core platform. As target
platform, we directly evaluated the analysis methodology on a multi-core embedded
system. The goal of this experiment is to validate the analysis methodology and to
display the propagation of the application contexts through the abstraction levels of the
analysis methodology.
Because there is only one level of scheduling, tasks are scheduled directly onto the
PCPUs, this means that the result of the analysis methodology is one scheduling algorithm which is optimized for the analysed application. As stated in section 2.3, the
proportional fairness scheduling algorithms are optimal scheduling algorithms for multiprocessor platforms in the formal analysis. However, in this experiment we did not
analyse them, because their schedulability analysis is not suitable when the CPU resource provisioning is partial and because most of the implemented analysis tools do
not support this type of scheduling algorithms. This means we have three scheduling
algorithms available on all abstraction levels for these specific application contexts. The
available scheduling algorithms are the partitioned EDF (P-EDF), global EDF (G-EDF)
and partitioned DM (P-DM) scheduling algorithm.

5.1.1

Application contexts

In this experiment we tested the methodology by analysing two application contexts.
Both application contexts includes the multi-core technology with one scheduling level.
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Figure 5.2 displays both applications with the utilization of the taskset and the number
of tasks.

Figure 5.2: Application contexts of the first experiment

The taskset for each application context is generated with the taskset-generator.
For each taskset we used a different set of parameters to create two different tasksets
to analyse with the analysis methodology. For the first taskset we inserted one high
utilization task into the taskset. The other tasks have an utilization ranging between 5
and 35%. This results in an unbalanced workload for the scheduling algorithm. For the
second taskset, we limited the range of the utilization of a task between 5 and 20% and
increased the number of tasks to 30. This results in a taskset with a balanced workload.
For both application contexts the target platform contains 4 PCPUs.

5.1.2

Formal analysis

To calculate the schedulability of each scheduling algorithm for each application, we used
the CARTS tool. However, because we only schedule on one level, we create one VM
with all the tasks to analyse and set the VCPU period to 1 ms. This means that if the
VM needs a VCPU, it is assigned exclusivity to the VM in the analysis. The result is
the number of VCPUs (=PCPUs) needed to schedule the application with the selected
scheduling algorithm.
For each application we analysed each scheduling algorithm and calculated the number of PCPUs needed to schedule the application. For the task allocation heuristic, we
selected the first-fit algorithm. Table 5.1 displays the results of both applications.
G-EDF

P-EDF

P-DM

Application 1

#PCPUs = 7

#PCPUs = 4

#PCPUs = 6

Application 2

#PCPUs = 4

#PCPUs = 4

#PCPUs = 6

Table 5.1: Results of the formal analysis with for each scheduling algorithm the required number
of PCPUs.

For the first application context, the G-EDF scheduling algorithm needs 7 PCPUs
to schedule the taskset. This is because this taskset contains a high utilization task
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Simulation-based
#preemptions

#migrations

G-EDF

669

604

P-EDF

672

n.a.

P-DM

693

n.a.

Deployment-based
#preemptions

#migrations

715

n.a.

Table 5.2: Overview of the number of preemptions and migrations of the simulation-based
analysis for each scheduling algorithm for the first application context.

(U = C
T = 0.67) which results in the worst-case scenario in a high number of PCPUs. The
P-EDF scheduling algorithm in combination with the first-fit heuristic needs 4 PCPUs to
schedule the application. The P-DM scheduling algorithm requires 6 PCPUs to schedule
the application. This is because the maximum utilization of each PCPU is set to 69.3%
(the utilization of the sufficient schedulability test of the RM algorithm [LL73]). The
G-EDF scheduling algorithm for the second application requires 4 PCPUs to schedule
the real-time tasks. This is because the range of task’s utilizations is more concentrated
and are smaller than 0.5, which is more beneficial for the G-EDF algorithm. The PEDF scheduling algorithm is also capable to schedule the application on 4 PCPUs. In
this application context the P-DM algorithms needs the most PCPUs to schedule the
applications because of the utilization bound per PCPU.

5.1.3

Simulation-based analysis

For both applications we simulated also all scheduling algorithms. For the partitioned
scheduling algorithm we use the First-Fit heuristic. We used the hsSim simulator and
added the tasks on the first level with the selected scheduling algorithm. As a result,
the tasks are directly scheduled on the PCPUs. In each experiment and for both the
simulation-based and deployment-based analysis we execute the tasks for 30 seconds. For
each application we have a maximum period of 900 ms. This means that each task has
at least 33 jobs with a deadline in the 30 seconds time interval. The results for both
application contexts are displayed in Figure 5.3.
For both applications we measured for each scheduling algorithm the number of context switches and migrations for global multiprocessor scheduling algorithms. This is
also measured for 30 seconds. The results for both application contexts are displayed
in Table 5.2 & 5.3. The number preemptions represents the number of times a task is
preempted by a higher priority task and a context switch occur. The number of migrations represents the subset of the number of times a task is preempted and resumed
another PCPU. In the number of context switches, This number will always be zero for
partitioned multiprocessor scheduling algorithms because tasks are statically assigned to
a PCPU and will never be executed on another PCPU. For both the number of preemptions and migrations, a lower number is better. A preemption causes a context switch
with includes overhead by the scheduler of the system. If a job migration occurs with this
preemption, a bigger overhead occurs. This overhead depends on the target platform,
but at this abstraction level we can compare the number of preemptions and migrations
between multiple scheduling algorithms.
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Figure 5.3: Results of the simulation-based analysis for both application contexts of the experiment 1.
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Simulation-based

Deployment-based

#preemptions

#migrations

#preemptions

#migrations

G-EDF

1301

1114

1257

1062

P-EDF

392

n.a.

715

n.a.

P-DM

593

n.a.

Table 5.3: Overview of the number of preemptions and migrations of the simulation-based
analysis for each scheduling algorithm for the second application context.

For the first application context, we observed that the G-EDF scheduling algorithm
is already schedulable, by simulation, on 5 PCPUs instead of the 7 PCPUs the formal
analysis required. However, on 4 PCPUs the high utilization task has deadline misses.
For the P-DM scheduling algorithm, we assigned the tasks over the 4 PCPUs, which
gives the same allocation as for the P-EDF algorithm. The analysis of the timings
showed deadline misses on the tasks with the longest relative deadlines. The P-EDF
scheduling algorithm has no deadline misses when scheduled on 4 PCPUs which validate
the formal analysis. For all three scheduling algorithms the number of preemptions
of nearly equal. For the G-EDF scheduling algorithm 90.3% of the preemptions comes
along with a task migration, which can give an indication of a higher overhead. However,
the P-EDF scheduling algorithm requires less PCPUs compared the the G-EDF and PDM scheduling algorithm. Because our second selection criteria is computing resource
efficiency, the P-EDF scheduling algorithm is the most promising scheduling algorithm
after the analysis of the simulation.
For the second application, both the G-EDF and P-EDF scheduling algorithms are
schedulable on 4 PCPUs which the formal analysis calculated. For the P-DM scheduling
algorithm, the same situation occurs as with the first application; the tasks with a longer
relative deadline have deadline misses. For this application there is a big difference in the
number of preemptions and migrations. The G-EDF scheduling algorithm has the most
preemptions compared to the P-EDF and P-DM scheduling algorithm. For the G-EDF
algorithm, the scheduler is in control of the 30 tasks which results in a higher number
of preemptions. The low number of preemptions of the P-EDF scheduling algorithm is
due to the small variation between the periods of the tasks on each PCPU. Based on the
formal analysis, the G-EDF and P-EDF scheduling algorithm were the most promising
scheduling algorithms. With the extra information gathered for the simulation-based
analysis, the P-EDF scheduling algorithm the most promising scheduling algorithm for
application context 2.

5.1.4

Deployment-based analysis

On the lowest abstraction level, the deployment-based analysis, we scheduled the applications on the target platform. We performed the experiments on a Raspberry Pi 2
Model B (RPI2). It is an embedded system with four ARM Cortex-A7 cores (PCPUs)
each clocked at a frequency of 900 MHz and 1 GB of RAM. We installed Linux with the
4.1.3 kernel and patched the kernel with LITMUSRT to enable real-time scheduling. To
generate the executable tasks on the target platform, we used the taskset-generator to
generate executable tasks. Before generating these tasks, we calibrated and configured
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the taskset-generator correctly for the target platform. Therefore we measured the execution time of each benchmark program on the target platform to generate executable tasks
with an executing time approximating the WCET of the task. After collecting these execution times, the taskset-generator generates for each task the executable instance based
on the task parameters.
We analysed each application context and scheduling algorithm upto 4 PCPUs to
check for schedulability and to validate the previous abstraction levels. The results are
displayed in Figure 5.4. The number of preemptions and migrations for the scheduling
algorithms which are schedulable on 4 PCPUs is given in Table5.2 & 5.3.
For the first application context, the high utilization task has deadline misses when
scheduled with the G-EDF scheduling algorithm. The application is schedulable with
the P-EDF algorithm. For the P-DM scheduling algorithm, the tasks with the biggest
relative deadlines have deadlines misses. This results that, like on the higher abstraction
levels, the P-EDF scheduling algorithm can schedule the application. For the number of
preemptions, we only analysed the P-EDF scheduling algorithm. There is small difference
between the number of preemptions from the simulation-based analysis. This can be
explained by the variations in the execution time of the tasks which leads to more or less
scheduling decisions and thereby more or less preemptions.
For the second application, both G-EDF and P-EDF scheduling algorithm can schedule the application on the target platform. The P-DM scheduling algorithm has deadline
misses at the available PCPUs. Table 5.3 shows the similar results for the number of
preemptions and migrations with the simulation-based analysis for both the G-EDF and
P-EDF scheduling algorithm. As with the first application context, the small differences can be explained by the variations of the execution time of the tasks. Because
both scheduling algorithm are schedulable on 4 PCPUs, we make our decision on the
results from the simulation-based analysis: the number of preemptions and migrations.
The makes the P-EDF scheduling algorithm as the most optimized scheduling algorithm,
closely followed by the G-EDF scheduling algorithm.

5.1.5

Conclusion

In this first experiment, we evaluated the analysis methodology by testing two application contexts on the three abstraction levels. We started by analysing the methodology
for application contexts with only multi-core technology. The goal of this experiment
was to show that on each abstraction level the analysis selects the best scheduling algorithms and that we can eliminate a set of scheduling algorithms at the higher abstraction
levels. First, we analysed the scheduling algorithms with the formal analysis on the highest abstraction level. This gave us already an overview about the performance of each
scheduling algorithm. At this level, the P-DM scheduling algorithm is not capable of
scheduling any of the applications on the available PCPUs, where the P-EDF scheduling
algorithm is capable of scheduling the applications. The G-EDF scheduling could only
schedule the second application. This is the effect of the high utilization task on the
G-EDF scheduling algorithm. The results on the number of preemptions and migration, resulted in the selection of the P-EDF scheduling algorithm is the most optimized
scheduling algorithm.
The simulation-based analysis showed the same results for the P-EDF and P-DM
scheduling algorithm as the formal analysis. For the G-EDF scheduling algorithm, the
formal analysis resulted into more PCPUs to schedule while in the simulation-based
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Figure 5.4: Results of the deployment-based analysis for both application contexts of the first
experiment.
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analysis, the G-EDF scheduling algorithm needed less PCPUs than calculated in the
formal analysis. For the second application, the simulation-based analysis validates the
results of the formal analysis for both applications. The deployment-based analysis
showed the same results as the simulation-based analysis. This experiment showed that
even for a small set of scheduling algorithms, the analysis methodology can be used to
reduce the set of scheduling algorithms to analyse in the lower abstraction levels. By
using the information of the formal analysis, the most promising candidate scheduling
algorithms can be selected for the next abstraction level.
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5.2

Experiment 2: Real-time virtualization on a multi-core
general purpose system

In this experiment we want to evaluate our analysis methodology on applications with an
hierarchical scheduling structure and to show that there is no general optimal scheduling
algorithm for every application. To evaluate the analysis methodology in this experiment, we used a general purpose system using the RT-Xen hypervisor. We selected a
general purpose system with the x86 architecture, because of its accessibility and high
performance in terms of memory, number of processors and disk space. The combination
of the linux OS and LITMUSRT patch in the VMs allows us to use more features of
the OS which are not available on embedded systems. Because of the virtualization, we
analyse in this experiment combinations of scheduling algorithms; the combination of a
hypervisor scheduling algorithm and a scheduling algorithm for the VMs.

5.2.1

Application contexts

We created two application contexts to evaluate the analysis methodology. Both application contexts include the multi-core and virtualization technology with a real-time
workload. We generated two tasksets with the taskset-generator based on parameters
from real CPS applications. Because none of the real applications uses virtualization, we
randomly divided the tasks across multiple VMs. The first application context contains
three virtual machines, the second application context contains four
machines.
Pnvirtual
i
,
with
n the
For each virtual machine the taskset utilization is defined as: U = i=1 C
Ti
number of tasks of the virtual machine, C the WCET and T the period of the generated
task. Both application contexts are displayed in Figure 5.5.
In addition to the utilization of the taskset, the distribution of the period of the tasks
has an impact on the resources needed to schedule the taskset. Application context 1 is
an application where the taskset consists of a high number of tasks with a short period
and a high number of tasks with a long period. Between the short and long periods the
task distribution is rather low. For application context 2, the period of the tasks tends
to be more uniformly distributed.

Figure 5.5: Application contexts of the second experiment
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System-level Scheduler

Task-level Scheduler
G-EDF

P-EDF

P-DM

G-EDF

U = 4.284
#PCPUs = 6

U = 4.198
#PCPUs = 6

U = 5.707
#PCPUs = 7

G-DM

U = 4.284
#PCPUs = 6

U = 4.198
#PCPUs = 6

U = 5.707
#PCPUs = 7

McNaughton

U = 4.325
#PCPUs = 5

n.a.

n.a.

P-EDF

U = 4.284
#PCPUs = 6

U = 4.198
#PCPUs = 5

U = 5.707
#PCPUs = 7

P-DM

U = 4.284
#PCPUs = 6

U = 4.198
#PCPUs = 5

U = 5.707
#PCPUs = 7

Table 5.4: Overview of the results of the formal analysis for each scheduling algorithm combination for application context 1.

5.2.2

Formal analysis

For
 each application context we calculated the interfaces, and thereby the utilization
Θ
Π of the VCPUs, followed by the number of PCPUs needed to schedule the real-time
application for a given combination of scheduling algorithms. The utilization of VCPUs
has a direct effect on the number of PCPUs needed; the number of PCPUs can never
be lower than dU e. We compare all combinations of scheduling algorithms based on the
amount of time resources needed to schedule the real-time workload. We first compare
the number PCPUs. When two combinations of scheduling algorithms need the same
minimum number of PCPUs, we compare the utilization of the VCPUs.
The results of the formal analysis are given in Table 5.4 & 5.5 for respectively application context 1 & 2. For the partitioned algorithms we choose the first-fit algorithm as bin
packing algorithm. This algorithm gives equal or better results compared to other bin
packing algorithms in our case. As you notice, no results are given for the McNaughton
algorithm in combination with a partition scheduling algorithm. This is because in the
CSA theory the McNaughton algorithm only has value when used with global scheduling
algorithms as task-level scheduler where dedicated VCPUs can be created.
For application context 1, there are three scheduling algorithm combinations which
are most promising to analyse in the simulation-based analysis because of the number
of PCPUs needed to complete the schedule. These combinations are 1) McNaughton &
G-EDF, 2) P-EDF & P-EDF, and 3) P-DM & P-EDF. Application context 2 has the
same three scheduling combinations which are most promising. However, for application
context 2 the McNaughton & G-EDF combination needs the least number of PCPUs.

5.2.3

Simulation-based analysis

At this analysis level, we simulated both application contexts with an increasing number
of PCPUs for all three combination of scheduling algorithms. We also measured the
number of preemptions and migrations of each combinations of scheduling algorithms.
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System-level Scheduler

Task-level Scheduler
G-EDF

P-EDF

P-DM

G-EDF

U = 5.77
#PCPUs = 8

U = 5.71
#PCPUs = 8

U = 7.15
#PCPUs = 8

G-DM

U = 5.77
#PCPUs = 8

U = 5.71
#PCPUs = 8

U = 7.15
#PCPUs = 8

McNaughton

U = 5.90
#PCPUs = 6

n.a.

n.a.

P-EDF

U = 5.77
#PCPUs = 8

U = 5.71
#PCPUs = 7

U = 7.15
#PCPUs = 8

P-DM

U = 5.77
#PCPUs = 8

U = 5.71
#PCPUs = 7

U = 7.15
#PCPUs = 8

Table 5.5: Overview of the results of the formal analysis for each scheduling algorithm combination for application context 2.
Simulation-based

Deployment-based

#preemptions

#migrations

#preemptions

#migrations

McNaughton & G-EDF

1754

774

1635

730

P-EDF & P-EDF

1203

n.a.

1260

n.a.

P-DM & P-EDF

1203

n.a.

1342

n.a.

Table 5.6: Overview of the number of preemptions and migrations for the first application
context.
Simulation-based

Deployment-based

#preemptions

#migrations

#preemptions

#migrations

McNaughton & G-EDF

2089

842

2033

1041

P-EDF & P-EDF

1419

n.a.

1613

n.a.

P-DM & P-EDF

1419

n.a.

1545

n.a.

Table 5.7: Overview of the number of preemptions and migrations for the second application
context.

For each simulation we set the simulation time to 30 seconds. Figure 5.6a & 5.6b shows
the results for respectively application context 1 & 2 for the most promising scheduling
algorithms selected at the formal analysis level. On the x-axis the number of PCPUs
are represented. The y-axis shows the deadline miss ratio of the jobs of all tasks of
the application. In Table 5.6 and Table 5.7 the number of preemptions and migration
are given for respectively application context 1 & 2 for the selected combinations of
scheduling algorithms for both the simulation-based and deployment-based analysis.
For application context 1, all three scheduling algorithm combinations have no deadline misses on 5 PCPUs. When scheduled on less PCPUs, all of them have deadline
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Figure 5.6: Results of the simulation-based analysis for both application contexts of experiment
2.
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misses. This validates the formal analysis. With the extra information gathered about
the preemptions and migrations, we can analyse which combination of scheduling algorithm performs better. If look at the results of the number of preemptions, the McNaughton & G-EDF has an higher number of preemptions. This because tasks of a VM
can be scheduled on both VCPUs which results in a higher interference of other tasks.
The ratio between the preemptions with and without a migration for the McNaughton
& G-EDF combinations is rather low compared the ratio for the G-EDF algorithm in
the first experiments. This because we only have two VCPUs to schedule the tasks on
and the second VCPU of each VM is a partial VCPU which means that more jobs are
scheduled on the first VCPU, which is a dedicated VCPU. The P-EDF & P-EDF and
P-DM & P-EDF have the same number of preemptions. This because the combinations
have the same task-level scheduling algorithm and only one PCPU schedules more than
one VCPU which results that the resources are supplied to the VM at the same moment
for both the P-EDF and P-DM scheduling algorithm.
For the second application context, the P-DM & P-EDF and P-EDF & P-EDF
scheduling algorithm combinations have deadline misses when scheduled on 6 PCPUs.
When 7 PCPUs are available, those combinations of scheduling algorithms have no deadline misses. The scheduling algorithm combination McNaughton & G-EDF, however has
no deadline misses with 6 processor available. Table 5.7 shows that the McNaughton &
G-EDF combination has more preemptions and migrations compared to the P-EDF &
P-EDF and P-DM & P-EDF. However, the number of PCPUs has a bigger impact on
the decision of the most optimized scheduling algorithm. This pushes the McNaughton
& G-EDF forward as the most optimized scheduling algorithm combination for application context 2. We selected the same set of scheduling algorithm combinations for both
application contexts, to analyse on the lowest abstraction level.

5.2.4

Deployment-based analysis

For the deployment-based analysis the target platform is a system with two identical
processors, Intel(R) Xeon(R) CPU E5-2420 v2 at 2.2 GHz, and each processor has 6
cores (PCPUs). We pinned Xen’s Dom-0 to 2 cores, which results in 10 cores to be
used for virtual machines. For the global system-level scheduling algorithms, if the total
number of PCPUs needed by the set of VMs is smaller than 10 cores, the VCPUs are
limited to a subset of the 10 cores. We calibrated the taskset-generator for this target
platform. This execution time of the benchmark programs were measured inside a VM
on this platform to include the overhead of the virtualization layer.
In this experiment we analysed the schedulability of the most promising combination
of scheduling algorithms from the formal analysis for each application context. From the
formal analysis, for both application contexts, we found that three scheduling algorithm
combinations perform most optimized in terms of time resources. For both application
context the three combinations were analysed and checked for deadline misses. Besides
the recommended number of PCPUs for the application context by the formal analysis,
we analysed also the schedulability of the combination of scheduling algorithm for less
PCPUs. Results of both application contexts for the deployment-based analysis are
show in Figures 5.7a & 5.7b. During the experiment we also measured the number of
preemptions and migrations for each combination of scheduling algorithms. The results
are shown in Table 5.6 and 5.7.
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Figure 5.7: Results of the deployment-based analysis for both application contexts of experiment
2.
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For application context 1 all combinations of scheduling algorithms have no deadline misses when scheduled on 5 PCPUs. As with the simulation-based analysis, the
McNaughton & G-EDF combination still has more preemptions compared to the other
two combinations of scheduling algorithms. At this analysis level, there is a difference
between the number preemptions for the P-EDF & P-EDF and P-DM & P-EDF combinations. This results also into a higher overhead of the scheduler for the P-DM & P-EDF
combination, because there were more actions by the scheduler. The performance of all
three combinations of scheduling algorithms is very similar for this application context,
based on the extra information, we select the P-EDF & P-EDF combination as the most
optimized scheduling algorithm.
For application context 2, the results are similar to the results of the simulation; the
McNaughton & G-EDF has no deadline misses when 6 PCPUs available. At this point,
the P-EDF & P-EDF and P-DM & P-EDF have deadline misses. Both pass the schedulability test when the VMs are scheduled on 7 PCPUs. As with the simulation-based
analysis, the McNaughton & G-EDF has a higher number of preemptions and migrations
compared to the P-EDF & P-EDF combinations which resulted into a higher overhead of
the scheduler for the McNaughton & G-EDF. However, we select the McNaughton & GEDF combination as the most optimized combination of scheduling algorithms because
the combination is schedulable on 6 PCPUs.

5.2.5

Conclusion

In this experiment we evaluated the analysis methodology for the application with
an hierarchical scheduling structure. For both application contexts, the results of the
deployment-based analysis for the analysed combination of scheduling algorithms confirms the results from the previous analysis levels. The results of the formal analysis
delivers the most promising scheduling algorithms, which can be analysed at the lower
abstraction levels for schedulability of the given application context. With the results of
the simulation-based and deployment-based analysis it is clear that not all combination
of scheduling algorithms must be analysed at the lower analysis levels, especially at the
deployment-based analysis level. However, as seen with the first application context,
the results of the simulation-based and deployment-based are needed to make our final
selection of the most optimized combination of scheduling algorithms.
The experiment also proved that different application contexts can have different
optimized combinations of scheduling algorithms. For the limited number of scheduling
algorithms analysed in the experiment, the analysis methodology resulted in a different
optimized combinations of scheduling algorithms for each application.
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5.3

Experiment 3: Real-time virtualization on a multi-core
embedded system

In this experiment, we evaluate the analysis methodology on an embedded multi-core
system with real-time virtualization by analysing two application contexts. The majority of real-time applications with hard deadlines will be implemented on one or more
embedded systems. Therefore the analysis methodology is evaluated on an embedded
system. In embedded systems, resources are limited in terms of processing power and
memory. Beside this, the functionality of such a system is reduced to only the necessary functionality needed for the applications. This makes such systems deterministic
and more suitable for real-time applications, but on the other hand, the implementation
space is restricted which makes it more challenging. In this experiment we also evaluate
the Xvisor-RT hypervisor.

5.3.1

Application contexts

We evaluate the analysis methodology in this experiment by analysing two application
contexts like in the previous experiments. The goal is to find an optimized combination
of scheduling algorithms for each application. Both application contexts include the
multi-core and the virtualization technology. We used the taskset-generator to generate
the tasksets. We used for each taskset a different set of parameters. For the first taskset
we selected a small range for the task utilization and the period of the task. This
results in balanced workload between the tasks. However, between the VMs there is an
unbalanced workload. This will show the advantage of PCPU sharing between VMs and
has an impact on the system-level scheduler. For the second application, we generate a
taskset with a bigger range for the task utilization and period of the task. This creates
an unbalanced workload between the tasks and will challenge the task-level scheduler to
handle this type of workload. Figure 5.8 displays both applications with the VMs, their
number of tasks and taskset utilization.

Figure 5.8: Two application contexts for experiment 3.
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5.3.2

Formal analysis

For each application context and scheduling algorithm combination we calculated the
number of PCPUs and the utilization of the VCPUs needed to schedule the respectively
application. The results are displayed in Table 5.8 & 5.9.

System-level Scheduler

Task-level Scheduler
G-EDF

P-EDF

P-DM

G-EDF

U = 3.27
PCPUs = 4

U = 3.26
PCPUs = 4

U = 5.21
PCPUs = 7

G-DM

U = 3.27
PCPUs = 4

U = 3.26
PCPUs = 4

U = 5.21
PCPUs = 7

McNaughton

U = 3.30
PCPUs = 4

n.a.

n.a.

P-EDF

U = 3.27
PCPUs = 4

U = 3.26
PCPUs = 4

U = 5.21
PCPUs = 6

P-DM

U = 3.27
PCPUs = 4

U = 3.26
PCPUs = 4

U = 5.21
PCPUs = 7

Table 5.8: Overview of the results of the formal analysis for each scheduling algorithm combination for application context 1.

For the first application context 9 combinations of scheduling algorithms are schedulable on 4 PCPUs. Only the combinations with the P-DM algorithm as task-level scheduler are not schedulable on our hardware platform. We selected the combinations which
requires 4 PCPUs to analyse at the next analysis level.
Table 5.9 shows that for application 2 the combination of the partitioned EDF algorithm and partitioned EDF algorithm is the most promising one. It is the only combination that can schedule the application on 4 PCPUs. The other combinations of
scheduling algorithms need 5 or 6 PCPUs to schedule the application. We selected PEDF & P-EDF combination together with the combinations which require 5 PCPUs to
schedule the application to analyse at simulation-based analysis.

5.3.3

Simulation-based analysis

At this analysis-level we simulated the selected combinations of scheduling algorithms
for application contexts. We selected a simulation time of 30 seconds and logged the
tasks events. Figures 5.9a & 5.9b display the results of the simulation-based analysis
of the selected combinations of scheduling algorithms for both applications. For both
application contexts, we simulated the taskset with an increasing number of PCPUs
to check from which number of PCPUs the application is schedulable. Table 5.10 &
5.11 show for each combination of scheduling algorithm the number of preemptions and
migrations.
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System-level Scheduler

Task-level Scheduler
G-EDF

P-EDF

P-DM

G-EDF

U = 4.83
PCPUs = 6

U = 3.85
PCPUs = 6

U = 3.84
PCPUs = 6

G-DM

U = 4.83
PCPUs = 6

U = 3.85
PCPUs = 6

U = 3.84
PCPUs = 6

McNaughton

U = 5.1
PCPUs = 6

n.a.

n.a.

P-EDF

U = 4.83
PCPUs = 6

U = 3.85
PCPUs = 4

U = 3.84
PCPUs = 6

P-DM

U = 4.83
PCPUs = 6

U = 3.85
PCPUs = 5

U = 3.84
PCPUs = 6

Table 5.9: Overview of the results of the formal analysis for each scheduling algorithm combination for application context 2.

Simulation-based
#preemptions

#migrations

G-DM & G-EDF

2325

596

G-DM & P-EDF

1756

n.a.

G-EDF & G-EDF

2308

647

G-EDF & P-EDF

1756

n.a.

McNaughton & G-EDF

1840

290

P-DM & G-EDF

1937

413

P-DM & P-EDF

1707

n.a.

P-EDF & G-EDF

1937

413

P-EDF & P-EDF

1707

n.a.

Deployment-based
#preemptions

#migrations

1795

n.a.

1854

n.a.

Table 5.10: Overview of the number of preemptions and migrations of the simulation-based
analysis for first application context.

Simulation-based
#preemptions

#migrations

P-EDF & P-EDF

526

n.a.

P-DM & P-EDF

528

n.a.

Deployment-based
#preemptions

#migrations

663

n.a.

Table 5.11: Overview of the number of preemptions and migrations of the simulation-based
analysis for the second application context.
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Figure 5.9: Results of the simulation-based analysis for both application contexts of experiment
3.
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Figure 5.10: Results of deployment-based analysis for both application contexts of experiment
3.
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For the first application context all combinations of scheduling algorithms have no
deadline misses scheduled on 4 PCPUs and all have deadline misses when scheduled on
3 PCPUs. If we look at the results of the preemptions and migration of Table 5.10, the
combinations P-EDF & P-EDF and P-DM & P-EDF have the lowest number of preemptions. We select these combinations of scheduling algorithms to analyse at the next
abstraction level. For the second application context, we simulated the selected combination of scheduling algorithm with maximum 4 PCPUs because this is the maximum
number of PCPUs of the target platform. It is clear that only the P-EDF & P-EDF
combination can schedule the application on the available resources. The other selected
combinations have deadline misses when using all resources and can not be a candidate
for the selection of scheduling algorithm for this application. For both applications, the
simulation-based analysis validates the results of the formal analysis.

5.3.4

Deployment-based analysis

At the lowest level, we analyse the application contexts on the target platform. For this
experiment we selected the Xvisor-RT hypervisor in combination with LITMUSRT for
real-time scheduling in the VMs. The experiments were performed on a Raspberry Pi
2 Model B (RPI2). We installed Xvisor-RT on the SD-card and boot the hypervisor
with the U-Boot bootloader [Den09]. As guest OS, Xvisor recommends a Linux kernel
in combination with a busybox ramdisk as file system to provide a minimal set of executables [And08]. We selected a quantum of 1 ms between each scheduler decision for
each PCPU. A higher quantum would result in higher delays between VCPU events and
scheduling decisions. A smaller quantum causes a bigger overhead because the scheduler
is called at a higher frequency.
Before we execute the application on the target platform, we calibrated the tasksetgenerator to create the executable tasks. We measured the execution time of the benchmark programs executed inside a VM on the target platform. With the timing information, we are able to generate a dummy tasks with an execution time approximating the
WCET of the synthetic task.
For each application, we generated the executable tasks to deploy on the VMs with
the selected scheduling algorithm on both scheduling levels. We configured each VCPU
with their period and budget from the output of the formal analysis. We executed the
tasks for 30 seconds on the target platform. Figures 5.10a & 5.10b display the results
of the experiments on Xvisor-RT with an increasing number of PCPUs. Table 5.10 and
5.11 shows the results of the number of preemptions on 4 PCPUs.
For the first application context both combinations of the scheduling algorithm are
schedulable on 4 PCPUs and have deadline misses scheduled on 3 PCPUs. The number
of preemptions for both combinations is slightly more than the results of the simulationbased analysis and the difference between them is almost neglectable. Therefore we select
both combinations as the most optimize combinations of scheduling algorithms for the
first application context. For the second application context only the P-EDF & P-EDF
combination is schedulable on 4 PCPUs as the formal and simulation-based analysis
concluded. We select this combination as the most optimized combination of scheduling
algorithm for this application context.
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5.3.5

Conclusion

The experiment showed that we can use the analysis methodology to analyse applications
with an hierarchical scheduling structure on an embedded system. We selected the
best combinations of scheduling algorithms with the formal analysis to analyse at the
lower abstraction levels. At these levels we analysed the applications via simulationbased analysis and deployed them on the embedded system with Xvisor-RT as real-time
hypervisor. For the first application context both the P-EDF & P-EDF and P-DM &
P-EDF combinations can be selected as the most optimized combinations of scheduling
algorithms. For the second application context, the P-EDF & P-EDF combination is
the only combination of scheduling algorithms able the schedule the application on the
target platform. This experiment also shows the advantage of our analysis methodology
and the need of the analysis of the application on the lower abstraction levels, especially
for the first application context.
In this experiment we used the Xvisor-RT hypervisor for the first time to analyse
application. Based on the analysis results, Xvisor-RT is able to handle the applications
and scheduling algorithms. The Xvisor-RT hypervisor is included in our toolchain for
the supporting target platform, however, more development is needed before it can be
added to the list of publicly available tools.
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5.4

Experiment 4: Nested real-time virtualization on a
multi-core general purpose system

The goal of this experiment is to show that our analysis methodology can also be applied on a hierarchical scheduling structure with more than two levels of scheduling, such
as nested virtualization. It will show that our analysis methodology and toolchain are
capable of analysing even more complex applications. Nested virtualization, originally introduced by Golberg [Gol74], is able to run an hypervisor inside a virtual machine. With
the extra level of scheduling, introduced by the extra virtualization layer, a combination
of three scheduling algorithms is created. Because of this three levels of scheduling, the
combinations of the scheduling algorithms increases exponential when new scheduling
algorithms are added.

5.4.1

Nested virtualization

With nested virtualization a hypervisor is nested into another hypervisor [Gol74, BYDD+ 10].
It means that on virtual machine(s) of the first level (L1) of virtualization an hypervisor
is installed to also run virtual machines. This hypervisor is been referred to as the second
level (L2) of virtualization. Because of the two levels of virtualization, the VMs of the
L2 hypervisor are independent of the L1 hypervisor used on the first virtualization level.
Figure 5.11 shows the architecture of nested virtualization with two levels of virtualization. As seen in Figure 5.11, it is possible for the L1 hypervisor to combine normal VMs
with VMs with an hypervisor installed on.
In section 2.1 on page 10 we described two different techniques to enable virtualization used today: hardware-assist virtualization and paravirtualization. Both techniques,
or combinations of both, are used to enable the level one virtualization. However, not
every hypervisor fully supports each virtualization technique for the second level of virtualization. Paravirtualization is relative easy to support because it is a software-based
approach and was therefore at the beginning the technique used in nested virtualization
for the second virtualization level [Xen17]. Nowadays, modern Intel and AMD processors
and hypervisors support the hardware assisted virtualization technique also in the second level virtualization, even some ARM architectures have (limited) support [LDL+ 17].
With nested virtualization becoming more popular because of the usage in commercial
environments, such as public clouds, hypervisors are explicitly designed to be used as L2
hypervisors. These hypervisors are build to be used inside a VM and have optimizations
to reduce the overhead which virtualization and especially nested virtualization introduces. Examples of such hypervisors are CloudVisor [ZCCZ11], HVX [FRBE13] and
Nosv [RQD+ 17].
Applications of nested virtualization
Nested virtualization has different usages. At first it was solely used for the development
of hypervisors. But, nowadays it has found its way into commercial markets to enable
specific functionality which a single level virtualization platform lacks off.
• Application-driven virtualization: today’s web applications are becoming more
complex and containing many servers (VMs) across multiple datacenters located
all over the world. Typically these applications are deployed on a public cloud, to
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Figure 5.11: Nested virtualization with two levels of virtualization.

be dynamic in resources. For such a complex application, running across multiple VMs, it is hard to migrate with all of its networking and storage to another
public or private cloud environment of a different provider. Migrating VMs, which
are related to each other, from one public cloud provider to another means that
storage has to be converted to the right format, the virtual network between VMs
has to be reconfigured and a change in administration tools to control the VMs.
The cloud provider creates a vendor lock-in towards the owner of the application.
With nested virtualization the application could (live) migrate freely between private and public cloud or between public cloud providers. This is realised by using
the same virtual environment (hypervisor, storage, networking and VMs) on each
cloud provider as a second virtualization level. For the application it will be the
same environment in which it operates in. Ravella Cloud Service [Ora17] provides
such a virtual environment on top of a number of public cloud providers using the
HVX hypervisor [FRBE13].
• Development of hypervisors: to develop new applications, virtual machines are
used to create a multi-node test environment to develop and debug an application
without the need of multiple physical machines. Because of the usage of virtualization, this test environment can easily being altered to create different testing
environments to analyse the application. When designing and debugging hypervisors in such a virtual environment, nested virtualization is a direct result of this. It
makes it possible to deploy the hypervisor much faster compared to installing the
hypervisor directly on the hardware platform. It is even possible to test a cloud
computing managers, such as OpenNebula [MLM11] and OpenStack [SAE12], in a
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virtual environment.
• Securing data: another commercial usage of nested virtualization on public cloud
providers is to add another level of security regarding data and intrusion. The public cloud providers provide costumers with a Service Level Agreement (SLA) which
includes how they handle the costumer’s data. However, it is still accessible from
the cloud provider or by an attack from the outside [HKP09]. An extra virtualization level (nested virtualization) could increase the security of the costumer’s data.
By adding an extra layer between the public cloud provider and the application,
data or even full VMs could be stored encrypted on the public cloud provider’s
storage. For example CloudVisor [ZCCZ11] developed a hypervisor designed to
be used as a second virtualization level hypervisor. It has the purpose to encrypt
the data towards the public cloud provider and to control access from the outside,
including the cloud provider’s VM manager.
Scheduling in nested virtualization
If we look towards the scheduling structure in nested virtualization, we recognise a hierarchical scheduling structure with three levels of scheduling. In Figure 5.11 the L1
VM on the left has another two levels of scheduling: (1) the L2 hypervisor installed
in the L1 VM schedules the VCPUs of L2 VMs on VCPUs of the L1 VM and (2) the
tasks of the L2 VMs are scheduled on VCPUs of L2 VMs. This creates a three-level
hierarchical scheduling structure, where on each level a different scheduling algorithm
can be selected. The three-level scheduling structure makes the choice of the optimized
scheduling combination even more complex. To enable real-time scheduling in the L2
VMs, each scheduling level must support real-time scheduling. This means that both the
L1 and L2 hypervisor must support real-time scheduling.
The compositional schedulability analysis (CSA) theory is designed to support nlevels of scheduling because the interface tasks can be transformed to a taskset which
can be scheduled on a set of (virtual) processors. This process of transforming interfaces
to tasks can be done multiple times, until we are at the lowest level, the PCPUs.

5.4.2

Support of the analysis methodology and toolchain

With a growing interest in nested virtualization, optimising the resources becomes important to improve the efficiency. Our analysis methodology can be applied to select
the most optimized combination of scheduling algorithms for an application. In order
to analyse nested virtualization with our analysis methodology, each abstraction level of
analysis must support these three levels of scheduling. Both the CARTS and hsSim tool,
support n-levels of hierarchical scheduling by default. However, for the analysis on the
lowest abstraction level modifications were needed. We installed RT-XEN in RT-Xen for
the nested virtualization.
For the formal analysis we use CARTS to calculate the VCPUs parameters for each
VM on each level. Like the CSA theory, CARTS supports a n-level hierarchical scheduling
structure. It is build is such a way that it runs recursively through each component
of the root component (L0) until it the current component is a leaf component (L2).
CARTS calculates the interface of each leaf component and propagates back towards
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the root component to calculate the interface of the other components and validate the
schedulability. In Figure 2.11 the process of two-level scheduling structure is displayed.
This process is repeated for each L1 VM which have L2 VMs and at the end once more
for root component.
For the simulation-based analysis we needed two small modifications to hsSim. (1)
We enabled the support of parsing XML files (the taskset for each VM and the VCPU
parameters of each VM) for more than two levels of scheduling. (2) We did the same for
the logger to analyse the schedulability of such a n-level scheduling structure.
We performed the experiment on a general purpose system. The reason is the support of nested virtualization on the x86 architecture. Therefore we use RT-Xen for the
deployment-based analysis [XXL+ 13]. We created a guest domain (VM) with also RTXen installed as hypervisor to support real-time scheduling towards the L2 VMs. In these
L2 VMs we patched the linux kernel with the LITMUS RT real-time extension [CLB+ 06]1 .
We use hardware-assist virtualization for the L1 VMs and paravirtualization for the L2
VMs. Because Xen has a control domain (Domain-0) which is responsible for controlling
the VMs we pinned this domain to one or two cores dedicated for this domain. These
PCPUs are not used for VMs. The VMs on L1 have also a Domain-0 and will be given
an extra VCPU dedicated for each Domain-0. For the application, we have to consider
these VCPUs for the Domain-0 of each L1 VM. This reduces the maximum PCPUs to
be available for the application.

5.4.3

The experiment

In the experiment we analysed one application context with nested virtualization. We
analysed the application on each analysis level to select the most optimized combination
of scheduling algorithms.
Application Context
The application context contains both the multi-core and the virtualization technology.
For the virtualization technology we have two levels of virtualization. On the first level of
virtualization we have three L1 VMs with each RT-Xen installed. Each L1 VM contains
three L2 VMs with the LITMUSRT patch installed which results into 9 L2 VMs. This
which makes a total of 12 VMs for the application. We generated the taskset with our
taskset-generator and divided the tasks across the 9 L2 VMs. Figure 5.12 displays the
application with for each L2 VM the taskset.
The formal analysis
On the highest abstraction of analysis we analysed each combination of scheduling algorithms. With the extra virtualization level, the number of combinations of scheduling algorithms increased exponential towards 36 different combinations of scheduling
algorithms. Because we implemented RT-Xen on both virtualization levels, the same
scheduling algorithm are available on both levels: G-EDF, P-EDF, G-DM, P-DM and
McNaughton. On the L2 VMs we have the following task scheduling algorithm available:
G-EDF, P-EDF and P-DM. However, in the application each of the L2 VMs have of an
1 More details about LITMUSRT and RT-Xen can be found in sections 4.5.2 & 4.5.3 on respectively
pages 78 & 78
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Figure 5.12: The application context with nested virtualization.

utilization lower than 100%, which limits the selection of scheduling algorithms to the
single-core algorithms: EDF and DM. We analysed the application with period sweeping for the VCPUs on both the L1 and L2 scheduling levels to get the optimal VCPU
parameters.
In Table 5.12 and 5.13 the results are given of the formal analysis for respectively the
EDF and DM as scheduling algorithm in the L2 VMs. Both tables give an overview of
the utilization of the VCPUs of the L1 VMs 2 of the L1 VMs and the number of PCPUs
needed by the combination of the L1 and L2 hypervisor scheduler. The utilization of
the VCPUs of the L2 VMs with EDF as task scheduling algorithm is 3.675. This is the
case for each combination of scheduling algorithms in Table 5.12. For the DM scheduling
algorithm the utilization is 5.325. This the case for each combination of scheduling
algorithms in Table 5.13.
First, we notice that the DM scheduling algorithm as task scheduling algorithm (Table 5.13), performs less for each combination of scheduling algorithms compared to EDF
as task scheduling algorithm (Table 5.12). The reason is that the L2 VMs are single-core
VMs and the EDF scheduling algorithm is an optimal scheduling algorithm for singlecore algorithms. This results in VCPUs with a lower utilization which has an effect on
the lower scheduling levels.
With EDF as the task scheduling algorithm, the P-EDF & P-EDF and P-EDF &
P-DM combinations require the lowest number of PCPUs to schedule the application.
We select both combinations of scheduling algorithms to analysis in the lower abstraction
levels.
The simulation-based analysis
We analysed both combinations of scheduling algorithms which performed best at the
formal analysis. The taskset is simulated for 30 seconds and we increased the number
2 The utilization of the VCPUs of the L1 VMs is:
given in section 2.4.3 on page 32.
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L2 Hypervisor Scheduler

L1 Hypervisor Scheduler
G-EDF

G-DM

McNaughton

P-EDF

P-DM

G-EDF

U = 5.14
PCPUs = 6

U = 5.14
PCPUs = 6

U = 5.14
PCPUs = 6

U = 5.14
PCPUs = 6

U = 5.14
PCPUs = 6

G-DM

U = 5.72
PCPUs = 6

U = 5.72
PCPUs = 6

U = 5.72
PCPUs = 6

U = 5.72
PCPUs = 6

U = 5.72
PCPUs = 6

P-EDF

U = 3.73
PCPUs = 6

U = 3.73
PCPUs = 6

n.a.

U = 3.73
PCPUs = 4

U = 3.73
PCPUs = 4

P-DM

U = 5.52
PCPUs = 7

U = 5.52
PCPUs = 7

n.a.

U = 5.52
PCPUs = 7

U = 5.52
PCPUs = 7

Table 5.12: Overview of the results of the formal analysis with as task scheduler the EDF
scheduling algorithm.

L2 Hypervisor Scheduler

L1 Hypervisor Scheduler
G-EDF

G-DM

McNaughton

P-EDF

P-DM

G-EDF

U = 8.73
PCPUs = 9

U = 8.73
PCPUs = 9

U = 8.8
PCPUs = 9

U = 8.73
PCPUs = 9

U = 8.73
PCPUs = 9

G-DM

U = 8.54
PCPUs = 9

U = 8.54
PCPUs = 9

U = 8.6
PCPUs = 9

U = 8.54
PCPUs = 9

U = 8.54
PCPUs = 9

P-EDF

U = 7.12
PCPUs = 9

U = 7.12
PCPUs = 9

n.a.

U = 7.12
PCPUs = 9

U = 7.12
PCPUs = 9

P-DM

U = 7.82
PCPUs = 9

U = 7.82
PCPUs = 9

n.a.

U = 7.82
PCPUs = 9

U = 7.82
PCPUs = 9

Table 5.13: Overview of the results of the formal analysis with as task scheduler the DM
scheduling algorithm.

of PCPUs until no deadline misses occurred. Figure 5.13 displays the results of the
simulation-based analysis.
The results show that both the combinations of scheduling algorithms can schedule
the taskset on the number of PCPUs calculated in the formal analysis. If we schedule
the application on a lower number of PCPUs, we observe that the P-DM scheduling
algorithm as L1 hypervisor scheduler has a lower deadline miss ratio compared to the
P-EDF scheduling algorithm. This observation is in line with the observation of the DM
scheduling algorithm in the other experiments in case of overload. We selected both
combinations of scheduling algorithm to analyse in the deployment-based analysis.
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Figure 5.13: Results of the simulation-based analysis for both combinations of scheduling algorithms.

The deployment-based analysis
In this abstraction level, the deployment-based analysis, we analysed the application on
our general purpose platform with RT-Xen as L1 & L2 hypervisor. To compensate the
small performance losses in the L2 VMs compared to the L1 VMs we recalibrated the
taskset-generator to generate the executable dummy tasks. We deployed the three L1
VMs with each three VCPUs: one VCPU for the Dom-0 and two VCPUs for the L2 VMs.
On each L1 VM we deployed three L2 VMs with each their own specific taskset. This
is displayed in Figure 5.12. We executed the tasks for 30 seconds and collected all the
timing information. Nested virtualization with RT-Xen did not allow us to analyse the
application on a lower number of PCPUs to analyse the behaviour of the combinations
of scheduling algorithms when deadline misses occur. The conclusion of this analysis
is that both combinations of scheduling algorithms are capable to schedule the tasks
without deadline misses on the PCPUs calculated by the formal analysis. This marks
both combinations of scheduling algorithm as most optimized for this application.

5.4.4

Conclusion

Nested virtualization makes it possible to execute virtual machines into a virtual machine.
Preventing cloud vendor lock-in, hypervisor development or providing data security in
the cloud are a few applications of nested virtualization. As the applications of nested
virtualization are increasing, analysing techniques to analyse such complex applications
are needed. Eventually, these applications will include real-time applications. If hard
real-time applications in combination with nested virtualization may not be realized in
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the future, which seems to us very unlikely, applications with soft real-time deadlines
can also take advantage of our analysis methodology. In this experiment we showed
that the analysis methodology is capable of analysing these complex applications with
multiple levels of virtualization. Despite the fact of the big set of scheduling algorithm
combinations, the analysis methodology reduced this set at the highest abstraction level
to only two combinations to analyse at the lower abstraction levels. The experiment
also shows that the toolchain is capable of handling applications with nested virtualization. This proves that our analysis methodology enables the analysis of such a complex
applications.

123

Chapter 6

Conclusion

In this chapter we formulate our conclusions on the contributions stated in the introduction: the analysis methodology, the taskset-generator and Xvisor-RT, followed by a
discussion on our main findings of this thesis. We finish this chapter with our views on
future directions of this work.

6.1

Findings on the analysis methodology

The main contribution of the thesis is an analysis methodology to find the most optimized scheduling algorithm for a given application context. This is accomplished by
introducing three analysis abstraction levels. This in order to reduce the design space
of scheduling algorithms at a high level of abstraction to do more complex and costly
evaluation on a reduced and relevant set of scheduling algorithms at the lowest level of
abstraction. We created a toolchain supporting each level of abstraction. The analysis
methodology was evaluated via three experiments with an increasing complexity: the
first experiment included only the multi-core technology, the second experiment included
the multi-core and virtualization technology on a general purpose target platform and
the third experiment also included both technologies, but on an embedded target platform. In each experiment we compared the scheduling algorithms based on the resources
it needed to schedule the application without deadline misses. Additional to the three
experiments, we tested whether we could use the analysis methodology and the toolchain
to analyse an application which included a three-level hierarchical structure.
In the first experiment we evaluated the analysis methodology with two application
contexts without virtualization on an embedded target platform. We used this experiment to show the operation of the analysis methodology by analysing all the scheduling
algorithms at each abstraction level. It showed the result of all scheduling algorithms
on each analysis level. Because of the consistent results at each abstraction level, the
experiment confirms that the results of the formal analysis can be used to select only the
relevant scheduling algorithms to analyse at the lower abstraction levels and that not every scheduling algorithm has to be analysed at each analysis level. Although both tasksets
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have an similar taskset utilization, the G-EDF scheduling algorithm is only capable of
scheduling the second taskset on the available PCPUs. This proves that for multi-core
scheduling not only the taskset utilization, but also the individual task parameters have
an influence on the schedulability of a taskset.
In the second experiment we evaluated our analysis methodology for application contexts including an hierarchical scheduling structure. We started on the highest abstraction level to analyse 13 different combinations of scheduling algorithms. After the analysis
we could already reduce the design space for selection of the scheduling algorithm to a set
of three combinations of scheduling algorithms to analyse on the lower abstraction levels.
Because we already limited the design space significantly, we did not further reduce this
set for the lowest abstraction level. After analysing both applications, we concluded that
each application had a different optimized combination of scheduling algorithms.
In the third experiment we analysed application contexts on an embedded platform.
In this experiment we tested our real-time embedded hypervisor Xvisor-RT. We implemented Xvisor-RT in our framework to included it to the toolchain. Again, our analysis
methodology reduced the big set of scheduling algorithm combinations from the highest
abstraction level towards the lowest level. This experiment showed that implementing
and analysing scheduling techniques on embedded systems is time-consuming, which emphasizes the work of the analysis methodology. This experiment also showed that the
selection of the most optimized can not always be made on the highest abstraction level.
The lower abstraction levels are needed to make a decision on other performance metrics,
which can not be gathered at the highest abstraction level.
In the last experiment we tested the analysis methodology for nested virtualization
which introduce a three-level hierarchical scheduling structure. First, this required a
small update of the toolchain to support the scheduling structure in the analysis tools
of our framework. We evaluated one application context on a general purpose system.
Because of the extra scheduling level, a combination of scheduling algorithms is a combination of three scheduling algorithms. We started with 36 combinations of scheduling
algorithms at the highest abstraction level and analysed two combinations at the lowest
abstraction level and eventually selected the most optimized combination of scheduling
algorithm. With the increasing need for nested virtualization, scheduling algorithm optimization will become important. With this experiment we proved that our analysis
methodology is capable of handling more complex scheduling structures.

6.2

Findings on the taskset-generator

The taskset-generator was designed because of the lack of publicly available test data
generators for scheduling algorithms. This problem was two-folded: 1) the lack of reproducible tasksets to analyse a scheduling algorithm and 2) lack of executable dummy
tasks to analyse the scheduling algorithm on the target platform. Both functionalities are
included in our taskset-generator. For the generation of tasksets with synthetic tasks,
we made it possible to highly customize the task’s parameters by the user. This allows us to create tasksets with very specific characteristics to analyse specific cases of
the scheduling algorithm. The second functionality is creating executable dummy tasks
based on benchmark programs. This allows us to analyse scheduling algorithms on the
target platform before the actual application code is available. It also makes it possible
to analyse situations for the scheduling algorithm in the target platform which is with
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the actual tasks not possible. We generate the executable tasks based on the WCET
of the task. The evaluation showed that the executable tasks have an execution time
ranging from 95% to maximum 100% of the WCET. This range is acceptable to produce
reliable results in the analysis because in the development of the application a margin of
20% is added to the WCET of a task for safety.

6.3

Findings on analysis tools

To be able to use the analysis methodology, we needed an analysis toolchain supporting each abstraction level of our framework (chapter 4). For the simulation-based and
deployment-based analysis we modified and transformed an existing tool to analyse the
application. For the simulation-based analysis we modified the hsSim simulator to be
compatible with the scheduling techniques in the formal analysis [CSR12]. This is the
first simulator which can be used to simulate scheduling techniques based on the compositional scheduling analysis. This makes it possible to analyse behaviour of the scheduler
which can not be analysed in the formal analysis, and mimic scheduling behaviour at
the deployment-based analysis for better understanding. It allows to enhance the feedback between the formal analysis and the deployment-based analysis and is crucial in
the development of new scheduling techniques. This motivated us to make our simulator
publicly available for other researchers via the COBRA framework (Appendix A).
For the deployment-based analysis we designed Xvisor-RT, a real-time embedded
hypervisor based on the Xvisor hypervisor [PDSEK15](Section 4.5.4). In the last experiment we used this hypervisor to analyse two applications. It can be used to schedule
multiple real-time VMs with PCPU sharing. The experiment proved that Xvisor-RT is
capable of scheduling the VCPUs with the calculated budget and period without deadline
misses. However, more development is necessary before this hypervisor could be used for
other research.

6.4

Views on future work

The research on real-time scheduling virtualization is an active research topic. With our
analysis methodology we moved way further in the state-of-the-art, but there is always
the need for improvements and optimization for new developments. First, as told before,
the analysis methodology will serve its purpose even more if more scheduling techniques
can be analysed via this analysis methodology. Depending on the scheduling algorithm,
modifications to the analysis tools are required to support those new scheduling techniques. The current state of the analysis methodology is designed to analyse applications
with independent tasks which do not need any resources besides the computing resources.
However, real-time applications often require I/O devices. This makes the schedulability
analysis much harder and even requires other scheduling techniques to analyse such an
application. It will be a necessary step towards the usage of real-time virtualization on
embedded systems. Ideal would even be that I/O devices of embedded systems in the
same mechatronic system would provide their I/O to other embedded systems via the
virtualization technology such that the virtual machines are unaware if the I/O device
is accessed locally or through the underlying network.
Currently, manual involvement is needed in order to analyse an application using our
toolchain from chapter 4. We automated the analysis of an application within each anal127
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ysis tool. However, analysing the application automatically across the whole toolchain
is not realized yet. This includes generating for each scheduling algorithm the right
input data and directing the output data from one analysis tool towards the next analysis tool. Automatizing the analysis for the deployment-based analysis will be the most
challenging. Depending on the target platform and virtualization software the difficulty
will differ. Automatic selection of the most optimized scheduling algorithm is also part
of this automation process. At each abstraction level, the most promising scheduling
algorithms must be automatically selected based on the output of the analysis tool and
the requirements of the application and target platform.
As mentioned in section 6.2, the WCET will increase when the application is executed
on the same target platform with the virtualization technology. The impact of virtualization on each component (main memory, I/O, cache memory, ...) is different. This makes
it almost impossible to transform the WCET of the task without virtualization into the
WCET of the task with virtualization. The timing analysis of the tasks needs to be
redone. This research topic gathers little attention in the research about timing analysis,
but will be essential for the use of real-time virtualization for commercial purposes.
The taskset-generator is already available from the COBRA website [DHMH17]. To
encourage the usage of the taskset-generator, the timings of the benchmark programs on
different target platform should be available online. This will ease the use of the tasksetgenerator; if the timings of the used target platform are available, the user can directly
use the taskset-generator to generate the executable tasks. Another improvement would
be to make it even more adjustable for the user. A lot of parameters can already be
chosen right, but most of those are for the synthetic tasks and taskset. In our research
the execution time needed to be equal to WCET to analyse worst-case scenario for the
scheduling algorithm. Making the execution time of the generated tasks ranging between
a certain interval, for example between 80% and 100% of the WCET, to create a more
realistic taskset.
In section 6.3, we already pinpointed the need for further development of the XvisorRT hypervisor to create hypervisor which could be usage by other researchers. This
development strongly depends on the development of the original hypervisor Xvisor as
they are continuously updating their product and adding more functionality to the hypervisor.
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Appendix A

Valorization: The COBRA
framework

The IDLab research team has a strong research track on distributed embedded software. In order to validate its embedded software analysis and resource optimization
techniques, they introduced the code behaviour framework (COBRA). The framework
includes all mature embedded software analysis and optimization techniques developed
at IDLab. COBRA includes WCET analysis techniques, scheduler analysis and optimization towards design patterns based performance optimization. The global goal is
to make all tools publicly available to boost research and collaboration in each those
areas. [DHL+ 17].

A.1

COBRA

COBRA is an open source framework that allows developers to optimize (worst-case)
resource consumption. Currently it focusses mainly on computational resources, but it
will soon be extended with power consumption, etc. COBRA combines multiple research
domains to optimize the resource consumption on multiple levels (timing, scheduling and
parallelism).
WCET Analysis
To determine the Worst-Case Execution Time (WCET), different techniques exists. The
first technique is the static analysis technique. This technique analyses a task not by
executing it on the hardware, but by calculating the control flow paths through the
code of the task. Using abstract models of the hardware architecture, the path with
the maximal execution time can be determined. However, this technique highly depends
on the precision of this abstraction model; it is very hard the specify a correct model
for the hardware [LM11]. Another problem is that the complexity of the static analysis
technique increases for larger tasks and more complex hardware models, such as multi-
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core processors. This could results in high analysis run-times. The other widely adopted
technique is the measurement-based or dynamic analysis technique. With this technique,
the task is executed and measured on the hardware platform. By using representative
input sets for the task, it is supposed to cover the maximum execution time of the task.
However, covering all possible input states is not feasible. Another disadvantage is that
the measurement-based can not by used in every environment because the code is altered
to perform the measurements [LM11].
In COBRA, we implement both static and measurement-based timing analysis, and
even new hybrid techniques which combines the existing static and measurement-based
analysis techniques [Huy17, LDH17]. These techniques are essential to characterise the
resource consumption. It combines the computational complexity of the static analysis
and the accuracy of the measurement-based analysis. The hybrid analysis methodology
of COBRA splits the code in basic blocks. A basic block is a piece of code which has
only one entry and one exit point [LM11]. In a first stage, timing measurements will be
performed on the basic blocks. Those measurements are combined via static analysis in
the second stage.
Scheduler optimization
In this track of COBRA the results of this phd are included. The analysis methodology is
used to select the most optimized scheduling algorithm by using three abstraction levels
to analyse the application. The result of the methodology is the scheduling algorithm
which meets all deadlines of the application and needs the lowest amount of resources to
do so. All details about the analysis methodology are given in chapter 3.
However, in current IoT environments, restricting the energy consumption is also
a major challenge. In this thesis we optimized towards computational resources. In
COBRA we extend the analysis methodology towards power consumption. First, the
methodology selects the scheduling algorithm which meets all deadlines of the application.
The second selection round for the optimization of the scheduling algorithm, will be based
on the amount of energy the scheduling algorithm consumes to schedule the application.
Design pattern based performance optimization for multi-core processors
Executing an application on a multi-core processor can have a speed-up due to parallelism. However finding and implementing the right design patterns to find parallelism
is time consuming. This process can be repeated at multiple levels, from code-based
parallelism towards instruction-level parallelism. This framework tries to automate this
process to find the best design patterns for parallelism at the right level.

A.2

Architecture of COBRA

As shown in figure A.1, the COBRA framework consists of three parts which can be used
separately. The first part contains the input to be manipulated in the second part or
directly used in the analysis tools of the third part. The second part transforms the input
of the first part to specific applications with user-defined parameters to test a specific
case for the analysis techniques. The analysis tools are located in third part. These tools
optimize the resource consumption on the different domains discussed in section A.1.
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Figure A.1: The architecture of COBRA

A.2.1

Part 1: Input

COBRA provides several input sources to be used directly in the third part of to be
modified first in the second part of COBRA (Figure A.1). The input sources consists
of (1) the TACLeBench benchmark suite [FAH+ 16], (2) Generic Input Programs and
(3) specific applications given a specific hardware configuration. The TACLeBench is
already explained in section 4.2.3. It is a freely available benchmark suite for evaluating
timing analysis techniques and tools featuring complex multi-core benchmark programs.
The benchmark suite contains 52 benchmark programs going from very simple programs
to complex programs designed for multi-core systems. The benchmark programs can also
be used for other analysis techniques and tools and therefore is included in COBRA and
can be used for all research domains.
Although, the TACLeBench provides a wide variety of applications, we made it
possible in COBRA to also use other input sources. The second input source is the
generic input programs. These are benchmark programs which are not included in the
TACLeBench. The last input source is specific applications. This is meant to analyse
your own applications with specific hardware configurations (application context). So
COBRA can be used to analyse not only benchmark programs, but also specific applications.

A.2.2

Part 2: Input modification

Some analysis tools require the input data in a specific format or the experiment requires
the input data with specific properties. This means that the input data needs to be
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manipulated before this data can serve as input for an analysis tool. In the second part
of COBRA (Figure A.1) the input sources are manipulated to provide specific input
data for the analysis tools in the third part via different tools. The input for these tools
are the data sources of part 1. Because the input manipulation tools are separately
from the analysis tools, these tools can be used for multiple analysis tools or even for
analysis tools which are not included in COBRA. The framework contains two tools
which transform the input data: the taskset-generator tool [DAH+ 16] and the block
generator tool [Huy17].
Taskset-generator
The taskset-generator tool is already explained in detail in section 4.2. The tasksetgenerator has two main functionalities: 1) to generate synthetic tasksets based on a wide
set of parameters which can be adjusted. 2) generate executables based on the synthetic
tasks by combining benchmark programs from the TACLeBench into tasks with a specific
execution time for a given hardware platform. The goal of the taskset-generator is to
provide a tool which can be used to analysis scheduling algorithms on the target platform
and that the generated tasks can be reproduced by others to validate and/or compare
their results.
Block generator
The block generator is designed to split source code into basic blocks with variable
and adjustable sizes. The block generator requires two input sets: the source files of the
applications and the project configuration file. The project configuration file contains the
user-defined parameters characterizing how the input source files need to be processed.
The output of the block generator is a project folder with a standardised model file
which encodes the generated block models and the original source files in order to crossreference each block to its original code segment. The block generator consists of two
main components:
1. The first component the source code is converted into a parse tree to understand
the structure of the code. This task is performed using the ANTLR v4 framework [Par13]. ANother Tool for Language Recognition (ANTLR) is an open-source
tool which parses text files via a predefined grammar file. First, the lexer splits
the source file into meaningful tokens, defined in the grammar file, which can be
recognized by the parser in the second step. The parser tries to identify these
tokens using the synthetic rules provided in the grammar file. The end result is
a parse tree, Figure A.2, with those tokens as leave nodes and in the intermediate nodes the rules which apply on those tokens. For C source code, the block
generator uses the provides grammar file provided by ANTLR. However, a small
adjustment is done to support compiler and flow-facts flags used in the source code.
The usage of such flags enhances to generation of blocks in the second step. With
the ability to support other programming languages by just changing the grammar
file makes ANTLR generic to different applications. Secondly, ANTLR provides
an automatically generated listener class to go through the parse tree; this enables
the integration of ANTLR in third party tools like this block generator.
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Figure A.2: Language recognizer in ANTLR.

2. The second component of the block generator uses the listener class from ANTLR
to go through the parse tree and simultaneously building a block tree of the application’s source code. ANTLR implemented the listener class via the visitor pattern
and the walk starts at the root of the path tree. Sequentially, the listener goes to
the first child node on the left, if the respective child node is leaf node, the listener
goes to next neighbouring node on the right. If not, the visiting node goes to its
child nodes and the listener walks the child nodes the same as it walks the child
nodes of the root node (left to right). At the end, the listener has visited every
node and the block tree is build. To make use of this listener class of ANTLR in
the block generator, we implemented the necessary functionality which is triggered
during the walk. If, for example, a iteration statement is entered, a message will
notify the block generator that a iteration statement is detected. All the following statements will be added to the body of the iteration until an exit message is
published by the walker on the path tree. This means that no further actions are
required for this particular block.
The result of this block tree generator is a tree of blocks. Each block contains one
instruction or statement of the source code. The tree is organized to be read from left to
right to rebuild the sequential order of the source code of the program. Instructions which
are part of a statement body are located in child nodes, with the statement as the parent
block. These child block must be also read from left to right. In the current version
of the block generator, seven types of blocks are created to categorize each instruction.
These types of blocks are shown in figure A.3. Each block can be explained as follow:
• Program Block : this is the root block which contains the whole source code of the
program with all the statements and methods.
• Method Block : this block contains one method of the source code and is a direct
subcomponent of the previously described program block.
• Jump Block : the program flow can be broken by a jump instruction caused some instruction such as return, goto and break statements. Those statements will change
the instruction pointer to another program instruction. The jump block is designed
to contains such jump instructions.
• Iteration Block : for, while and do-while statements will results in repeating a set
of instruction depending on the condition of the iteration statement. A block with
such a iteration statement, is a iteration block
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Figure A.3: Class diagram of the block types.

• Selection Block : this block contains instructions which cause multiple program
trace branches, such as if-else and switch statements. Based on the condition of
the statement, a specific branch will be selected.
• Case Block : these blocks indicate the different program traces originating from a
selection statement. Case blocks hold the result for which the selection statement
must satisfy in order to follow the underlying trace.
• Basic Block : contains the remaining instructions which cannot alter the program
flow.
In order to adjust the block size for the analysis tools in A.2.3, a Block Reduction
Rule system is implemented to group smaller block into bigger blocks. By default, the
block generator will always put a single instruction into one basic block. Based on a set
of rules, the user can reduce the number of blocks and thereby increases the block sizes.
When a certain rule is selected, the Block Reduction Rule will go through the block tree
and search for blocks which meet the requirements of the selected rule and group those
blocks together. In current version of the block generator, two rules are included. The
first rule, the basic block reduction rule, searches for successive basic blocks and replace
those block by one basic block with multiple instructions. The second rule groups blocks
starting from a user-defined depth. This rule creates an abstraction from the lower
level blocks. Additional rules can be added to the block generation, resulting into more
optimal block reduction solutions. Depending the key performance indicators (KPI),
such as computation complexity of the analysis and program specific requirements of the
analysis, different rules can be applied.
Figure A.4 gives an example of source code processed by the block generator. The
result is a block tree containing all the instructions of the source code. Notice that we
already applied the basic block reduction rule to group two consecutive basic blocks.

A.2.3

Part 3: Analysis tools

The analysis tools and methodologies are located in this part of COBRA. Those tools
and methodologies analyses applications in one of the three research domains: resource
consumptions, scheduling algorithm optimization or parallelization optimization. Depending on the analysis tool, one or more specific types of input must be provided to the
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Figure A.4: Example source code of the block generator.

analysis tool in order to analyse the input. For each research domain we created one or
more analysis tools and/or methodology.
Hybrid program analyser
The Hybrid Program Analyser (HPA) analyses the WCET of an application by using
a hybrid analysis technique. It combines the static and measurement-based analysis
techniques in one hybrid analysis methodology to determine the WCET of an application. Figure A.5 gives a schematic overview with the different components of the HPA
toolchain.
First, the HPA framework performs its operation based on a project configuration
file. This file is used during the entire chain and contains the user-defined parameters.
These parameters characterising how the input source files will be processed. The configuration files are all XML-style formatted. The Project Wizard is a tool which provides
the user-friendly interface to define all the parameters. The tool generates the correct
configuration files necessary for the other analysis tools. However, the Project Wizard
is not mandatory for the researcher to use the HPA toolchain, the project configuration
file can be created manually.
After the configuration file is created, the source code is split into blocks using the
block generator described in section A.2.2. The result is a block model of the source code.
This block model is needed to parse the necessary code files to perform measurements
on the target platform. The HPA framework provides two assisting tools to automate
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Figure A.5: Schematic overview of the Hybrid Program Analyser

the profiling process of the blocks, namely the Profiling Generator and the Profiling Assistant. The first tool in the chain generates compilable source files based on the blocks.
The generator tools is responsible for three major tasks. Firstly, the generator tool provides the necessary interfaces and functions for the Profiling Assistant to execute the test
bench and inject platform specific code to setup the hardware. Secondly, all dependencies
between blocks and other source files need to be resolved. A first type of dependencies are
the inter-block dependencies. These dependencies arise due to extracting code fragments
from a larger context. Therefore, the declaration type of variable could reside in higher
hierarchical block which is out of the block context. To resolve this issue, the generator
identifies each variable in the code and tries to resolve its type if the declaration does not
reside in the blocks context. The second type of dependencies are the external dependencies that need to be resolved by including the appropriate files with function/variable
declarations. Lastly, the input sets for each block are generated. The input values are
determined by creating a state space for each variable. There are currently two steps
to fill this state space. In the first step, the tool performs a static analysis to directly
derive the entire state space if possible (e.g. an iterator variable in a for-statement).
The second step, when the static approach is not possible, consists of auto-generating
a state space which can be restricted by annotations of the user. The actual input sets
are afterwards randomly generated from the different state pools according to the user
needs for precision and the number of measurements constraints.
The Profiling Assistant is the second tool in the profiling chain. This tool will assist
with performing the actual measurements on the hardware platform. The assistant will
try to select the most optimal configuration, i.e. highest accuracy with lowest interference, depending on the target platform. When possible, an external profiling FPGA is
used to count the actual elapsed clock cycles and provide the input sets to the embedded
device.
All gathered measurements from the profiling step are fed to the Analysis Wizard
which will estimate the actual WCET of the program. Therefore, it needs to find the
trace with the longest execution time. The block interactions are modelled into a program flow diagram. The flow analysis provides insight in all possible traces with flow
facts that hint the analysis how the program pointer flows through the code. These
flow facts are obtained statically from the code or by user annotation in the source code
itself. In order to find the WCET path, the measurement results are combined with
the flow facts. Three major techniques exist to find the worst-case path through the
flow graph, i.e. path-based, tree-based and implicit path enumeration technique (IPET).
Firstly, the path-based approach searches for the longest path by walking through the
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flow graph. However, the computational complexity of this approach rises exponentially
with the number of branches. An extension on this methodology is by determining the
WCET path using probabilistic analysis [LDH17]. For this approach, a model exporter
for the model checker tool UPPAAL is created which converts a flow graph into a timed
automaton [BLL+ 95]. Secondly, the tree-based method takes on bottom-up approach by
reverse traversing the syntax tree of the program. This methodology lowers the computational complexity significantly, but it becomes impractical to model dependencies
between statements. Thirdly, the IPET technique is an extremely powerful approach,
as it transforms the control flow graph into a system of linear equations. The WCET
can be determined by solving the constraints according to a maximisation problem with
Integer Linear Programming (ILP).
Analysis methodology for scheduling algorithms
The analysis methodology of chapter 3 is part of COBRA. Beside the analysis methodology, the analysis tools of chapter 4 are via COBRA publicly available for the other
researchers. However, the Xvisor-RT, described in section 4.5.4, is not included in COBRA, because more developing and testing is necessary to create a more stable version
of Xvisor-RT to be used in order research. The taskset-generator we used in our experiments, is located in the second part of COBRA as input modifier (section A.2.2).
Because we used for each abstraction level of the analysis methodology an analysis tool
which does not directly depend on one of the other analysis tool, each tool can be used
separately.
Design pattern based performance optimization for multi-core processors
For the third research domain of COBRA, we propose an analysis methodology to optimize application for multi-core processors by parallelizing the application.
With the advent of multi-core processors, parallel computing is receiving increased
attention. The added calculating power offers application developers new opportunities
for high performance computing, but demands for new approaches in application design.
Many tools and techniques have been proposed over the years to aid in parallelizing
software. However, the abundance of tools and techniques has resulted in a larger design space, leaving the software developer with a large number of design choices to be
made. To address this issue we have proposed a systematic approach for optimizing and
parallelizing an application [Mer17].
The starting point of this approach is a layered application model. We distinguish
three layers, namely (1) the application layer, in which the overall architecture, the main
components of the application and their interaction are defined, (2) the component level,
which consists of a collection of interacting functional software components and finally
(3) the instruction level, where the functionality of each component is implemented. The
application is analysed and optimized on each of these layers. Rather than implementing
every possible solution, we rely on a combination of design patterns and performance estimates to identify the most suitable solution. This is achieved by using a cost estimation
model derived from Amdahls law that takes into account additional overhead parameters
(e.g. thread creation, locking, synchronization, idleness). Although it can be extended
to heterogeneous computing (e.g. GPGPU), our systematic approach is currently lim-
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ited to multi-level CPU-based parallelism, namely task parallelism, vectorization and
instruction level parallelism (ILP).

Preliminary Analysis
• Hardware Capabilities
• Parallel Frameworks and Tools

Software Analysis
• Application Decomposition
• Component Analysis and Measurements
• Initial Resource Allocation
• Identification of Parallel Patterns

Serial Optimization
• Optimization of Instruction Flow

Parallel Optimization
• Cost Estimation and Comparison
• Proposed Solution

Implementation and Validation
• Implementation of Proposed Solution
• Comparison with Cost Estimates
• Iterative Refinement in Case of Deviations

Figure A.6: Brief overview of our systematic approach.

Our approach consists of five phases as shown in Figure A.6.
1. In the Preliminary Analysis Phase the relevant hardware characteristics are identified (e.g. number of CPU cores, width of the vector instructions, additional
features such as Turbo boost and hyper-threading). In addition, the available tools
and frameworks are investigated and benchmarks are taken on the target hardware of their main features, such as locking mechanisms, thread creation overhead
and thread switching overhead. This phase can be performed independently of
the application under investigation and only needs to be performed once for each
hardware platform.
2. In the Software Analysis Phase the application is decomposed into functional components. These components are measured serially to determine the baseline reference. These components are then grouped based on their requirements and characteristics. After performing initial resource allocation (e.g. assigning priorities
and maximum allowed cores to each component group), parallel patterns are identified between and inside the functional components without considering the actual
implementation method.
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3. In the Serial Optimization Phase, bottlenecks identified in the previous phase are
optimized using Instruction Level Parallelism and general serial optimization techniques (e.g. minimizing branches). The aim is to maximize the instruction throughput prior to employing other forms of parallelism, because improved serial performance might influence the decision making process during the next phases. The
application is measured again to obtain a new performance reference for further
optimization.
4. In the Parallel Optimization Phase the parallelization cost is estimated using a pattern based performance model derived from Amdahls law. For these estimates, we
use the parallel patterns identified in the Software Analysis phase and the measurement data of the serially optimized application and the parallelization framework.
Based on these estimates the most suitable parallel implementation is selected.
Note that in this phase we consider both task parallelism and vectorization. In
addition, we also look into possible hierarchical combinations.
5. In the Implementation and Validation Phase the selected parallel candidate is implemented and measured. The measurements are compared with the performance
estimates. If the implementation performs worse, the deviations are identified and
taken into account in another iteration of the previous phases.
Our approach was tested and validated on applications for real-time processing of
audio and media streams, where many algorithms are inherently serial in nature and
therefore difficult to optimize. We demonstrated our approach using various audio and
media processing algorithms and show that we can indeed obtain a significant improvement in performance using this approach. Currently, this approach is performed manually. However, many of the steps can be automated. Once implemented for a specific
parallelization framework, the baseline measurements can easily be executed on multiple
target hardware platforms. Most of the software analysis can already be performed using
the block generator and HPA framework. The main challenge lies in the identification
of parallel patterns. However, we believe that the search space for parallel candidates
can be reduced significantly, using the cost estimation model based on Amdahls law.
Therefore, we aim to incorporate into COBRA framework as a (semi-)automated tool in
future work.
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Joël Goossens, Emmanuel Grolleau, and Liliana Cucu-Grosjean. Periodicity
of real-time schedules for dependent periodic tasks on identical multiprocessor platforms. Real-Time Systems, 52(6):808–832, 2016. 16

[GJ79]

Micheal R. Garey and David S. Johnson. Computers and Intractability: A
Guide to the Theory of NP-Completeness. WH Free. Co., San Francisco,
1979. 32

[GKS+ 10]

S. Ghaisas, G. Karmakar, D. Shenai, S. Tirodkar, and K. Ramamritham.
SParK: Safety Partition Kernel for integrated real-time systems. Lecture
Notes in Computer Science, 6462 LNCS:159–174, 2010. 77

146

Bibliography
[Gol73]

Robert P. Goldberg. Architecture of Virtual Machines. Proceedings of the
Workshop on Virtual Computer Systems, pages 74–112, 1973. 13

[Gol74]

Robert P. Goldberg. Survey of virtual machine research. Computer, IEEE
Transactions on, 7(6):34–46, 1974. 116

[Gom06]

Hassan Gomaa. Designing concurrent, distributed, and real-time applications with UML. In Proceeding of the 28th international conference on
Software engineering - ICSE, page 1059, 2006. 41

[GY12]

Nan Guan and Wang Yi. Fixed-priority multiprocessor scheduling: Critical
instant, response time and utilization bound. In Proceedings of the 2012
IEEE 26th International Parallel and Distributed Processing Symposium
Workshops, IPDPSW 2012, pages 2470–2473, 2012. 32

[Hei10]

Gernot Heiser. The OKL4 Microvisor : Convergence Point of Microkernels
and Hypervisors, 2010. 77

[HHDL17]

Thomas Huybrechts, Peter Hellinckx, Yorick De Bock, and Haoxuan Li.
Hybrid Approach on Cache Aware Real-Time Scheduling for Multi-Core
Systems. In Advances on P2P, parallel, grid, cloud and internet computing,
pages 759–768, 2017. 19

[HKP09]

John Harauz, Lori M. Kaufman, and Bruce Potter. Data Security in
the Cloud World of Cloud Computing. IEEE SECURITY & PRIVACY,
7(4):61–64, 2009. 118

[HPO16]

Mario Hermann, Tobias Pentek, and Boris Otto. Design principles for industrie 4.0 scenarios. In Proceedings of the Annual Hawaii International
Conference on System Sciences, pages 3928–3937, 2016. 1

[HS11]

Maurice Herlihy and Nir Shavit. The art of multiprocessor programming.
Morgan Kaufmann, 2011. 16

[Huy17]

Thomas Huybrechts. COBRA-HPA : a Block Generating Tool to Perform
Hybrid Program Analysis. Under Review, 2017. 46, 130, 132

[Joh73]

David Stifler Johnson. Near-optimal bin packing algorithms. PhD thesis,
Massachusetts Institute of Technology, 1973. 31

[Joh74]

David S. Johnson. Fast algorithms for bin packing. Journal of Computer
and System Sciences, 8(3):272–314, 1974. 22, 23

[Kis02]

Laszlo B. Kish. End of Moore’s law: Thermal (noise) death of integration
in micro and nano electronics. Physics Letters, Section A: General, Atomic
and Solid State Physics, 305(3-4):144–149, 2002. 8

[Kle64]

Leonard Kleinrock. Analysis of A time-shared processor. Naval Research
Logistics (NRL), 11(1):59–73, 1964. 14, 15

[KLL+ 07]

Avi Kivity, Uri Lublin, Anthony Liguori, Yaniv Kamay, and Dor Laor. kvm:
the Linux virtual machine monitor. In Proceedings of the Linux Symposium,
volume 1, pages 225–230, 2007. 77
147

Bibliography
[KM17]

Timon Kelter and Peter Marwedel. Parallelism analysis: Precise WCET
values for complex multi-core systems. Science of Computer Programming,
133:175–193, 2017. 19

[KOH09]

Stephen W. Keckler, Kunle Olukotun, and H. Peter Hofstee. Multicore
Processors and Systems. Springer, 1 edition, 2009. 8

[KY08]

Shinpei Kato and Nobuyuki Yamasaki. Semi-Partitioning Technique for
Multiprocessor Real-Time Scheduling. Proceedings of the Work-in-Progress
Session of the 29th IEEE Real-Time Systems Symposium (WiP RTSS), page
4pp, 2008. 16, 26

[KYK+ 08]

Wataru Kanda, Yu Yumura, Yuki Kinebuchi, Kazuo Makijima, and Tatsuo
Nakajima. SPUMONE: Lightweight CPU virtualization layer for embedded
systems. In Proceedings of The 5th International Conference on Embedded
and Ubiquitous Computing, EUC, volume 1, pages 144–151, 2008. 76

[KZH15]

Simon Kramer, Dirk Ziegenbein, and Arne Hamann. Real World Automotive Benchmarks For Free. In Proceedings of the 6th International Workshop
on Analysis Tools and Methodologies for Embedded and Real-time Systems
(WATERS), 2015. 62

[LA09]

Hennadiy Leontyev and James H. Anderson. A hierarchical multiprocessor
bandwidth reservation scheme with timing guarantees. Real-Time Systems,
43:60–92, 2009. 27

[LB08]

Grant Likely and Josh Boyer. A Symphony of Flavours: Using the device tree to describe embedded hardware. In Embedded Linux Conference,
volume 2, pages 27–37, 2008. 80

[LB10]

Giuseppe Lipari and Enrico Bini. A Framework for Hierarchical Scheduling
on Multiprocessors - From Application Requirements to Run-Time Allocation. In Real-Time Systems Symposium (RTSS), 2010 IEEE 31st, pages
249–258, 2010. 27

[LDH17]

Haoxuan Li, Paul De Meulenaere, and Peter Hellinckx. Powerwindow: a
Multi-component TACLeBench Benchmark for Timing Analysis. In Advances on P2P, parallel, grid, cloud and internet computing, volume 1, 2017.
19, 130, 137

[LDL+ 17]

Jin Tack Lim, Christoffer Dall, Shih-wei Li, Jason Nieh, and Marc Zyngier.
NEVE: Nested Virtualization Extensions for ARM. In Proceedings of the
26th Symposium on Operating Systems Principles., pages 201–217. ACM,
2017. 116

[LDS07]

Chuanpeng Li, Chen Ding, and Kai Shen. Quantifying The Cost of Context
Switch. In Proceedings of the 2007 workshop on Experimental computer
science, 2007. 21

[LL73]

Chung Laung Liu and James W Layland. Scheduling Algorithms for Multiprogramming in a Hard- Real-Time Environment. Journal of the Association for Computing Machinery, 20(1):46–61, 1973. 3, 21, 29, 96

148

Bibliography
[LLB06]
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