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Abstract
Anomaly detection (AD) involves the detection of instances that show a conduct that differs from a well defined notion of normal behaviour. This apparently simple task still poses two open issues that are addressed in this work.
(1) Each AD technique typically requires a number of hyperparameters to be
specified. As labels are presumed unknown, supervised tuning approaches are
ruled out. The community developed heuristics that are either too computationally involved and/or are tailored to a single type of AD method. Benchmarking
studies comparing several AD methods therefore rely on an arbitrary parameter
choice or adopt standard statistics (mean, min, max) to summarize the performances of a range of parameter settings. We consider the latter methodology as
inappropriate and develop a heuristic to tune the hyperparameters of any AD
algorithm. We choose the parameter combination that, on ‘average’, achieves
the highest performance on an external labelled data repository of AD tasks.
The Wilcoxon-signed rank test reveals this setting to significantly outperform
a random choice. (2) AD techniques can be designed with a focus on predictive performance and neglect scalability issues, limiting their applicability. We
present the fixed-width anomaly detection (FWAD) method that conducts a
preliminary data compression with fixed-width clustering and applies the original AD technique to the resulting cluster centres. The latter retain information
of the original dataset in the form of local density estimates. Our results indicate that AD is significantly slower than FWAD if the former has a superlinear
complexity in the number of instances N . Substantial benefits are obtained for
datasets of low-dimensionality with N large. Often, no significant AUC differences are observed between FWAD and AD, though we noted a drop in AUC
for FWAD on a (small) majority of datasets. Apparently, the local density
estimates hold enough information to allow for high-compression levels.
Keywords: Anomaly detection, Unsupervised hyparparameter tuning,
Fixed-width clustering, Data compression
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1. Introduction
Anomalies (or outliers) are data that appear to have different characteristics than the rest of the population (Agyemang et al., 2006). The topic has
emerged from the statistics community as early as 1969 (Grubbs, 1969) and
was motivated from a data cleaning perspective. Classification or statistical
models were, in those days, highly affected by the presence of noise.1 Today,
anomalies have different semantics as they translate to significant events in a
dataset. They can for instance correspond to an intrusion in a computer network, a fraud occurrence, a malignant tumour, an abnormal electrocardiogram
output, an unexpected peak in energy consumption, etc. All of these different
types of outliers have a meaningful connotation that is potentially of interest to
the analyst.
Anomaly detection (AD) involves the detection of instances that show a conduct that differs significantly from a well defined notion of normal behaviour.
Outlier detection techniques generally rely on two basic assumptions (Eskin
et al., 2002; Chandola et al., 2009): (1) the number of anomalies is far fewer
compared to the amount of normal instances and, (2), the anomalies show characteristics that set them apart from the normal examples (i.e. they have a
different representation in feature space). If these assumptions are not met,
then such methods suffer from high false positive rates.
Based on the extent to which labels2 are available, anomaly detection techniques can operate in one of the following modes (Aggarwal, 2013; Chandola
et al., 2009; Hodge and Austin, 2004): supervised techniques require a labelled
dataset which has instances from the normal and anomalous class. They correspond to the traditional classification based techniques that learn to discriminate between the two classes. Though multiple definitions are possible for
semi-supervised approaches, we adopt the definition that is common in anomaly
detection literature: they constitute a recognition based approach and learn a
discriminative boundary around the instances of a single class (usually the normal class). Any instance that deviates from the model is associated with the
other class. Note that these methods can also be applied to the entire dataset
(unsupervised fashion), provided they are sufficiently robust against the few
anomalies occurring in the dataset. Unsupervised techniques are the most flexible as they do not require labelled data and can directly be applied to the entire
data sample of the population. This property is very appealing because obtaining labelled data that encompasses every type of normal/anomalous behaviour
1 The difference between noise and outliers is a matter of connotation. Noise refers to
unwanted objects in a dataset that hinder data analysis, whereas outliers represent phenomena
of interest. Algorithms for noise removal are used for anomaly detection as well and viceversa. Noise tends to be similar in nature to the actual anomalies and hence they are hard to
distinguish from one another (Chandola et al., 2009).
2 A label indicates whether an instance belongs to the normal class or the anomalous class.
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usually requires a substantial amount of human capital (e.g. in the area of fiscal
fraud this corresponds to conducting large scale investigations by government
officials). Unsupervised techniques rely on a set of assumptions to distinguish
anomalies from normal data (e.g. outliers occur in sparse regions of the feature
space and are distant from the majority of data points). Note that each of the
aforementioned detection modes can assign an anomaly score to each instance
which is monotonically related to the probability of being an outlier.
Supervised classification methods, though popular and successful across a
large variety of domains, face the following limitations: (1) by design, they rely
on labelled training data for the construction of their models. However, obtaining such data that covers all possible normal/anomalous types of conducts can
be very challenging (Chandola et al., 2009) (e.g fraud detection, intrusion detection, mechanical failure detection). (2) In a dynamic environment, the current
notions of normal and anomalous behaviour may not be representative for the
future. In scenario’s where anomalies correspond to illegitimate actions (e.g.
tax fraud, money laundering, identity theft, intrusion detection), some malicious actors evolve their modus operandi over time to approximate legal forms
and to counter detection systems (Phua et al., 2010). Classification methods
are limited to the discovery of known kinds of anomalous behaviour (at classification time). The dynamic nature of some application domains may render
supervised scoring applications inadequate in the long run. Also, (3) supervised
methods require tailored techniques to deal with the class imbalance problem
as anomalies occur far less frequently than normal cases. We refer to the works
of He and Garcia (2009); Chawla (2005); Vanhoeyveld and Martens (2018) for
a detailed discussion. Unsupervised approaches, on the other hand, are more
flexible as the scoring mechanism does not rely on information regarding the
labels. Furthermore, they allow the detection of new types of anomalies since,
by assumption, they exhibit a behaviour that deviates from normal types of
conduct (Eskin et al., 2002).
In the remainder of this article, when we allude to AD, we implicitly refer to
its unsupervised variant. Figure 1a shows a simple two dimensional dataset with
indications of the normal and anomalous regions. The (group of) points corresponding to A1 , A2 , A3 and A4 denote outliers as they are far more rare than
the abundant data instances of the normal areas N1 and N2 . AD algorithms
assign scores to the data instances solely based on their intrinsic properties (i.e.
their feature representations). Figure 1b colors the data examples according
to the scores assigned by an outlier detection method. The anomaly scores increase from the dark regions (perceived normal) to the light areas (perceived
anomalous), see https://nl.mathworks.com/help/matlab/ref/hot.html for
an illustration of the employed color mapping. The aforementioned description
corresponds to a batch scenario, where the entire collection of data instances
is scored by an appropriate anomaly detector. We should note, however, that
there are certain application areas where data streams3 are possible (an on3A

data stream means a data instance can ‘come in’ at any point in time.
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line scenario), but they fall outside of the scope of this study (we will come
back to this point in Section 7). Examples of such on-line environments include
intrusions in computer networks, credit card transactions, phone call records,
etc.

(a)

(b)

Figure 1: A simple two dimensional dataset with (a) indication of normal and anomalous
regions and (b) result of anomaly detection algorithm. Dark regions denote low anomaly
scores and light areas correspond to high outlier scores.

In the literature, one usually draws a distinction between global and local anomalies (Goldstein and Uchida, 2016; Schubert et al., 2014). The group
of points A1 , A2 and A3 (see Figure 1a) denote global anomalies as they are
markedly different from the remainder of the dataset. When considering the
entire data collection, the point A4 can be viewed as a normal instance as it is
close to the normal region N1 . On the other hand, when comparing A4 to N1
and neglecting the other instances, A4 can be considered as an outlier. For this
reason, A4 denotes a local anomaly (i.e. anomalous with respect to its close-by
neighbourhood). The types of outliers appearing in a dataset is highly application specific and is typically unknown in advance. AD methods are usually
geared towards finding either global or local outliers.
The AD scenario depicted in Figure 1 (i.e. detecting single anomalous
instances in a dataset) is more commonly known as a point anomaly detection problem and forms the main research topic in the outlier detection literature (Chandola et al., 2009; Goldstein and Uchida, 2016). In this article, we
focus on this kind of problem. The data is represented in tabular form and no relationship is assumed among the data instances. In case such dependencies exist
between instances, they either require dedicated AD methods or a translation to
a point AD problem (see further). Examples where such relations exist include
graph data (Akoglu et al., 2015), sequential data (e.g. time-series data (Laptev
et al., 2015), operating system call traces in intrusion detection (Eskin et al.,
2002), gene sequences in biological data (Belcaid and Poisson, 2018)) and spatiotemporal data (e.g. vehicular traffic data (Li et al., 2009), climate data (Das
and Parthasarathy, 2009)).
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Besides the point anomalies described in the previous paragraph, there exist
two other types of outliers (Aggarwal, 2013; Chandola et al., 2009): contextual anomalies and collective anomalies. The former kind denotes the situation
where an instance can be seen as normal in a certain context. However, the same
instance (in terms of its attributes) observed in a different context is perceived
as an anomaly. Defining the context is a vital part of the problem formulation. As an example in the fiscal domain, the behaviour (tax declarations) of a
company in the construction sector is markedly different from the conduct of a
company in the catering industry. The context in this case represents the sector
in which the entity operates. As another example, a credit card holder might
usually spend A
C1.000 during summer months and A
C200 during winter months.
Hence an expenditure of A
C980 in July is not anomalous, but the same amount
spent in February could be considered an anomaly. In this situation, the context corresponds to the time of expenditure. Collective anomalies describe the
scenario where a single instance is not an outlier, but its occurrence in a specific
combination (collection) of other instances is anomalous. In a customs context,
an article (commodity) involved in a customs declaration might not be anomalous but a specific combination of this article with other commodities appearing
in the same declaration could arouse suspicion. With respect to intrusion detection, anomalies in system call traces translate to specific sub-sequences in
the chain of calls (Eskin et al., 2002). Goldstein and Uchida (2016) note that
contextual and collective anomaly detection problems can usually be translated
to a point anomaly detection scenario. This pre-processing boils down to an
intelligent feature engineering and implies the integration of domain knowledge.
Hence a thorough business understanding is indispensable throughout this process.
2. Related work
Regarding the evaluation of AD algorithms, Marques et al. (2015) developed an internal evaluation measure, IREOS, which does not rely on information regarding the labels. Unfortunately, Campos et al. (2016) note that this
is the only internal measure available in the literature so far and it is too computationally involved. Benchmarking studies, such as presented in the works
of Domingues et al. (2018); Goldstein and Uchida (2016); Campos et al. (2016),
rely on labelled data repositories. Standard supervised evaluation measures
(e.g. AUC (Fawcett, 2006)) are employed that make use of external ground
truth (labels for the normal and anomalous class). We stress once more that
AD techniques do not rely on labels during their application on the dataset. It is
only during the evaluation stage that the outlier detection results are confronted
with the actual evidence (the labels). For this reason, there is no need to split
the dataset into a separate training and test set in a batch scenario. One can
directly apply the anomaly detector to the entire sample of the population.
Since virtually all AD algorithms rely on the specification of hyperparameter
values (e.g. nearest neighbour based methods demand the number of neighbours k to be set), a critical choice regarding the latter is of vital importance
5

with respect to the performance of the applied technique. In an unsupervised
scenario, which is assumed throughout this chapter, no labelled data are available and hence one cannot depend on classical supervised parameter tuning
approaches (e.g. grid search). As mentioned in the previous paragraph, the internal evaluation measure IREOS is computationally very expensive. A recent
paper on learning hyperparameters for unsupervised AD (Thomas et al., 2016)
chooses the optimal parameter as the one that minimizes the area under the
Mass Volume curve. However, a crucial step of the algorithm relies on volume
computations by means of Monte Carlo integration from a generation of uniform samples in the hypercube enclosing the data. Such an approach does not
scale well with the dimensionality of the problem (the authors limit themselves
to four dimensions) because of a decrease in acceptance rate of the uniformly
generated points. Hence the procedure, though useful from a theoretical point
of view, is too computationally involved as well. As a remark, we note that
some unsupervised hyperparameter tuning algorithms have been developed for
certain specific AD methods, see the works of Song et al. (2013); Ghafoori et al.
(2016) for examples. However, these techniques do not generalize beyond the
intended AD method and are usually very time consuming as well.
Due to the aforementioned issues in hyperparameter tuning, the literature
on AD reveals three choices regarding the specification of parameter values.
(1) There are several publications where a single, arbitrary (unmotivated) choice
is made, we refer to the works of He et al. (2003); Liu et al. (2012); Ting et al.
(2013) for illustrations thereof. However, the impact of parameter choices can
be severe (Campos et al., 2016) and could have a major influence on the conclusions formulated in such studies. In the benchmarking studies outlined in
the first paragraph of this section, the authors proceed with reporting summary
statistics of which (2) the average or (3) the best performance across all parameter settings under consideration are the most common. We will highlight several
major concerns with these approaches shortly hereafter, but first we graphically
illustrate the effect of varying parameter settings on the performance outcomes.
In Figure 2, the performances (AUC and timings) are shown for a certain
anomaly detector and dataset by varying the hyperparameters of the algorithm.
Each full point coincides with a specific parameter choice. Figure 2a presents
the results for the knn anomaly detection algorithm on the Shuttle dataset for
each of the 10 choices of the parameter k. Figure 2b highlights the results
for the clustering based CBLOF algorithm on the Thyroid dataset. For this
method, each vertical line denotes a different choice regarding the number of
clusters. The discussion of the outlier detection methods and datasets is postponed to Sections 4.3 and 5 respectively. As can be observed from these figures,
the performances can vary markedly with different parameter choices. We additionally visualize the average performance (Avg), the best possible results
(AU CM , T imem ) and the worst-case scenario (AU Cm , T imeM ) across the parameter ranges we considered. The discussion of the symbols P OAU C , P OT ime
and P OA T is postponed to Section 4.1.
The approach of reporting the best observed performances across the range
of parameters is naive as it corresponds to a utopic scenario where the user
6

(a)

(b)
Figure 2: Effect of hyperparameter choices on performances (AUC/Time) for (a) knn algorithm on Shuttle dataset and (b) CBLOF method on Thyroid dataset. Summary statistics
(Average (Avg), min (m), max (M)) and Pseudo-optimal parameter choices P OAU C , P OT ime
and P OA T are included.
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knows in advance which design choices are optimal for their application. The
best-case performance cannot be used as it assumes access to labelled information which is lacking in practice. The alternative of reporting the average
performance (an expectation) is also questionable. In Figure 2, we can see that
the average performance is never reached by any of the hyperparameter values
under consideration. Hence the average performance does not correspond to
a real hyperparameter setting and this is an issue. In real-life situations, the
user obviously needs to make a single choice regarding the latter. As a second
remark, the average statistic is also highly influenced by outliers. We can see
this phenomenon in Figure 2a, where the average AUC is largely influenced by a
single point (parameter choice) in the lower left region. A major contribution of
this chapter is the development of an unsupervised hyperparameter tuning procedure which lacks the disadvantages of the commonly used statistics reported
in the literature.
In this work, we will present an efficient approximation of AD techniques.
Specifically, we will conduct a data compression in terms of the number of
instances to speed up outlier detection algorithms, see Section 3 for motivations.
We rely on a Fixed-Width clustering (FW-clustering) step (Portnoy et al., 2001;
Eskin et al., 2002; Chan et al., 2003) in doing so. In the literature, this type of
technique is perceived as a fast AD algorithm (linear in the data size). A fixedwidth cluster is a hypersphere of radius/width W around a cluster center. All
instances associated to a fixed-width cluster fall within a (Euclidean) distance
of W to the corresponding center. The clusters are allowed to overlap in the
sense that instances can be assigned to multiple partitions. In essence, the
algorithm conducts a linear scan over all data instances (it traverses the dataset
sequentially). For a certain data example, it calculates the distances to all the
existing cluster centres. If it cannot be assigned to a cluster center (i.e. the
distance is larger than W for all cluster centres), the instance forms the center
of a new cluster. The algorithm proceeds with the next point in the dataset
until all instances are covered. The anomaly score of an instance is based on
counting the number of data points (Count) assigned to the fixed-width clusters
containing the instance. This Count-term is monotonically related to the local
density because each cluster has the same radius W .
3. Contributions
As outlined in the previous section, there does not exist an automated procedure to tune the hyperparameters of any AD algorithm. Campos et al. (2016)
note that the choice of parameter values can severely impact predictive performances. In this work, we develop a new approach, the ‘pseudo-optimal’ choice,
which picks the parameter combination that, on ‘average’, achieves the highest
performance on hold-out labelled repository data. In an unsupervised setting,
we assume to have no access to any labels for a particular dataset under consideration. However, the literature on AD does provide us with a collection of
external datasets labelled for the outlier detection task. The idea is to exploit
this repository to leverage suitable parameter settings, which are better than a
8

random choice. The technique is highly suitable to propose a good parameter
combination for any AD algorithm. We provide statistical evidence to support
our claims. In case new scalable techniques are proposed that iteratively reach
the unsupervised hyperparameter tuning goal, the ‘pseudo-optimal’ choice can
serve as a starting point (an initialization) of the process. With the proposed
technique, the authors wish to contribute to the vital issue of tuning the hyperparameters of any AD algorithm.
Fixed-width clustering is traditionally perceived as a fast clustering based
outlier detection method on its own. However, its potential as a suitable data
compression technique for the AD task has not yet been recognised nor investigated. Indeed, the result of a fixed-width clustering step implies a reduction
of the number of data instances. In this work, we use this technique as a preprocessing step and apply any AD algorithm on its outcomes (the fixed-width
cluster centres). This should result in a fast (scalable) outlier detection mechanism. The final outlier scores integrate the traditional anomaly detector scores
(on the reduced dataset) with an approximation of the local density (the Count
term of the fixed-width clusters). In this sense, the proposed method can be considered as an AD hybrid. Hence we see as a main contribution the investigation
of a new kind of scalable AD methods: the Fixed-Width Anomaly Detection
(FWAD) algorithms. As a compression technique, fixed-width clustering is able
to retain information from the original dataset in the form of Count calculations that reflect local densities. The latter is useful as we expect anomalies to
occur in low density regions. This is entirely different from random sampling
where there is an inherent information loss that is not compensated for. We
will investigate whether fixed-width clustering pre-processing can significantly
speed up the plain application of AD algorithms without sacrificing too much
predictive performance.
Why should one apply FW clustering? As it is an efficient data compression method, it is presumed to enable a reduction in computation time at the
potential cost of a (slight) drop in predictive performance. As outlined in Section 1, the scope of this study is limited to a batch level. There are several
scenario’s where computational times are important in this set-up as detailed
in the following paragraphs.
There exist application areas where batch data emerge at regular or irregular times, see Figure 3. In the domain of fiscal fraud, companies are required
to submit VAT declarations periodically (usually monthly). One can imagine
a scenario where tax administrations apply an anomaly detector at time ti to
score the latest declarations with the objective of finding the most recent fraud
cases. The suspicious declarations (the ones with the highest anomaly scores)
are provided to a team of tax experts that conduct an a priori investigation,
where it is decided which of these signalled cases should form the subject of a
more thorough audit (which can take several months/years and could be handled by a different team of tax inspectors). The process repeats itself at time
ti+1 . Because such a priori investigations can be time consuming, it is of great
interest that the time required by the anomaly detector is limited. Note that
the batch sizes can become large (e.g. the number of listed domestic com9

panies (TheWorldBank, 2018) in India amounts to approximately 5,5 million
in 2017). Another example in the area of customs include ships arriving at
harbours at irregular times. Each vessel carries a number of containers transporting different kinds of goods, where each article (good) has an associated
declaration form. Customs administrations are faced with the task of checking
these commodities for any type of infringements while simultaneously ensuring
a rapid clearance of customs goods to have a minimal economic impact (Singh
et al., 2003; Han and Ireland, 2014). In this scenario, an anomaly detection
algorithm could be applied to all commodities of a single ship to deliver a list
containing the most suspicious articles (and hence which containers to open).
Customs have limited time to conduct physical cargo checks (a matter of hours)
and hence require AD algorithms to be sufficiently fast. Note that the largest
container ships have a capacity of around 25.000 Twenty-foot Equivalent Units
(TEUs) (OOCL, 2018). A TEU is a standard unit referring to the size of a
container which is 6,10 m long, 2,44 m wide and 2,59 m high (38,51 m3 ) and
has enough room to support approximately 10 − 100 commodities. Hence the
batch size can reach around 250.000 − 2.500.000 goods.

Figure 3: Batch data emerging at irregular times ti .

On the other hand, there are also situations where an AD method is applied
to a single dataset of massive size without the temporal component (the situation referred to in the previous paragraph). Examples thereof include marketing
bureaus sending out surveys to a large number of participants; scanning through
repositories of satellite images for unknown object recognition; analysing the financial statements released by companies; post-attack investigation of network
intrusions; customs analysing historical declarations for post-clearance audits.
In several benchmarking papers, such as the works of Goldstein and Uchida
(2016); Campos et al. (2016), the predictive performances on large datasets
is not shown for computationally involved methods. However, it could be interesting to know how such techniques perform if we were to include a data
compression step. They could outperform other basic methods that are directly
applicable though rely on too basic assumptions.
To summarize, there is an explicit or implicit time tmax beyond which an
AD algorithm is not applied. In such situations, data compression techniques
such as FW clustering can be useful. Hence there are two scenarios we envision:
(1) the time required for the plain AD method (t) is larger than tmax and hence
10

its performance is unknown. (2) t is large (though t < tmax ). In those cases it
could still be meaningful to lower t significantly at a cost of only a small drop
in predictive accuracy.
4. Methods description
4.1. Hyperparameter tuning
As indicated in Section 2, there does not exist a general method capable
of tuning the hyperparameters of an arbitrary AD algorithm. For a particular
dataset D? under consideration, we assume that labels are unavailable, hence it
is not possible to rely on classical supervised parameter tuning approaches. The
goal of this section is to develop a heuristic that allows one to ‘pseudo-optimally’
tune the hyperparameters of any outlier detection algorithm. Let’s call this
the pseudo-optimal choice. Since external data collections containing labelled
datasets for the purpose of AD are publicly available, one may wonder whether
we can leverage these datasets to aid in the choice of ‘good’ parameter settings.
The main idea is to pick the parameter combination that, on ‘average’, achieves
the best results on the labelled repository data. This parameter combination
can subsequently be applied to the particular unlabelled dataset D? at hand.
Assume there exists a labelled data repository containing datasets D1 , . . . , DL
and a certain AD algorithm with two hyperparameters α and β (the method
is valid for any number of parameters). In the search for a suitable parameter
combination, the α and β search space is bounded to the grid α = α1 , . . . , αR
and β = β1 , . . . , βS . Each possible grid value (αr , βs ) represents a particular
parameter combination θp , p = 1, . . . , P , with P = R × S. The procedure
conducts the following three steps:
1. Calculate a performance matrix P erf , where the (p, l)’th entry represents
the performance of parameter combination θp on dataset Dl . The choice
of evaluation metric is open to the analyst, yet in this study, we opt for
(a) the AUC as a supervised measure of predictive performance and (b)
the time required to run the AD algorithm. Note that AUC is the most
widely adopted/preferred evaluation metric in the area of unsupervised
outlier detection (Goldstein and Uchida, 2016; Campos et al., 2016). We
denote these two performance matrices as AU CM and T imeM .
2. Convert the performance matrix P erf to a rank matrix Rank of the same
dimensions. The rank of parameter combination θp on dataset Dl corresponds to its position in the sorted (in descending order) performance
spectrum on set Dl across all parameter combinations. The best performing parameter combination gets assigned a rank of 1, the second best a
rank of 2, etc. In case two or more combinations perform equally well, average ranks are assigned. Note that the use of ranks is motivated by their
occurrence in many statistical comparison tests (Demšar, 2006). In this
fashion, the performance matrices AU CM and T imeM are transformed to
the rank matrices RankAU C and RankT ime respectively.
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3. Calculate an average rank vector Avg Rank by taking the mean of the
Rank matrix across all datasets (columns). The average rank for parameter combination θp is denoted as Avg Rank(p). The optimal parameter
combination θ? is the one with the lowest average rank. However, since we
have two performance criteria (AUC and time), we will aggregate them
according to the following formula:
Avg Rank(p) = wAU C Avg RankAU C (p) + wT ime Avg RankT ime (p), (1)
where wAU C and wT ime are user defined parameters (weights) allowing
one to emphasize either performance measure. They satisfy the conditions
wAU C > 0, wT ime > 0 and wAU C + wT ime = 1.
In this work, we choose the following settings regarding the weights:
Pseudo-optimal AUC choice (P OAU C ): wAU C = 1 & wT ime = 0.
Pseudo-optimal Time choice (P OT ime ): wAU C = 0 & wT ime = 1.
Pseudo-optimal AUC-Time choice (P OA T ): wAU C = 0,5 & wT ime = 0,5.
In practice, we have a fully labelled data repository D1 , . . . , DL available,
see Section 5. We can evaluate the pseudo-optimal parameter combination for
dataset Di (occurring in the collection) as follows: apply the aforementioned
procedure to the repository D1 , . . . , Di−1 , Di+1 , . . . , DL to obtain the parameter
combination θ? . Next, we can evaluate the AUC and time for dataset Di with
this pseudo-optimal choice. Hence we resort to a leave-one-out process where
dataset Di is excluded, mimicking a real-life situation where we assume the
labels of Di are unknown.
4.2. Fixed-Width Anomaly Detection (FWAD) algorithms
The FWAD algorithms presented in this section are a generalization of the
standard AD techniques. They depend on a fixed-width clustering as a type
of data compression, after which the standard AD algorithm is applied on the
compressed data representation. Algorithm 1 presents a pseudo-implementation
of the class of FWAD techniques and will be explained in detail in the upcoming
paragraphs. Note that one can integrate any AD algorithm, such as the ones
highlighted in the next section, in the formulation.
A crucial component of the algorithm, step (b), is a FW clustering, which
has been applied in several publications (see e.g. Portnoy et al. (2001); Eskin
et al. (2002); Chan et al. (2003)). A fixed-width cluster is a hypersphere of
radius/width W around a cluster center. The clustering process consists of two
steps: in a first step, the dataset is traversed sequentially in order to determine
the cluster centres. If, during the present iteration, the data point under consideration has a distance larger than W to all the current cluster centres, the
instance forms the center of a new FW cluster. In any case, the algorithm proceeds with the next point until the entire dataset is covered. The second step
assigns data points to the previously obtained FW clusters. This can be seen as
12

Algorithm 1 Pseudo-implementation of the FWAD algorithm.
Input: dataset D = {xi , i = 1 . . . N } with xi ∈ Rd , sample percentage Sp ,
width percentage Wp , hyperparameters θ ∈ Θ of AD algorithm, importance
of count factor a
a) Determine cluster width W
- Randomly draw a sample S from D of size |S| = Sp N/100
- Calculate Dists = Knn avg dist(s, S, k), ∀s ∈ S, with k = dWp |S|/100e
(Knn avg dist(s, S, k) calculates the average distance between s and its
k nearest neighbours chosen from S)
- W = average(Dists )
b) Perform fixed-width clustering
init: set of fixed-width clusters F W C = {xh }, with h a random number in
[1, N ]
Phase 1: Create fixed-width clusters
for i = 1 . . . N do
if distance(xi , cj ) > W, ∀cj ∈ F W C then
F W C = F W C ∪ xi (xi forms a new fixed-width cluster center)
end if
end for
Phase 2: Assign data points xi ∈ D to fixed-width clusters cj ∈ F W C
init: Partition matrix P = 0 (P of size N × |F W C|)
for i = 1 . . . N do
for j = 1 . . . |F W C| do
if distance(xi , cj ) ≤ W then
P (i, j) = 1 (assign xi to cj )
end if
end for
end for
c) Determine the number of points Countcj assigned to cj ∈ F W C
PN
Countcj = i=1 P (i, j), j = 1 . . . |F W C|
d) Determine the AD score ADcj assigned to cj ∈ F W C
ADcj = AD(cj |F W C, Θ = θ), j = 1 . . . |F W C|,
where AD(x|X, Θ = θ) represents the score of instance x ∈ X after applying
an AD algorithm on dataset X with hyperparameters θ ∈ Θ.
e) Assign anomaly score AScj to each fixed-width cluster cj ∈ F W C
a

1−a
^−1 × AD
^
AScj = Count
, j = 1 . . . |F W C|
cj
cj
v −min(v)

j
+1, where
(the tilde represents a normalization operation: vej = max(v)−min(v)
vj represents the j’th component of vector v)
f) Assign anomaly score ASxi to each instance xi ∈ D corresponding to the
average anomaly score of its associated clusters

P|F W C|

ASxi =

P (i,j).AScj
j=1
P|F W C|
P (i,j)
j=1

, i = 1 . . . N , j = 1 . . . |F W C|
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a correction step since instances could not have been assigned to clusters that
have been created at a later iteration during step one. A data point is assigned
to a cluster if it falls within a (Euclidean) distance of W to its center. In this
approach, clusters are allowed to overlap in the sense that instances can be associated with multiple clusters. The complexity of the FW clustering procedure
is O(N · |F W C| · d), linear in the data size N , the dimension d and the obtained
number of FW clusters |F W C|, which makes the procedure scalable to large
datasets. Indeed, a reasonably large choice of W will force |F W C| to be several
orders of magnitudes smaller than N .
The choice of the cluster width W , step (a), is very similar to the proposal
(CLAD) of Chan et al. (2003). Instead of requiring W directly from the user, we
infer it from the internal data structure. In CLAD, the authors chose to draw
a random sample of size 1% of |D|. In our formulation, we parametrize the
sample size with a sample percentage Sp . Next, CLAD calculates the pair-wise
distances from the sample and chooses the average of the bottom 1% of these
distances as the cluster width. We slightly modify this procedure and calculate,
for each sample instance s, the average distance between s and its k nearest
neighbours chosen from the sample S. The choice of k is relatively defined
and corresponds to a width percentage Wp of the sample size |S|. The cluster
width W is the average of the k nearest neighbour distances of all samples. The
complexity of determining W is O(|S|2 · d), hence it is important to limit the
size of the sample.
Next, an anomaly score is assigned to each FW cluster which depends on
a Count term and the application of the AD algorithm on the set of cluster
centres. The Count factor of a FW cluster Countc , step (c), serves as an
approximation to its local density since each cluster has the same radius W .
The latter should contain valuable information as we expect anomalies to occur
in low density regions. Step (d) applies an AD algorithm to the dataset of FW
cluster centres and assigns an outlier score ADc to each cluster. Step (e) shows
how to combine both terms and includes a normalization and combination of
both factors. Of course, one could experiment with different normalization and
combination functions but this is outside of the scope of this work. Finally,
step (f) assigns an anomaly score to each instance by calculating the average
anomaly score of its associated clusters.
As a remark, for very small widths W (i.e. W → 0), the FWAD scores
converge to the scores of the standard AD algorithm applied on the data set D.
To see this, note that each data point in D would form the center of its own
cluster and hence each cluster has only a single data point assigned. Since
Countc remains constant across all clusters, it would have no effect on ASc and
the latter only depends on ADc which coincides with the traditional AD score.
Therefore, FWAD should be considered as an efficient approximation to the
standard AD algorithm. On the other side of the spectrum (i.e. W → ∞), there
would only be a single fixed-width cluster to which all instances are assigned.
In this scenario, each instance receives the same outlier score and concurs to a
random guess.
Figure 4b highlights the obtained cluster centres after application of a fixed14

width clustering step on the two dimensional dataset of Figure 4a. It is clear
that a data reduction (compression) in the number of instances is realised. Additionally, a single cluster with radius W is illustrated for the lower left cluster
center (the larger circle). Note that Figure 1b was in fact obtained from the representation of Figure 4b (a FWknn algorithm was used). FW clustering offers
a significant advantage compared to random sampling: one can retain information of the original dataset in the form of local density estimates which are
meaningful in the context of AD. Furthermore, the representation of Figure 4b
reveals that all anomalous regions (i.e. A1 , A2 , A3 , A4 ) are retained, which is
not to be expected from a random sampling procedure. This means that FW
clustering is more capable to distinguish areas of low probability densities.

(a)

(b)

Figure 4: (a) Original two dimensional dataset and (b) the result of a fixed-width clustering
procedure (Sp = 10, Wp = 5). The cluster centres are indicated together with a single cluster
of radius W (larger circle).

4.3. Anomaly detection algorithms
AD algorithms can be classified4 into nearest neighbour based, clustering
based, classification based and statistical techniques (Goldstein and Uchida,
2016; Chandola et al., 2009). Over the years, a broad variety of AD methods
have been developed pertaining to each of these classes. We have chosen to
include techniques that are broadly adopted in the research community and that
have formed the subject of benchmarking studies in the past. In this section,
we present a brief description of the AD techniques under consideration. As
the efficiency of such methods can depend on the implementation thereof, we
mostly rely on the standard MATLAB version of the basic components of these
algorithms (e.g. the build-in k-means algorithm5 is used for the clustering based
4 Chandola et al. (2009) also presents anomaly detection methods based on information
theory and spectral theory, but the latter are rarely applied.
5 https://nl.mathworks.com/help/stats/kmeans.html
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AD methods, GMM6 has a standard implementation in MATLAB). OCSVMs
are obtained with the LIBSVM toolbox (Chang and Lin, 2011). Regarding
nearest neighbour based methods, we implemented an efficient MATLAB version
(see the next paragraph).
Nearest neighbour based techniques rely on (Euclidean) distance computations to the closest neighbours of each sample. The most popular technique is
the knn method, where the anomaly score of an instance corresponds to the
average distance between this point and its k nearest neighbours chosen from
the dataset D. One assumes outliers to have a large distance to its neighbours.
Local Outlier Factor (LOF) (Breunig et al., 2000) compares the knn distance
of an example to the knn distances of its neighbours. In Figure 1 of Section 1,
the anomaly A4 can be detected because its distance to nearby points in N1 is
larger than the distances within the cluster N1 . LOF is a local outlier detection
method because a measure of outlyingness (i.e. the knn distance) associated
to an instance is compared to the same measure corresponding to a neighbourhood of this example (i.e. its k nearest neighbours). In Appendix A.1, the LOF
method is presented together with details regarding our implementation of nearest neighbour based methods. As for each data point distance computations are
required with the remaining N − 1 instances in D to find its nearest neighbours,
these kind of techniques have a computational complexity of O(N 2 · d).7
Clustering based methods assign outlier scores based on the result of a preliminary clustering procedure. In this work, we make use of the Cluster-Based
Local Outlier Factor (CBLOF) and the Local Density Cluster-Based Outlier
Factor (LDCOF) algorithms, where the anomaly score of an instance depends
on two factors: the size of its nearest large cluster and the distance of the instance to the closest large cluster center. We refer to Appendix A.2 for details.
Regarding the choice of clustering algorithm, we opt for the popular k-means
method (Hartigan and Wong, 1979). This is an iterative heuristic algorithm that
attempts to partition the instances into k clusters such that the within-cluster
sum of squared errors is minimized. The complexity thereof is O(N · k · d · i),
with i the number of iterations until convergence. In practice, on data that have
a clustering structure, i is often very small (a few dozens) which makes k-means
very fast (Manning et al., 2008). However, worst-case scenarios do exist (e.g.
given N random instances in a d-dimensional unit hypercube perturbed by a
2
normal distribution with mean 0 and variance σ
 , then the expected running
4
34
34
8
6
time is bounded by O N · k · d · log (n)/σ (Arthur et al., 2009). This is
a polynomial in N, k and d). We limited the maximum number of iterations
to 100 and initialized the cluster centres with the k-means++ algorithm (Arthur
and Vassilvitskii, 2007).
The Gaussian Mixture Model (GMM) based anomaly detection technique
6 https://nl.mathworks.com/help/stats/fitgmdist.html
7 Nearest neighbour search can be accelerated with Kd-trees. However, these techniques
are unattractive for large dimensions and depend heavily upon the data structure. MATLAB
by default uses this technique only if d < 10. Because our datasets, see Section 5, typically
have a larger dimensionality, we refrain from using Kd-trees.
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estimates a multivariate probability distribution p(x) by solving the maximum
likelihood problem for the observed instances xi with the iterative ExpectationMaximization algorithm (Dempster et al., 1977). The distribution p(x) is described by a mixture of Gaussian distributions (k components), see Appendix
A.3. The method assumes outliers to be located in areas of low probability
density. Hence the outlier score for an instance xi is inversely proportional to
its probability density value p(xi ). GMMs are a generalization of the k-means
algorithm and have a computational complexity of O(N · k · d2−3 · i), with i
the amount of iterations until convergence. Similar to k-means, the maximum
number of iterations is set to 100 and the algorithm is initialized with the kmeans++ method.
The One-Class SVM (OCSVM) (Schölkopf et al., 2001) is a special type
of support vector machine that does not require labelled data to construct a
decision surface. The OCSVM constructs a hyperplane in a high-dimensional
feature space φ(x) that attempts to separate as much instances as possible from
the origin. The goal function represents a trade-off between maximizing the
distance of the hyperplane from the origin (maximizing the margin between the
data points and the origin) and minimizing the number of points not separated
from the origin (instances lying between the origin and the hyperplane) (Eskin
et al., 2002; Domingues et al., 2018). This trade-off is governed by a regularization parameter 0 < ν < 1 representing the fraction of data points falling outside
the boundary. The mapping to the high-dimensional feature space is implicitly
constructed by means of the kernel trick. In our work, we rely on the RBF
kernel with hyperparameters ν and γ. Outliers are the instances not separated
from the origin (lying on the wrong side of the hyperplane). Normal examples
are those separated from the origin. Appendix A.4 presents a technical description of OCSVMs. Chang and Lin (2011) notes LIBSVM to have a complexity
O(N · d · i), where the required number of iterations i may be higher than linear
to the number of training data N .
5. Datasets
The repository of labelled datasets is presented in Table 1 and is drawn from
the benchmark collections of Goldstein and Uchida (2016); Campos et al. (2016).
For detailed descriptions on these datasets, we refer to the former studies. The
data arises from a large variety of application areas (e.g. text/speech/image
recognition, medical domain, intrusion detection, spam detection in emails).
Additionally, the datasets cover a large spectrum of characteristics regarding
dataset size N , outlier percentage and dimensionality d. We restricted ourselves to datasets of size N > 1000, because smaller datasets are deemed useless
for our purposes (we compare several methods in terms of timings, hence the
data size should be sufficiently large to limit constant term effects dominating
the results). As outlined in the aforementioned studies, there are two types of
AD datasets appearing in the literature: the first kind represents datasets that
are naturally balanced. A small subset of instances is sampled from a randomly
selected class occurring in the UCI repository (Dheeru and Karra Taniskidou,
17

2017). The remaining classes constitute the normal instances. However, it is
questionable (and not yet demonstrated) whether this procedure indeed generates a collection of examples that are sufficiently representative of the anomaly
detection task (e.g. whether the anomalous and normal classes truly have a
different representation in feature space). The second type of datasets are the
semantically meaningful datasets, where the anomalous class conforms to a natural notion of ‘outlyingness’ (e.g. finding cancerous tumours, detecting mechanical component failures, recovering fraudulent declarations, terrorist detection,
etc.).
With respect to pre-processing, Goldstein and Uchida (2016) limit themselves to applying a linear min-max normalization which is suitable for continuous features. However, we noticed that some of the attributes in their repositories solely take on integer ranges with a limited number of distinct values as
indicated in Table 1. If this is the result of splitting the continuous range into
equi-length intervals (binning), then the situation is fine. However, if not, these
kind of features should be regarded as either ordinal or categorical variables
which require a different kind of pre-processing. Nevertheless, we conducted a
min-max normalization for these kind of features because information is lacking
as to whether they are equi-length bins, ordinal or categorical variables and to
remain consistent with the authors original work. Campos et al. (2016) present
several pre-processed versions of their datasets (with or without duplicates,
applying dummy-encoding or inverse document frequency encoding (IDF) for
categorical features, unnormalized or with a min-max normalization). Where
possible, we opted for the version with duplicates (because this occurs in practice), with dummy-encoding and normalization (because this outperforms the
unnormalized version as noted by the authors) and we indicated our choice in
Table 1. Furthermore, each dataset in their repository has 10 different variants
resulting from a different downsampling from the outlier class. We should note
that there are some attributes in their repository that take on natural numbers
with a limited number of distinct values. Even though these are considered as
continuous features, the same remarks apply as previously highlighted.
From the prior discussion, it is clear that there is a need to develop a collection of suitable benchmark outlier detection datasets which are broadly accepted
in the research community. This repository should contain semantically meaningful datasets, have larger sizes then the ones currently available (there are only
three datasets in our repository of size N > 10.000) and should be adequately
described in terms of the nature of the features (e.g. continuous, equi-length
binning, ordinal, categorical).
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Source
Gold.
Camp.
Camp.
Camp.
Camp.
Gold.
Camp.
Camp.
Gold.
Gold.
Gold.
Gold.
Gold.
Gold.

Name

Letter
Cardiotocography
SpamBase
InternetAds
Waveform
Speech
Wilt
PageBlocks
Satellite
Pen-local
Thyroid
Shuttle
Aloi
Kdd99

1.600
1.688
2.844
2.867
3.443
3.686
4.671
5.013
5.100
6.724
6.916
46.464
50.000
620.098

N
32
20
56
0
21
400
5
10
36
16
6
9
27
24

dCont
0
1
1
1.555
0
0
0
0
0
0
15
0
0
5

dBin
6,25
1,95
1,97
1,99
2,9
1,65
1,99
1,99
1,47
0,15
3,61
1,89
3,02
0,17

Outlier (%)

There exist features of type Υ

Wilt norm 02
PageBlocks norm 02, there exist features of type Υ
All features of type Υ
All features of type Υ
Commonly called annthyroid
All features of type Υ

All features of type Υ
Cardiotocography norm 02, many features of type Υ
SpamBase norm 02, minority of features of type Υ
InternetAds norm 02
Waveform withoutdupl norm

Remarks (Dataset version for Campos datasets)

Table 1: Repository of labelled datasets occurring in this study, with indication of the source (Campos or Goldstein), the number of instances N ,
the amount of features (continuous and binary), the percentage of outliers and some additional remarks. If a feature is of type Υ, this means that it
contains only natural numbers taking on a limited number of distinct values.

6. Results and discussion
6.1. Methodology
In general, an AD (or FWAD) algorithm has a number of hyperparameters θ ∈ Θ to be specified by the user. Once set, we can apply this unsupervised algorithm on the collection of labelled datasets presented in Section 5
and confront the outlier scores with the actual labels to obtain the predictive
performance (i.e. AUC). Hence for each dataset and (FW)AD algorithm, we
store the AUC and the time required for all hyperparameter settings under consideration. For the non-deterministic algorithms and Goldstein’s datasets8 (see
Table 1), we apply the parameter settings of any (FW)AD method 10 times
for each dataset. We store the average performance across these 10 trials. Regarding Campos’ datasets, we previously noted there are 10 versions available
(each corresponding to a different downsampling) and we therefore limited the
number of experiments to 1 and averaged across all versions. The result of
the aforementioned procedure is a collection of performance matrices (AU CM
and timeM ), see Section 4.1, for all AD and FWAD algorithms presented in
Sections 4.3 and 4.2 respectively. The design choices regarding hyperparameter
values are specified in Table 2. Note that some of these ranges were previously
applied in benchmarking studies (e.g. the range for k and ν matches the one
of Goldstein and Uchida (2016)). Regarding the choice of α for the clustering
based CBLOF and LDCOF methods, we note that it should fall in the range
[0,5; 1] and we have chosen a large number of values within this range. Similarly, β should be larger than 2 and we limited its maximum value to 26 = 64
because that would mean a cluster can only be considered large if it contains 64
times as many instances than a small cluster which is expected to occur rarely
(hence increasing β even more probably results in the same division regarding the obtained set of large and small clusters). Regarding the choice of γ in
OCSVM, we relied on a coarse set of values as recommended by Chang and Lin
(2011). Please note that the P OAU C hyperparameter settings, see Table 5, do
not occur at the extreme values of the specified ranges for each of the basic AD
techniques.
We will conduct two types of comparisons in line with our goals set out in
Section 3 and will be further clarified in the upcoming paragraphs: (1) a pseudooptimal hyperparameter choice will be compared to a commonly used random
choice for all AD and FWAD algorithms. (2) The FWAD method will be compared to its corresponding AD method in terms of AUC and time. In doing so,
we will, among others, rely on the Wilcoxon signed-rank test (Wilcoxon, 1945)
as recommended by Demšar (2006) to provide statistical evidence of improved
performance. This statistical test is detailed next. Given a data repository
D1 , . . . , DL , let M1 (l) and M2 (l) denote the performance (a single real number)
of Method 1 and Method 2 respectively on dataset Dl (the precise notion of
method depends on the situation at hand, we will come back to this point in
8 For

the Kdd99 dataset, we limited the number of experiments to 1 due to its large size.
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Table 2: Specification of the hyperparameter ranges for each AD and FWAD algorithm. Unless
otherwise indicated, a parameter setting for the AD method is equally valid for its FWAD
variant. Parameters related to Algorithm 1 are shown in the last line of the table.

AD algorithm
knn
LOF
CBLOFadapt,unweight,orig

LDCOForig,count

GMM
OCSVM
FWAD

hyperparameter ranges
k = [5, 10, 15, 20, 25, . . . , 50]
k = [5, 10, 15, 20, 25, . . . , 50]
k = [5, 10, 15, 20, 25, . . . , 50]
α = [0,50; 0,55; 0,60; 0,65;
 0,70; . . . ; 1,00]
β = 21 , 22 , 23 , 24 , 25 , 26
aCBLOF = [0,0; 0,1; 0,2; 0,3; . . . ; 1,0] (not needed
for unweight)
FWCBLOF → aCBLOF = [0, 1/3, 2/3, 1]
k = [5, 10, 15, 20, 25, . . . , 50]
α = [0,50; 0,55; 0,60; 0,65;
 0,70; . . . ; 1,00]
β = 21 , 22 , 23 , 24 , 25 , 26
aLDCOF = [0,0; 0,1; 0,2; 0,3; . . . ; 1,0] (not needed
for orig)
FWLDCOF → aLDCOF = [0, 1/3, 2/3, 1]
k = [5, 10, 15, 20, 25, . . . , 50]
ν = [0,1;
0,3; 0,5; 0,7; 0,9]


γ = 2−9 , 2−6 , 2−3 , 20 , 23 , 26 , 29
Sp = 10
Wp = [1, 5, 10, 15, 20, 25, 30]
a = [0,0; 0,1; 0,2; 0,3; . . . ; 1,0]
FWCBLOF & FWLDCOF → a = [0, 1/3, 2/3, 1]
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the next paragraphs). The null-hypothesis postulates that both methods perform equally well. The test proceeds as follows (Demšar, 2006): calculate the
performance difference dif fl = M2 (l) − M1 (l). Next, assign ranks rank(dif fl )
to these differences based on their absolute values. The highest absolute difference gets assigned a maximum rank of L, the second highest a rank of L − 1,
etc. Average ranks are assigned in case of ties. The quantities R+ and R− are
subsequently obtained:
X
1 X
rank(dif fl )
(2)
R+ =
rank(dif fl ) +
2
dif fl =0

dif fl >0

R− =

X
dif fl <0

1 X
rank(dif fl ) +
rank(dif fl ),
2

(3)

dif fl =0

where R+ represents the sum of ranks for the datasets where Method 2 outperformed Method 1, and R− sums the ranks for the opposite case. Ranks
of dif fl = 0 contribute equally and if there is an odd number of them, one
is ignored. Let T = min {R+ , R− }. Finally, T will be compared to a critical
value Rcrit (L, α). If T ≤ Rcrit (L, α), the null-hypothesis can be rejected and
hence the difference between the two methods is significant. The critical value
Rcrit (L, α) depends on a significance level α and the number of datasets L and
is included in most books on general statistics (or see the weblink of Zaiontz
(2018)).
While for some performance measures (e.g. AUC), taking the absolute difference (i.e. M2 (l) − M1 (l)) is relevant, there are situations (e.g. time) where
such differences are less useful. As an example, say that the time requirements
(in seconds) for dataset D1 is the following: M2 (1) = 2 and M1 (1) = 1.
And for dataset D2 : M2 (2) = 101 and M1 (2) = 100. In this scenario, the
absolute difference amounts to 1 second for both datasets, yet, intuitively, it is
clear that a difference of 1 second is less severe for D2 than for D1 . In case of
computational timings, it is more meaningful to work with relative differences.
The Wilcoxon-signed rank test can be easily adjusted for this problem. Calculate ratiol = M2 (l)/M1 (l). Next, assign ranks rank(ratiol ) to these ratios
based on the quantity r^
atiol = max(ratiol , 1/ratiol ). The highest r^
atiol gets
assigned a rank of L, the second largest a rank L − 1, etc. Just as the sign
is ignored in case of absolute differences, the inversion operator is ignored for
relative differences. The quantities R+ and R− are modified to:
X
1 X
R+ =
rank(ratiol ) +
rank(ratiol )
(4)
2 ratio =1
ratiol >1
l
X
1 X
R− =
rank(dif fl ) +
rank(ratiol ).
(5)
2 ratio =1
ratio <1
l

l

The remainder of the procedure remains unchanged.
Regarding the choice of significance levels α, we impose the following values:
α = [0,20; 0,10; 0,05; 0,01]. The results of the Wilcoxon signed-rank test are
summarized as follows:
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++++: M2 significantly outperforms M1 at α = 0,01.
+++: M2 significantly outperforms M1 at α = 0,05.
++: M2 significantly outperforms M1 at α = 0,10.
+: M2 significantly outperforms M1 at α = 0,20.
0: M2 is not significantly different from M1 (for α ≤ 0,20).
When M2 is inferior to M1 , this is denoted similarly with negative signs. For
example, −− means M1 significantly outperforms M2 at α = 0,10.
The choice of hyperparameter values is an important issue in the AD literature. As outlined in Section 2, researches commonly report the average
performance across all parameter combinations under consideration. They note
this to reflect a scenario where the user would arbitrarily pick one. We will
statistically compare the average performance to the results obtained with a
pseudo-optimal (leave-one-out) choice presented in Section 4.1 for any AD or
FWAD algorithm. With the terminology of the second paragraph of this section, M1 (l) represents the average performance of (FW)AD across all parameter
settings on dataset Dl and M2 (l) reflects the pseudo-optimal choice with a leaveone-out procedure on Dl .
Finally, the FWAD variants will be compared to their associated AD formulation in terms of AUC and computational timings. For a certain AD or FWAD
algorithm and dataset Di , we know there are several parameter combinations
with a different performance. As the Wilcoxon-singed rank test requires a single
performance value for each dataset in the repository, a selection regarding the
hyperparameter settings is mandatory. We relied on the following 6 choices:
calculate summary performance statistics across the range of hyperparameter
values (average, min, max) as commonly employed in the literature or report,
for a dataset Di , the performance associated with a pseudo-optimal parameter
choice (the leave-one-out procedure on Di ). We rely on the pseudo-optimal
choices P OAU C , P OT ime and P OA T as detailed in Section 4.1. The AD and
FWAD algorithms rely on the same type of choice regarding hyperparameter
settings in the comparison (e.g. the average performance of AD is compared to
the average performance of FWAD). With the terminology of the second paragraph in this section, M1 (l) represents the performance of AD on dataset Dl
and M2 (l) denotes the performance of FWAD on Dl .
Figure 5 illustrates the effects of varying parameter settings on the knn and
FWknn pair for the Kdd99 dataset. The knn results are indicated with circles.
Squares represent the performances of the FWknn algorithm. Furthermore,
the 6 choices regarding hyperparameter selection as presented in the previous
paragraph are indicated as well. The knn algorithm has the property that the
timings are approximately constant across the range of k. This translates to
a vertical line in the representation of knn. Regarding the FWknn algorithm,
each vertical line denotes a certain compression level (i.e. a fixed value of Wp ).
It is already clear that the amount of compression has a major influence on
performance. The FWknn method is able to achieve a substantial decrease
in the computational timings compared to a plain knn technique. Whereas the
standard knn algorithm requires O(104 ) seconds on the Kdd99 dataset, the high-
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Figure 5: AUC-Time comparison of the knn (circles) and FWknn (squares) method on the Kdd99 dataset with parameter settings described in
Table 2. Additionally, specific hyperparameter choices are indicated: Avg (), Timem and TimeM (+), AUCm and AUCM (×), P OAU C (∇),
P OT ime (4) and P OA T (/).

est compression levels of FWknn can already reach O(102 ) seconds (100 times
faster). In general, for any FWAD algorithm, an increase in compression level
results in a decrease of time requirements. In terms of predictive performance
(AUC), compression does not automatically imply a performance loss as evident
from Figure 5. This is due to the integration of a local density estimate in the
FWAD scoring mechanism. We should note, however, that a performance drop
occurs in the majority of cases when applying this kind of compression (as will
become clear in Section 6.3).
As a remark, we observed that, in general,9 the P OT ime choice for a FWAD
algorithm corresponds to the highest amount of compression (i.e. Wp = 30). In
the same fashion, P OAU C is associated with the lowest compression level (i.e.
Wp = 1). The results regarding P OA T were less clear. We found the latter
to appear in the higher compression regions, resulting in computational timings
larger or equal to P OT ime and smaller than the average time (Avg).
6.2. Hyperparameter tuning comparison
Table 3 presents the results of the Wilcoxon singed-rank test for the
comparison of the average AUC to the AUC obtained with a P OAU C
parameter choice. The latter proves to be superior to the former for all
AD and FWAD techniques with α = 0,10. Hence we have demonstrated
the P OAU C parameter setting to statistically outperform a commonly used average hyperparameter choice in terms of AUC. We should note, however, that
even though the P OAU C choice has a larger AUC for the majority of datasets
for the knn and LOF methods, the performance increases with respect to an
average choice are usually limited. The average (across all datasets) performance gain of knn is 0,31 and for LOF is 0,85 with AUC in the range [0, 100].
This is to be expected because, as noted by Campos et al. (2016), the optimal
choice of k depends heavily on the specific data structure. For the remaining
AD and FWAD (including FWknn and FWLOF) methods, we observed higher
benefits.10
Table 4 shows the results of the Wilcoxon signed-rank test (using relative differences) for the comparison of the average time to the time
associated with a P OT ime parameter choice. Except for the knn and LOF
methods, the P OT ime setting is substantially faster than the average choice
at the α = 0,01 significance level. For the nearest neighbour based methods, the computational timings are approximately constant across the range
of k (they slightly increase with higher k). The calculation of the average
(across all datasets) ratio of the average time (numerator) to the time corresponding to a P OT ime parameter choice (denominator) expresses how many
times faster a P OT ime choice is compared to a random choice. This results
9 We reached these conclusions by producing similar figures as Figure 5 for different
AD/FWAD pairs and datasets.
10 The average (across all datasets) performance gains are: FWknn: 3,89 - FWLOF: 4,57 CBLOFadapt : 5,35 - FWCBLOFadapt : 6,81 - LDCOFCount : 3,76 - FWLDCOFCount : 6,70 GMM: 1,67 - FWGMM: 11,07 - OCSVM: 8,93 - FWOCSVM: 9,30.
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Table 3: Wilcoxon signed-rank test (absolute) AUC results: Avg choice versus P OAU C choice.
++++ means P OAU C significantly outperforms Avg choice in terms of AUC when α = 0,01.
Similarly, + + + corresponds to α = 0,05 and ++ is associated with α = 0,10.

Significance
+ + ++
+++
++

Methods
knn - CBLOFadapt - CBLOForig - CBLOFunweight FWCBLOFadapt - FWLDCOFCount - FWGMM - FWOCSVM
FWknn - FWLOF - LDCOFCount - GMM
LOF - LDCOF - OCSVM

in a value of 1,0083 for knn and 0,9942 for LOF. For the remaining AD and
FWAD (including FWknn and FWLOF) algorithms, larger performance gains
were observed.11
Table 4: Wilcoxon signed-rank test (relative) computational timings results: Avg choice versus
P OT ime choice. ++++ means P OT ime is significantly faster than Avg choice when α = 0,01.
Similarly, +++ corresponds to α = 0,05, ++ is associated with α = 0,10 and + corresponds
to α = 0,20. 0 denotes no significant difference between both methods.

Significance
+ + ++

+++
++
+
0

Methods
FWknn - FWLOF - CBLOFadapt - CBLOForig CBLOFunweight - FWCBLOFadapt - LDCOF - LDCOFCount FWLDCOFCount - GMM - FWGMM - OCSVM - FWOCSVM
∅
knn
∅
LOF

The pseudo-optimal hyperparameter values θ? are provided in Tables 5 (P OAU C ) and 6 (P OT ime ) by applying the procedure outlined in Section 4.1 to the collection of datasets provided in Table 1 with the parameter
settings of Table 2. These parameter values could be adopted by researchers in
their own application domain. Furthermore, they deliver additional insights as
highlighted in the next paragraphs.
In terms of AUC (see Table 5), higher number of clusters (overestimations of
the number of clusters) are beneficial as indicated (but not motivated) by Amer
and Goldstein (2012). Furthermore, the α parameter governing the distinction
between large/small clusters should be sufficiently large. For the GMM method,
a low number of mixture components is recommend. Regarding OCSVMs,
higher values for ν and γ are suitable. As expected, the FWAD algorithms
11 The average (across all datasets) ratios of the average time to the time of a P O
T ime parameter choice are: FWknn: 1,45 - FWLOF: 1,47 - CBLOFadapt : 5,61 - FWCBLOFadapt : 1,65
- LDCOFCount : 4,51 - FWLDCOFCount : 1,62 - GMM: 5,32 - FWGMM: 2,04 - OCSVM: 4,77
- FWOCSVM: 1,62.
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perform optimally under low compression levels (i.e. Wp = 1) and require a
non-zero count factor a. The latter shows that the inclusion of a local density
estimate has a positive effect on predictive performance.
Table 5: P OAU C parameter values for each AD/FWAD method under consideration. The
procedure outlined in Section 4.1 is applied to the collection of datasets provided in Table 1
with the parameter settings of Table 2.

Method

Pseudo-optimal hyperparameter values

knn
FWknn
LOF
FWLOF

k ? = 20
Wp? = 1; kp? = 30; a? = 0,2
k ? = 20
Wp? = 5; k ? = 45; a? = 0,9

CBLOFadapt
CBLOForig
CBLOFunweight
FWCBLOFadapt
LDCOF
LDCOFCount
FWLDCOFCount
GMM
FWGMM
OCSVM
FWOCSVM

k ? = 45; α? = 0,9; β ? = [16, 32, 64]; a? = 0,2
k ? = 50; α? = 0,95; β ? = [32, 64]; a? = 0,1
k ? = 45; α? = 0,9; β ? = [16, 32, 64]
Wp? = 1; k ? = 5; α? = 0,75; β ? = [8, 16, 32, 64];
a?CBLOF = 0; a? = 1/3
k ? = 35; α? = 0,9; β ? = [16, 32, 64]
k ? = 40; α? = 0,9; β ? = [16, 32, 64]; a? = 0,2
Wp? = 1; k ? = 10; α? = 0,75; β ? = [8, 16, 32, 64];
a?LDCOF = 0; a? = 1/3
k ? = 10
Wp? = 1; k ? = 5; a? = 0,8
ν ? = 0,7; γ ? = 8
Wp? = 1; ν ? = 0,7; γ ? = 1, 0; a? = 0,5

Regarding computational timings (see Table 6), it is clear and evident that
the clustering based methods are faster when imposing fewer number of clusters (i.e. k = 5). Similarly, GMMs benefit from low number of mixture
components as this limits the number of component means and covariance matrices to be estimated. The OCSVM method prefers sufficiently low values for ν
and γ. Timings vary considerably with changing ν and γ pairs. Obviously,
FWAD algorithms are faster under application of higher compression levels (i.e.
Wp = 30).
6.3. AD versus FWAD
In this section, the plain AD method will be compared to its associated
FWAD implementation in terms of predictive performance (AUC) and time requirements. We rely on the 6 hyperparameter choices (Avg, min, max, P OAU C ,
P OT ime , P OA T ) as outlined in Section 6.1. First, the results are presented
for 3 separate types of analysis. They constitute a statistical comparison, a
count analysis and a graphical comparison. Secondly, we formulate important
observations and explanations for the different anomaly detection techniques
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Table 6: P OT ime parameter values for each AD/FWAD method under consideration. The
procedure outlined in Section 4.1 is applied to the collection of datasets provided in Table 1
with the parameter settings of Table 2.

Method

Pseudo-optimal hyperparameter values

knn
FWknn
LOF
FWLOF

k ? = 20
Wp? = 30; kp? = 1; a? = 0,5
k ? = 20
Wp? = 30; k ? = 5; a? = 1,0

CBLOFadapt
CBLOForig
CBLOFunweight
FWCBLOFadapt
LDCOF
LDCOFCount
FWLDCOFCount
GMM
FWGMM
OCSVM
FWOCSVM

k ? = 5; α? = 1,0; β ? = 4; a? = 1,0
k ? = 5; α? = 1,0; β ? = 4; a? = 1,0
k ? = 5; α? = 0,95; β ? = 4
Wp? = 30; k ? = 5; α? = 0,7; β ? = 8; a?CBLOF = 0; a? = 0
k ? = 5; α? = 0,95; β ? = 32
k ? = 5; α? = 0,95; β ? = 8; a? = 1,0
Wp? = 30; k ? = 5; α? = 1,0; β ? = 8; a?LDCOF = 0; a? = 0
k? = 5
Wp? = 30; k ? = 5; a? = 0,5
ν ? = 0,1; γ ? = 2−6
Wp? = 30; ν ? = 0,1; γ ? = 2−6 ; a? = 0,5

under consideration by combining the information obtained from the previous
step. For each detection method, we indicate when FWAD is favourable to AD.
Finally, some practical recommendations are included.
Statistical comparison
Table 7 presents the results of the Wilcoxon signed-rank tests in comparing AD to FWAD with respect to the AUC performance measure. Similarly,
Tables 8 (relative differences) and 9 (absolute differences) provide a statistical
comparison in terms of computational timings. We included the absolute differences variant because we expect this version to put more emphasis on the larger
datasets appearing in the collection (i.e. larger datasets should lead to larger
absolute differences in time requirements). As FWAD is a type of compression
technique, we expect predictive performances to degrade and computational
timings to improve upon the baseline (AD). This is confirmed in these results,
though we should mention that for the pseudo-optimal parameter choices, there
are many instances where the AUC of FWAD is not significantly different from
the AUC of AD with α ≤ 0,20. There are some interesting combinations
appearing in the table, leading to important observations. As an example, the
pseudo-optimal hyperparameter choices of FWLOF have a similar AUC compared to their associated LOF version, whereas FWLOF is significantly faster
than LOF for P OT ime and P OA T with α = 0,05.
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Table 7: Wilcoxon signed-rank test (absolute differences) for the comparison of AD to FWAD
in terms of AUC. With respect to the choice of significance levels and the 6 choices regarding
hyperparameter values, we refer to Section 6.1.

Method

Avg

(FW)knn
−−−
(FW)LOF
0
(FW)CBLOFadapt −
(FW)LDCOFCount −
(FW)GMM
−−−
(FW)OCSVM
0

min

max

P OAU C

P OT ime

P OA T

− − −−
− − −−
−−−
− − −−
− − −−
−

0
0
0
0
+++
0

−
0
0
0
0
0

− − −−
0
0
0
−−−
0

− − −−
0
0
0
0
0

Table 8: Wilcoxon signed-rank test (relative differences) for the comparison of AD to FWAD
in terms of computational timings.

Method

Avg

(FW)knn
++
(FW)LOF
++
(FW)CBLOFadapt
−
(FW)LDCOFCount
−
(FW)GMM + + +
(FW)OCSVM+ + ++

min

max

P OAU C

P OT ime

P OA T

+++
+++
− − −−
− − −−
0
++

0
0
−
−−
+++
+ + ++

0
+
−−−
−−−
0
+ + ++

+++
+++
− − −−
− − −−
0
+++

+++
+++
− − −−
− − −−
0
+ + ++

Table 9: Wilcoxon signed-rank test (absolute differences) for the comparison of AD to FWAD
in terms of computational timings.

Method

Avg

(FW)knn
+++
(FW)LOF
+++
(FW)CBLOFadapt
0
(FW)LDCOFCount
0
(FW)GMM
+
(FW)OCSVM
+++

min

max

P OAU C

P OT ime

P OA T

+++
+++
−−−
−−−
0
++

+
+
0
0
+
+++

+
++
−
−−
0
+++

+++
+++
−−−
−−−
0
+++

+++
+++
−−−
−−−
0
+++
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Counts of wins/losses
Additionally, a count-based analysis is conducted. The results indicate the
number of datasets for which FWAD outperfoms AD in terms of AUC (see
Table 10) and time requirements (see Table 11). Note that the data repository
presented in Section 5 contains a total of 14 datasets. As evident from the
aforementioned tables, the predictive performances of FWAD are usually lower
than those from AD, yet the opposite is true in case of computational timings
(except for the clustering-based methods). However, in most cases, there are a
number of datasets for which the AUC of FWAD is larger than that of AD and,
in some rare occasions, these numbers even exceed those of AD (e.g. there are 9
datasets where the AUC of a P OAU C parameter choice of FWOCSVM is larger
than that of the plain OCSVM). This behaviour is unexpected for compression
techniques in general and can be explained as a direct result of the inclusion of
a local density term in the FWAD outlier score calculations.
Table 10: Results indicate the number of datasets for which AUC(FWAD) > AUC(AD) for
the 6 hyperparameter choices outlined in Section 6.1. The repository contains 14 datasets in
total.

Method
(FW)knn
(FW)LOF
(FW)CBLOFadapt
(FW)LDCOFCount
(FW)GMM
(FW)OCSVM

Avg

min

max

P OAU C

P OT ime

P OA T

4
5
4
5
4
8

1
1
4
2
0
4

7
9
8
10
9
6

5
6
6
7
7
9

2
6
6
9
2
6

3
5
5
6
5
8

Table 11: Results indicate the number of datasets for which Time(FWAD) < Time(AD) for
the 6 hyperparameter choices outlined in Section 6.1. The repository contains 14 datasets in
total.

Method
(FW)knn
(FW)LOF
(FW)CBLOFadapt
(FW)LDCOFCount
(FW)GMM
(FW)OCSVM

Avg

min

max

P OAU C

P OT ime

P OA T

12
12
5
5
12
12

12
12
2
2
8
11

9
10
6
5
11
12

9
11
4
4
6
12

12
12
2
3
8
11

12
12
2
3
8
12

Graphical comparison
As a final analysis, the performance of FWAD is graphically compared to
its standard AD version for each dataset in the collection and with the P 0AU C ,
P OT ime and P OA T hyperparameter tuning approaches presented in Section 4.1.
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Figure 6: Computational timings comparison of knn (circles) to FWknn (squares) with the 3 types of pseudo-optimal hyperparameter tuning
approaches: P OAU C (P OA ), P OT ime (P OT ) and P OA T .
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Figure 7: AUC comparison of knn (circles) to FWknn (squares) with the 3 types of pseudo-optimal hyperparameter tuning approaches: P OAU C
(P OA ), P OT ime (P OT ) and P OA T .

Note that a P 0AU C parameter setting is usually associated with the lowest
amount of compression, whereas the P OT ime choice corresponds to the highest compression level as indicated in Section 6.2. Figures 6 and 7 present the
results for the comparison of FWknn to knn in terms of computational timings and predictive performances respectively. Appendix C extends the analysis for the remaining outlier detection methods under consideration: (FW)LOF,
(FW)CBLOFadapt , (FW)LDCOFCount , (FW)GMM and (FW)OCSVM. The order of the datasets in these figures depends on the specific AD/FWAD pair.
They are sorted according to the time requirements of AD with a P OAU C parameter choice. In the upcoming paragraphs, we will discuss the results of this
and prior analyses in more detail.
General findings of including FW clustering (compression)
Before reflecting on the results obtained with each individual AD/FWAD
pair, we formulate some general findings (valid for all kinds of outlier detection
methods) in this and the next two paragraphs. For the computationally intensive knn method, we observe that in 11 out of 14 datasets in the repository,
the time requirements are less than 10 seconds (see Figure 6). Similar conclusions are reached for different AD methods. Hence for the majority of datasets,
timings are not an issue (though they can still be used to compare algorithms).
This strengthens our call for the adoption of larger (in terms of the number of
instances N and/or the dimensionality d) and more realistic anomaly detection
benchmark datasets in the research community.
When comparing the P OAU C parameter choice to the P OT ime hyperparameter setting for the FWAD variants, it is clear that P OAU C has a larger
predictive performance for the majority of datasets. Furthermore, P OAU C is
significantly slower on all datasets in the collection. Hence increasing the compression level (i.e. Wp ) results in significant speed-ups at the expense of a drop
in predictive performance. The user therefore has the freedom to control this
trade-off.
Furthermore, we noted in Section 4.2 that fixed-width clustering has a linear
complexity in terms of the dimensionality d. Nevertheless, the proposed technique suffers from the curse of dimensionality. Beyer et al. (1999) note that,
under a broad set of conditions, as d increases, the distance to the nearest data
point approaches the distance to the farthest data point. This translates to
the fact that the number of fixed-width clusters are expected to grow when
dimensionality increases. This effect is illustrated in Appendix B, where the
number of fixed-width clusters is expressed as a percentage of the datasize N for
various datasets and parameters Wp . For the high-dimensional Speech dataset,
we observe relatively high fixed-width cluster numbers in comparison to lower
dimensional datasets (i.e. more fixed-width clusters are required to describe the
Speech dataset). Note that a similar conclusion can be drawn for the InternetAds dataset, though the sparsity of the latter limits the dimensionality effects.
To conclude this paragraph, we recommend not to use fixed-width clustering
for high-dimensional datasets.
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In the following part, we discuss the outcomes for individual AD/FWAD
pairs because the results vary heavily according to the types of outlier detection
methods and their associated characteristics. Furthermore, the intrinsic properties of the dataset at hand and the chosen hyperparameter ranges can also
influence the results.
Findings for nearest neighbour based methods
Regarding the (FW)knn method, the Wilcoxon signed-ranks test reveals
FWknn to significantly lower predictive performance and significantly improve
time requirements in comparison to knn, which is confirmed in the count-based
analysis and Figures 6 and 7. The latter shows that major time benefits can be
achieved for datasets characterized by large number of instances (N ) and low dimensionality (d) (e.g. Kdd99, Aloi, Shuttle). For the Kdd99 dataset, timings of
the plain knn method (26.840 seconds = 7,46 hours) can be reduced to 261 seconds (4,35 minutes). This phenomenon
can be explained as nearest neighbour

based methods have a O N 2 · d computational complexity, whereas fixed-width
clustering has a linear complexity in terms of N and d. This also means that for
high-dimensional datasets (Speech, InternetAds), FWknn is not recommended.
In general, the AUC of FWknn drops compared to the plain knn method on
the majority of datasets (though there are datasets where the AUC can be
improved upon). To summarize, FWknn provides significant improvements of
computational timings at the cost of an anticipated drop in predictive performance. FWknn is recommended for large datasets (N ) with low-dimensionality
(d).
Similar conclusions as outlined above can be reached for the (FW)LOF algorithm. There is one major difference: the Wilcoxon-signed rank test does
not reject the null hypothesis of equal predictive performances (with α ≤ 0,2).
Hence FWLOF has, on average, similar AUCs than the basic LOF method
though it is significantly faster. The count-based analysis does reveal LOF to
have a slightly improved predictive performance.
When comparing the basic (global) knn and (local) LOF methods in terms
of AUC, we noted some complementarity in the results. There exist datasets
(Kdd99, Aloi, Shuttle, Satellite, Wilt) where one method severely outperforms
the other and vice versa (though there are datasets that show similar outcomes).
This can be explained as a direct result of the dataset’s characteristics (i.e.
global versus local anomalies). Hence the aspect of locality is important as well.
Findings for k-means clustering based methods
With respect to the FW(CBLOF)adapt technique, the Wilcoxon signed-ranks
test points the AUC performance of FWCBLOF to be similar to the CBLOF
version. The count-based analysis and Figure C.12 reveal a predictive performance drop of FWCBLOF for a majority of datasets (though there are still
around 6 datasets for which the performance is superior). Also note that the
absolute AUC differences are usually not that high. In terms of computational
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timings, the Wilcoxon signed-ranks test indicates FWCBLOF to be significantly
slower than CBLOF, which is confirmed in the count-based analysis and Figure C.11. The timings of CBLOF are dominated by the time requirements of the
underlying k-means algorithm, which has a O(N ·k ·d·i) complexity. In practice,
the required number of iterations (i) is usually small (a few dozens), making
it very fast (linear in N and d). Because |F W C| is usually larger than k, the
standard k-means partitioning algorithm is faster than fixed-width clustering.
We should note that for the high-dimensional Speech dataset, the FWCBLOF
method is faster than CBLOF, meaning the latter may be more affected by an
increase of dimensionality.
When isolating the CBLOF method, we note that the AUCs of a P OAU C
parameter choice outperform those associated with a P OT ime setting for 13 (out
of 14) datasets. However, the time requirements of P OAU C are higher than those
of P OT ime for all datasets. Indeed, P OAU C favours high k-values. Obviously,
increasing k leads to higher computational requirements and improves predictive
performance as noted in the work of Amer and Goldstein (2012).
The findings of the (FW)LDCOFCount method are similar to those obtained
with (FW)CBLOFadapt . In terms of AUC, there is a tie situation between
FWLDCOF and LDCOF as evident from the count-based analysis and Figure C.14. Note that for some specific hyperparameter settings, the AUC of
FWLDCOF can become larger than that of LDCOF for the majority of datasets
(e.g. the parameter choice resulting in the best (max) AUC).
To summarize, FWAD is not recommended for clustering based AD techniques with an underlying k-means clustering. The latter is noted to be very
fast. However, clustering based anomaly detection techniques have a lower
predictive performance compared to nearest neighbour based approaches as indicated by Goldstein and Uchida (2016) (with an average parameter choice).
Findings for GMM method
The Wilcoxon-signed ranks test comparison of FWGMM to GMM in terms of
AUC indicates no significant differences between either methods with a P OAU C
or P OA T choice. In the case of a P OT ime hyperparameter setting, GMM is
significantly better. As a remark, the FWGMM technique has a significantly
higher best (max) AUC performance. This once again points to the dangers of
reporting the best possible predictive performance across a large range of parameter values. The conclusions regarding which method is optimal are affected
in this case. The count-based analysis and Figure C.16 confirms the Wilcoxonsigned ranks test results, yet there is a slight preference for GMM with the
P OA T choice. Also note that the AUC of the InternetAds dataset amounts to
0,5 (a random model) with the plain GMM method. This is because all features
are binary. It is interesting to see that the local-density term in FWAD is able
to achieve high AUCs (around 80) in this sparse and high-dimensional setting.
A timing-wise comparison of FWGMM to GMM reveals no significant differences between the two methods when using pseudo-optimal hyperparameter
settings. However, FWGMM is significantly faster than GMM with the average
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(Avg) and highest possible (max) timings. The pseudo-optimal choices favour
low values for the number of mixture components k, see Section 6.2. As we
noted in our experiments, timings usually increase heavily with larger k values
and this explains why FWGMM is faster than GMM with the Avg and max
choices. Figure C.15 confirms the previous analysis, yet there are two important
observations: datasets with N large and d small (e.g. Shuttle, Aloi, Kdd99) reveal GMM to be faster than FWGMM with pseudo-optimal parameter settings
(this is not the case when looking at larger k-values). We also observe FWGMM
to be faster than GMM on the InternetAds dataset. GMM has a computational
complexity of O(N · k · d2−3 · i). We can see this clearly as the Speech and InternetAds datasets appear on the far right-hand side of Figure C.15. Therefore
GMM is not suitable for high-dimensional datasets.
To summarize, FWGMM can offer major benefits in terms of computational
timings when the user imposes large values for the number of mixture components k and the data size is large. When k is low, as preferred by the pseudooptimal choices, FWGMM is not recommended.
Findings for OCSVM method
Regarding the (FW)OCSVM method, the Wilcoxon signed-ranks test reveals
FWOCSVM to have a similar predictive performance compared to the OCSVM
method. The count-based analysis and Figure C.18 also points in this direction.
We can observe the absolute AUC differences between both techniques to be
quite small for the majority of datasets. In terms of computational timings,
see Figure C.17, the FWOCSVM method is significantly faster than the plain
OCSVM version. For the datasets with large N and small d (e.g. Shuttle, Aloi,
Kdd99), substantial speed-ups can be obtained (e.g. the timings for the Kdd99
dataset can be reduced from O(104 ) (OCSVM) to O(102 ) (FWOCSVM), which
is 100 times faster). Regarding the complexity of OCSVM, Domingues et al.
(2018) shows curves indicating time requirements (y-axis) expressed as a function of N and d separately (x-axis) for artificially generated datasets. From their
analysis, we can derive the OCSVM technique has a quadratic complexity in N
O(N 2 ) and a between linear-quadratic (superlinear) complexity in d O(d1−2 ).
Though they rely on a Python implementation, we observe similar findings (e.g.
the Aloi and Kdd99 dataset have similar dimensions and the latter is approximately 10 times larger in N , yet OCSVM on Kdd99 is about 100 times slower
than Aloi).
To conclude, we recommend the use of FWOCSVM for datasets with large N
and low d because predictive performance is largely unaffected and timings can
be reduced considerably.
General conclusions and guidelines on the use of FW clustering
As evident from the previous observations, the benefits of fixed-width clustering as a pre-processing technique depends heavily upon the particular AD
algorithm and the dataset characteristics. In general, FWAD algorithms can
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significantly speed-up their underlying AD variant if the base method
has a superlinear computational complexity in N and the data has a
large number of instances of low dimensionality. There can be an associated drop in predictive performance, though this depends on the specific AD
technique, the amount of compression and whether local-density estimates are
suitable for the dataset at hand. In the literature, many AD techniques satisfy
the aforementioned superlinear complexity condition. Nearest-neighbour based
methods, see the work of Campos et al. (2016) for examples, have a computational complexity O(N 2 ) and can even reach a theoretical complexity O(N 3 )
(e.g. the Angle-Based Outlier Detection (ABOD) algorithm). Domingues et al.
(2018) notes Robust Kernel Density Estimator (RKDE) (statistical method),
OCSVM (classification technique) along with nearest-neighbour based algorithms to scale poorly with N . Yet they did find RKDE and OCSVM to be
the best and third best respectively in terms of AUC performance out of 14 AD
methods under investigation. We expect these AD techniques to benefit from a
FWAD implementation.
We conclude this section with some guidelines and show how one should
proceed in practice. Assume the user has access to an AD algorithm with hyperparameters θAD ∈ ΘAD and wishes to score the instances of an applicationspecific unlabelled dataset D? . If this basic AD version exceeds the time requirement tmax , the user can develop an associated FWAD implementation with parameters θF W AD ∈ ΘF W AD , with ΘAD ⊂ ΘF W AD . The following procedure
is proposed and is motivated by our empirical observations:
1. Choice of hyperparameter values
(a) Choose a set of parameter combinations θ1F W AD , θ2F W AD , . . . , θPF W AD .
(b) Evaluate FWAD with the parameter combinations of step (1.a) on an
external labelled data repository D1 , D2 , . . . , DL . The performance
matrices AU CM and T imeM are obtained (it is recommended to
conduct multiple runs and store averages).
(c) Determine the pseudo-optimal parameter choice θF W AD,? with the
procedure outlined in Section 4.1. The user can choose the weights
wAU C and wT ime (if the practitioner has no idea regarding the latter,
set wAU C = 1 and wT ime = 0).
2. Application of pseudo-optimal parameter values
(a) Initialize: choose a high value for Wp (e.g. Wp = 30) (high-compression
level) and a sufficiently low value for Sp (such that the sample size is
limited to < 100.000 instances). Ideally, these values are included in
the range of part 1.
(b) Apply the FWAD algorithm with the current value of Wp and Sp
and the remaining parameter values θAD,? ⊂ θF W AD,? to dataset
D? and store the outlier scores and time requirement t.
(c) if t < tmax then lower Wp (impose less compression) and go to step
2.b. Otherwise, quit the process (or increase Wp again and go back
to step 2.b, impose stopping criterion).
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Figure 8 presents the result of this procedure with the FWknn algorithm
and the Aloi dataset. Note that a relatively large AU C drop is observed in
Figure 7 when comparing the pseudo-optimal performances of FWknn to knn.
Part 1 is executed with the parameter settings of Table 2 and results in the
pseudo-optimal parameter combinations provided in Tables 5 and 6. Regarding
part 2, Sp = 10 (as in part 1) and the following values of Wp were imposed:
Wp = [30; 25; 20; 15; 10; 5; 1; 0,5; 0,1; 0,05; 0,01] .
The first seven values were also considered in Part 1 and are denoted with
squares. The remaining values are indicated with diamonds. We also provide
the results of the plain knn method (circles). The sequence of vertical lines in
the figure corresponds to decreasing values of Wp . As one can observe, lowering
the value of Wp translates to improved predictive performance with larger time
requirements. For this particular dataset, the P Otime parameter choice appears
to have a higher AUC than the P OAU C setting under the same compression
level. In general, this behaviour is not expected to occur.

Figure 8: Effect of decreasing values of Wp on FWknn performance for the Aloi dataset.
Wp = [30; 25; 20; 15; 10; 5; 1] (squares) and Wp = [0,5; 0,1; 0,05; 0,01] (diamonds) with the
remaining parameter settings of Table 2. The knn results (circles) are indicated as well.

7. Conclusions and future research directions
Outliers signify rare though important events (e.g. cancerous tumours, intrusions in computer networks, mechanical component failures, fraudsters, terrorists, etc.) that constitute the phenomenon of interest. Unsupervised anomaly
detection techniques have a number of advantages: they do not require labelled
training data to develop a model. This aspect is important because obtaining
such labels can be expensive and time consuming. Furthermore, they are able
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to find new types of anomalous behaviour which is critical in a dynamic environment. Outlier detection methods are designed based on a set of assumptions
and the data should satisfy the conditions that outliers are rare and show a conduct that deviates from the norm. Such techniques typically require a number
of hyperparameters to be specified. In this work, we focused on two issues that
are addressed in the upcoming paragraphs: (1) as labels are presumed absent,
we cannot rely on classical supervised parameter tuning approaches. This poses
difficulties with respect to parameter specification. (2) Some anomaly detection
techniques were designed with a clear focus on predictive performance and ignorance of scalability issues. Therefore, such methods could be disregarded in
practice, where large datasets are becoming the norm.
The literature on unsupervised hyperparameter tuning reveals that the current heuristic approaches are either too slow and/or are tailored to a single
type of anomaly detection algorithm (not generalizable). The benchmarking
studies in this domain proceed with comparing algorithms using an arbitrary
(unmotivated) parameter setting or adopt standard statistics applied to the
performances associated with a range of hyperparameter values (average, minimum, maximum). The latter does not adequately reflect a use-case where the
practitioner relies on a single parameter specification. Indeed, the minimum or
maximum performance is unlikely achieved and there may not be a single parameter choice that corresponds to the average performance. In this work, we
developed a new heuristic that chooses the parameter combination that, on ‘average’, achieves the highest performance on an external labelled data repository
across a range of parameter settings. The user is able to assign weights to a certain performance criterion. We limited ourselves to AUC (with weight wAU C )
and time (with weight wT ime ) as the main evaluation measures. wAU C = 1 and
wT ime = 0 corresponds to the P OAU C parameter setting where one emphasizes
predictive performance. Similarly, wAU C = 0 and wT ime = 1 is associated to
a P OT ime parameter choice. The Wilcoxon-signed rank test reveals the AUC
of a P OAU C parameter combination to be significantly larger than the AUC of
an average choice for all anomaly detection methods under consideration with
α = 0,05 (except for LOF, LDCOF and OCSVM where α should be increased
to α = 0,1 to conclude significance). Similarly, the P OT ime parameter setting
is significantly faster than an average choice at the α = 0,01 significance level
(except for the nearest neighbour based methods knn and LOF). Furthermore,
the pseudo-optimal choices reveal which parameter combinations are suitable in
general (e.g. in order to achieve high AUCs, the OCSVM prefers high values
of ν and γ and FWAD algorithms (see further) benefit from low compression
levels).
Fixed-width clustering is traditionally perceived as a fast outlier detection
mechanism. This method traverses the dataset sequentially and assigns points
to fixed-width cluster centres if they fall within a radius/width of W . If the
point cannot be assigned, it forms the center of a new cluster. As the obtained
cluster centres represent a compressed version of the original dataset, we exploit
this representation and apply a standard anomaly detection method on these
centres. The final anomaly score combines the resulting scores with a count term
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(the number of points assigned to a cluster center). The latter serves as an approximation of a fixed-width cluster’s local density which is expected to contain
valuable information (anomalies are presumed to occur in low-density areas).
The integration of fixed-width clustering with an underlying anomaly detection
algorithm, called FWAD, has not yet been proposed in the prior literature.
When comparing FWAD to its associated AD version, our analysis revealed
that for methods having a superlinear complexity in the number of instances N ,
FWAD is significantly faster than the basic AD variant and more benefits are obtained when the dataset has a large number of instances of low-dimensionality d.
Even though FWAD has a linear complexity in terms of d, it suffers from the
curse of dimensionality in the sense that large numbers of cluster centres are required to adequately represent the dataset. In general, we expect an associated
drop in predictive performance of FWAD compared to its plain AD variant,
though this depends on the specific anomaly detection technique, the dataset
characteristics and the amount of compression. In some cases, the predictive
performance of FWAD can even improve upon the basic AD algorithm and this
is a direct result of the inclusion of a local density estimate that appears to be
very informative (for certain datasets) in light of the anomaly detection task.
As a final guideline, we recommend to impose high-compression levels first to
limit time requirements. One can gradually decrease the amount of compression until the point of maximal computation time (imposed by the application at
hand) is reached. During this process, our experiments suggest that predictive
performance is expected to grow.
In terms of future research directions, firstly, one could further investigate
the design of FWAD algorithms. The count term is currently absolute (global).
It is possible to make this term relative (local) by comparing the count term
of a certain fixed-width cluster to the count terms of some neighbourhood (e.g.
the k closest fixed-width cluster centres). Furthermore, one could experiment
with different normalization and combination functions. Secondly, a comparison of fixed-width clustering to other data compression methods (or techniques
enhancing efficiency in general) is meaningful. Note that this is a non-trivial
endeavour as it is for instance difficult to control the exact amount of compression in FWAD. Thirdly, FWAD techniques could also be adopted in an on-line
environment (instead of a batch scenario) and this requires only minor modifications. In this case, there is a separate training phase where the FWAD
model is build. Next, this model is applied to unseen data. Fourthly, our experiments reveal that it may be useful to consider large amounts of clusters in
k-means in correspondence with the work of Amer and Goldstein (2012). They
note that using more clusters than the ‘optimal’ amount (in a clustering sense)
is recommended. One could compare the predictive performance of a P OAU C
parameter choice to the performance associated with the number of clusters as
indicated with the AIC or BIC measure. Also, different clustering techniques
than k-means could be considered.
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Appendix A. Technical descriptions
We present a detailed description of all anomaly detection methods considered in Section 4.3. Throughout this appendix, the following
notation is used:

the dataset D consists of N instances xi ∈ D: D = xi ∈ Rd , i = 1, . . . , N .
Appendix A.1. Nearest neighbour based methods
Nearest neighbour based methods rely on the specification of a hyperparameter k indicating the size of the neighbourhood. For each instance xi ∈ D,
its k nearest neighbours are found by calculating distances with the remaining
points in the dataset D. In light of this task, our implementation takes the following aspects into account: (1) regarding the handling of duplicate instances
(distances of 0), they are excluded in the k nearest neighbour set. This can
become important in terms of stability when taking ratios of distance values
(e.g. the LOF method). (2) Instead of finding the k nearest neighbours for
all instances in D simultaneously, we process small subsets thereof sequentially
(batch processing). This puts a limit on memory consumption and allows processing of large datasets. (3) As the algorithms are implemented in MATLAB,
we rely on as much vectorization as possible.
Appendix A.1.1. LOF
Local Outlier Factor (LOF) (Breunig et al., 2000) was the first proposed
local outlier detection method. The method compares the local density of the
nearest neighbours of a point to the local density of the point itself. It assumes
that anomalies occur in relatively sparse regions of the input space compared to
its neighbours. The calculation of the LOF score involves the following steps:
- Find the k nearest neighbours of instance xi , these form the set Nk (xi ).
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- Estimate the local density for a record xi using Euclidean distance metric12 :
,P
o∈Nk (xi ) d(xi , o)
LD(xi ) = 1
(A.1)
|Nk (xi )|
- Compute the LOF score as a ratio of local densities:
LOF (xi ) =

1
|Nk (xi )|

X
o∈Nk (xi )

LD(o)
.
LD(xi )

(A.2)

As can be observed, the algorithm depends on a single parameter k that controls
the size of the neighbourhood. Anomalies have a LOF score larger than 1.
Appendix A.2. Clustering based methods
Before we present the clustering based AD methods, a suitable notation for
clustering is proposed together with a definition of identifying whether a cluster
is large or small. The result of partitioning a dataset D into k clusters is denoted
as follows: C = {C1 , C2 , . . . , Ck }, where Ci ∩Cj = ∅ and C1 ∪C2 ∪. . .∪Ck = D.
If we impose the condition that the set of clusters C is ordered in decreasing
order of their size (|C1 | ≥ |C2 | ≥ . . . ≥ |Ck |) and given the hyperparameters α
and β, we define b as the boundary of large and small clusters if the following
conditions hold (He et al., 2003) (satisfying one condition is sufficient):
(|C1 | + |C2 | + . . . + |Cb |) ≥|D| × α
|Cb |/|Cb+1 | ≥β.

(A.3)
(A.4)

The set of large clusters (LC) and small clusters (SC) is defined as:
LC = {Cj |j ≤ b} and SC = {Cj |j > b}
.
Appendix A.2.1. CBLOF
The Cluster-Based Local Outlier Factor (CBLOF) score (He et al., 2003) is
defined as follows:

|Ci |. min(d(xi , Cj )) where xi ∈ Ci , Ci ∈ SC and Cj ∈ LC, j = 1 . . . b
CBLOF (xi ) =
|Ci |.d(xi , Ci ) where xi ∈ Ci , Ci ∈ LC
(A.5)
In this equation, d(a, b) represents a distance between points a and b. It is clear
that CBLOF accounts for the size of the cluster the instance belongs to and the
12 The original formulation employs a slightly different measure of distance, called the reachability distance. Except in some very rare situations in highly dense clusters, this is the
Euclidean distance (Goldstein and Uchida, 2016). In Campos et al. (2016), no significant
statistical difference is observed using either definition.
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distance between the point and its closest large cluster. We slightly modify the
aforementioned definition and normalize both factors. Furthermore, a weight
aCBLOF is introduced:

aCBLOF  : 1−aCBLOF

g
 |C
. min(d(xi , Cj ))
xi ∈ Ci ∈ SC, Cj ∈ LC
i|
CBLOForig (xi ) =
 : 1−aCBLOF
a
CBLOF

g
 |C
. d(xi , Ci )
xi ∈ Ci ∈ LC,
i|

(A.6)
vj −min(v)
where the tilde represents a normalization operation: vej = max(v)−min(v)
+ 1,
with vj representing the j’th component of vector v. However, there seems to
be a logical design error in the original formulation. If we interpret CBLOF as
an outlier score, then larger clusters |Ci | should receive lower CBLOF scores
(i.e. CBLOF should be inversely proportional to |Ci |). Hence we adjust the
definition as follows:

aCBLOF  : 1−aCBLOF

−1
^
 |C
xi ∈ Ci ∈ SC, Cj ∈ LC
. min(d(xi , Cj ))
i|
CBLOFadapt (xi ) =
aCBLOF  : 1−aCBLOF

−1
^
 |C
. d(xi , Ci )
xi ∈ Ci ∈ LC,
i|

(A.7)
The final version we consider is CBLOFunweight , which corresponds to setting
aCBLOF = 0 as proposed in the work of Amer and Goldstein (2012). Note that
a normalization operation is not strictly necessary in this case as there is only
a single factor.
Note that, despite of its name, CBLOF should be regarded as a global
anomaly detection method.

Appendix A.2.2. LDCOF
The Local Density Cluster-Based Outlier Factor (LDCOF) (Amer and Goldstein, 2012) is a local outlier detection algorithm. The anomaly score of an instance is considered relative to its neighbourhood (i.e. the closest large cluster).
Let’s start with defining an average distance (davg ) within a cluster Ci :
P
xj ∈Ci d(xj , Ci )
davg (Ci ) =
, i = 1, . . . , k.
(A.8)
|Ci |
The LDCOF score can be calculated with the following equation (Amer and
Goldstein, 2012):
( min(d(x ,C ))
i
j
xi ∈ Ci ∈ SC, Cj ∈ LC
davg (Cj )
LDCOF(xi ) =
(A.9)
d(xi ,Ci )
davg (Ci ) xi ∈ Ci ∈ LC.
We extend this definition by, similar to CBLOF, integrating a term referring to
the size of the associated cluster:
aLDCOF  : 1−aLDCOF
−1
^
LDCOFCount (xi ) = |C
. LDCOF(xi )
|
xi ∈ Ci . (A.10)
i
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Appendix A.3. Gaussian mixture models
Assume a Gaussian Mixture Model (GMM) with K components. Then the
multivariate density p(x) is defined as follows:
p(x) =

K
X

πk .N (x|µk , Σk ),

(A.11)

k=1

PK
where the mixing probabilities πk satisfy:
k=1 πk = 1 and 0 ≤ πk ≤ 1, k =
1, . . . , K. The Gaussian distributions N (x|µk , Σk ) have the following form:


−1
1
T −1
. exp
(x − µk ) Σk (x − µk ) . (A.12)
N (x|µk , Σk ) = p
2
(2π)d det(Σk )


QN
The associated maximum likelihood problem maxπk ,µk ,Σk i=1 p(xi ) is solved
by means of the iterative Expectation-Maximization (EM) algorithm (Dempster
et al., 1977), where the mixing probabilities πk , the means µk and the covariances Σk are estimated.
Appendix A.4. One-class support vector machine
The quadratic optimization problem of a OCSVM is the following (primal) (Chang and Lin, 2011):
N
1 X
1 T
ζi
min w w − ρ +
w,ζi ,ρ 2
νN i=1

subject to wT φ(xi ) ≥ ρ − ζi
ζi ≥ 0, i = 1, . . . , N,
where w represents the hyperplane’s normal vector, ρ is the offset from the
origin, ν is the chosen regularization parameter and ζi are slack variables (penalizing points not
 separated from the origin). The decision function is f (x) =
sign wT φ(x) − ρ . Note that the term within the sign-function should be interpreted as normality scores. The outlier score of instance xi is given by
AD(xi ) = −wT φ(xi )(+ρ).
We usually solve the dual problem (Chang and Lin, 2011):
min
α

1 T
α Qα
2

subject to 0 ≤ αi ≤
N
X

1
, i = 1, . . . , N
νN

αi = 1,

i=1
T
where αi are dual variables and Qij = K(xi , xj ) = φ(x
Pi ) φ(xj ) representsthe
N
kernel matrix. The decision function is f (x) = sign
i=1 αi K(x, xi ) − ρ . ρ
P
can be computed from any point xi with 0 < αi < 1/(νN ): ρ = j αj K(xj , xi ).
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Appendix B. Fixed-width clustering compression amount
Table B.12: Fixed-width clustering compression amounts (final column) by averaging over 5
runs. Results indicate the dimensionality d, the number of instances N , the parameter Wp of
FWAD, the obtained number of fixed-width clusters |F W C| (absolute) and |F W C| expressed
as a percentage of N .

Name

d

N

Wp

|F W C|

|F W C|/N (%)

Shuttle
Shuttle
Shuttle
PageBlocks
PageBlocks
PageBlocks
Aloi
Aloi
Aloi

9
9
9
10
10
10
27
27
27

46.464
46.464
46.464
5.013
5.013
5.013
50.000
50.000
50.000

1
15
30
1
15
30
1
15
30

546,2
126,6
93,8
556,0
132,8
96,8
2783
988,2
726,6

1,1755
0,2725
0,2019
11,091
2,6491
1,931
5,566
1,9764
1,4532

Speech
Speech
Speech
InternetAds
InternetAds
InternetAds

400
400
400
1.555
1.555
1.555

3.686
3.686
3.686
2.867
2.867
2.867

1
15
30
1
15
30

2160,6
1224,2
1118,4
499,8
325,6
246,6

58,616
33,212
30,342
17,433
11,357
8,601

Appendix C. AD versus FWAD
This appendix section extends the results of Section 6.3. The performance
of FWAD is graphically compared to its standard AD version for each dataset
in the collection and with the P 0AU C (P OA ), P OT ime (P OT ) and P OA T hyperparameter tuning approaches presented in Section 4.1. Results regarding
(FW)LOF, (FW)CBLOFadapt , (FW)LDCOFCount , (FW)GMM and (FW)OCSVM
are presented here.
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Figure C.9: Computational timings comparison of LOF (circles) to FWLOF (squares) with the P OAU C (P OA ), P OT ime (P OT ) and P OA
hyperparameter tuning approaches.

T
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Figure C.10: AUC comparison of LOF (circles) to FWLOF (squares) with the P OAU C (P OA ), P OT ime (P OT ) and P OA
approaches.

T

hyperparameter tuning
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Figure C.11: Computational timings comparison of CBLOFadapt (circles) to FWCBLOFadapt (squares) with the P OAU C (P OA ), P OT ime (P OT )
and P OA T hyperparameter tuning approaches.
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Figure C.12: AUC comparison of CBLOFadapt (circles) to FWCBLOFadapt (squares) with the P OAU C (P OA ), P OT ime (P OT ) and P OA
hyperparameter tuning approaches.
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Figure C.13: Computational timings comparison of LDCOFCount (circles) to FWLDCOFCount (squares) with the P OAU C (P OA ), P OT ime (P OT )
and P OA T hyperparameter tuning approaches.
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Figure C.14: AUC comparison of LDCOFCount (circles) to FWLDCOFCount (squares) with the P OAU C (P OA ), P OT ime (P OT ) and P OA
hyperparameter tuning approaches.
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Figure C.15: Computational timings comparison of GMM (circles) to FWGMM (squares) with the P OAU C (P OA ), P OT ime (P OT ) and P OA
hyperparameter tuning approaches.

T
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Figure C.16: AUC comparison of GMM (circles) to FWGMM (squares) with the P OAU C (P OA ), P OT ime (P OT ) and P OA
tuning approaches.

T

hyperparameter
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Figure C.17: Computational timings comparison of OCSVM (circles) to FWOCSVM (squares) with the P OAU C (P OA ), P OT ime (P OT ) and P OA
hyperparameter tuning approaches.
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Figure C.18: AUC comparison of OCSVM (circles) to FWOCSVM (squares) with the P OAU C (P OA ), P OT ime (P OT ) and P OA
tuning approaches.
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